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ABSTRACT 

Load forecasting is critical for power system operators to maintain a safe and efficient 

network. Load forecasting contributes to the supply-demand balance by ensuring that 

consumers receive adequate energy. Load aggregators, power marketers, and independent 

system operators can all benefit from load forecasting. Over-forecasting leads to excess 

production and waste of resources. An unexpectedly high load results in a power outage. 

Both scenarios result in inefficient generation scheduling and technical difficulties for the 

operator. It is not simple to create a forecasting model for a specific power network. 

Statistical and machine-learning techniques have been used in load forecasting. Deep 

learning techniques have recently gained popularity due to their improved ability to 

interpret complex data relationships. The purpose of this study was to compare deep 

learning forecasting techniques to some conventional forecasting techniques used by 

utilities to see if deep learning can better meet their needs.  
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1 Introduction 

Load forecasting is an important component of electric utility design, planning, and 

operation; it has been used in the power industry for over a century [1]–[8]. Load 

forecasting is a critical building component for power system operators to ensure the 

network operates continuously and is managed safely and efficiently. The goal of load 

forecasting is to keep supply and demand balanced so that consumers have an adequate 

and cost-effective energy supply. Load forecasting can, however, be useful to organizations 

other than electric utilities, such as load aggregators, power marketers, independent system 

operators, regulatory commissions, and even industrial/commercial companies, banks, 

trading firms, and insurance companies [1], [9]. Load forecasting is used by these 

organizations in power system planning/operations, revenue projection, rate design, energy 

trading, and other activities [2], [3], [10].  

Over the last decade, there has been a surge in the adoption of renewable energy and 

distributed generation sources, as well as the advancement and implementation of smart 

grids and buildings to effectively meet rising energy demands. To integrate these 

developments without causing system disruptions, reliable load forecasting across multiple 

time horizons is required [11]. Electric load forecasting has been extensively researched 

[1], [7], [12], [13], with the majority of current research focusing on developing more 

accurate forecasts. Because of the deregulation of energy markets and several random 

factors, often governed by human behavior, the demand patterns used to drive modern 

technologies are complex and must be considered when forecasting future electricity 

demand. As a result, developing a forecasting model suitable for a specific power network 
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is not an easy task [3], [10], [14]. Over-forecasting, or forecasting more power than needed, 

results in the start-up of an excessive number of generating units, resulting in over-

production and unnecessary expense. Conversely, underestimating the required demand 

because of higher-than-expected loads creates an electricity deficit. When this happens, the 

system operator is forced to buy potentially expensive peaking power to make up the 

difference, which is significantly higher than the market price. Both situations result in 

suboptimal generation scheduling and present the operator with technical challenges. 

The Texas Electric Reliability Council documented a power system incident in February 

2008 that prompted them to respond to a faster-than-expected evening load ramp-up in 

order to maintain load/generation balance [15]. They relied on willing power consumers to 

act as temporary curtailment loads to draw on reserve power and alleviate demand. 

Following-incident analysis revealed that more accurate forecasting of generation and 

demand could easily have avoided the need for an emergency response. A heatwave in 

South Korea in September 2011 significantly increased electricity demand. South Korea's 

power supply was disrupted for nearly 1.5 million people [16] due to a lack of available 

energy to meet the uptick caused by the heatwave. Although these scenarios are 

uncommon, they provide extreme examples of the potential consequences of imbalance 

and, as a result, the critical importance of accurate load forecasting. 

Statistical techniques and machine learning (ML) have both been used to forecast load, 

and the distinction between these two techniques is becoming increasingly blurred with the 

widespread adoption of data science [1]. Machine learning techniques are more intelligent 

and capable of forecasting load more accurately than statistical techniques. While both 

statistical and machine learning techniques have been extensively reported in the literature 
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on load forecasting, deep learning techniques have only recently gained popularity due to 

their ability to interpret complex relationships in data more accurately [2], [17]. Deep 

learning techniques have proven to be extremely effective in dealing with complex 

sequential data [18], [19]. As a result, deep learning techniques have been successfully 

applied to load forecasting applications, outperforming a variety of benchmark models 

such as simple Artificial Neural Networks (ANN) and more traditional statistical time 

series forecasters such as the Auto-regressive Integrated Moving Average (ARIMA) [20]. 

Convolutional Neural Networks (CNN) and Long Short-Term Memory (LSTM) 

techniques are two of the most widely used deep learning techniques, and they serve as the 

foundation for the majority of recent load forecasting research. The goal of this research 

was to compare these deep learning forecasting techniques to some conventional 

forecasting techniques used by various utilities to see if deep learning can meet their needs 

more effectively. This work was done specifically to benefit Saint John Energy, a 

municipally owned utility reseller that works with UNB's Smart Grid Technologies team. 

They are looking for better ways to improve their forecasting performance, including more 

accurate prediction of load demand peaks. 

1.1 Objectives 

To meet the purpose of this work, the following objectives were established: 

• Identifying and implementing benchmark forecasters - Forecasters were chosen to 

represent both statistical and machine learning techniques, as well as the techniques 

most commonly used by researchers and utilities. The selection criteria were 

narrowed to forecasters with well-documented models, which aided in the 
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reproducibility of this work. The techniques are described in detail in Chapter 2, 

and the implementation is described in Chapter 3. 

• Identifying and implementing two deep learning forecasters - Forecasters were 

chosen to represent those that have recently demonstrated promising results in the 

literature on load forecasting. The forecasters are described in Chapter 2, and the 

implementation details are described in Chapter 3. 

• Forecaster performance comparison - Overall accuracy and daily load demand peak 

prediction were used as performance metrics. The findings of the overall 

comparison are discussed in Chapter 3. 

• Extensive performance analysis - A thorough analysis was carried out to determine 

whether certain forecasters performed better or worse at different times of day, days 

of the week, months of the year, or seasons. The findings of this in-depth 

investigation are presented in Chapter 4. 

In 2021, Saint John Energy recruited UNB's smart grid team to forecast the day and time 

of peak loads. None of the statistical or machine learning forecasters in use were able to 

predict this data accurately. This is the primary reason for our interest in deep learning 

research. This work helps to advance the integration of deep learning techniques into load 

forecasting. Our comparison shows that deep learning forecasters outperform established 

benchmark forecasters. This work is meant to be replicable and to serve as a model for 

future research by our smart-grid team and others. 
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2 Overview of Load Forecasting 

This chapter provides an overview of load forecasting. It covers the various factors that 

influence electricity demand, forecasting horizons, benchmark and deep learning 

techniques, peak load definition, and performance metrics used in this work. 

The primary goal of a power company is to ensure a constant supply of electricity in 

order to avoid blackouts. They do this in part by forecasting load demand, including peak 

load magnitude and timing. Load forecasting aids them in the preparation of reverse power 

or demand response strategies to shave or reduce the peak around the predicted time. 

Demand response allows power system operators and electric utilities to relieve strain on 

the electricity distribution system by compensating commercial, industrial, and residential 

customers who reduce their electricity consumption during peak demand or system 

emergencies.  

Because load forecasting and peak load prediction are complex, the power system 

operator must take into account a plethora of factors including variables that will be used 

as inputs for forecasting, as well as the length of their forecasting horizon [21]–[26]. 

2.1 Factors That Affect the Load Demand 

 Load demand can be affected by a variety of factors, including the region in question, 

the type of customers in the region, weather factors (e.g., temperature), the time of day, the 

day of the week, and other uncontrollable factors (e.g., coronavirus outbreak). These 

variables are divided into four categories: economic, chronological, meteorological, and 

random.  
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Economic factors include investments in a facility's infrastructure, such as new 

buildings, laboratories, and power plants, which can affect customer consumption and 

increase the load on the electric grid [27]. Economic factors have little impact on short-

term load forecasting because they affect consumption patterns over a longer period of time 

[1]. 

Seasonal, weekly, and daily cycles, as well as holidays, can all have an impact on the 

load. Weekends are comparable to public holidays, and weekdays differ from weekends in 

that weekends have a lighter workload. Calendar data is useful to incorporate into load 

forecast models because time has an effect on how electricity is used [9], [21], [22], [25], 

[27]–[31]. 

The most important weather variable is temperature, which is frequently used as a 

variable in forecast models [21], [23], [26], [27], [32], [33]. Temperature factors, according 

to Hong and Shahidehpour [34], can account for more than 70% of load variability. The 

relationship between temperature and load is non-linear. This nonlinear relationship helps 

to explain why nonlinear load forecasting techniques are so widely used [1], [21]. 

Humidity, solar irradiance, wind speed, and precipitation are other weather variables that 

may affect the electric hourly load profile [9], [23], [42], [27], [35]–[41]. Janicki [43], [44] 

describes the numerous meteorological variables used in load forecasting. 

Any additional random disturbances in the load pattern that cannot be explained by the 

preceding factors are referred to as random factors affecting the electrical load profile [27], 

[45]. Predictions will never be perfect because unexpected events such as coronavirus 

outbreaks and planned or unplanned power system outages can significantly alter the 

demand load profile. 
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2.2 Load Forecasting Horizons 

Electrical utilities' operations and planning necessitate load forecasts with varying 

forecast horizons based on their forecasting requirements. These horizons are classified 

into three types: short-term load forecasting (STLF < 2-weeks), medium-term load 

forecasting (MTLF < 3-years), and long-term load forecasting (LTLF > 3years). 

Depending on the time horizon, different forecasting models and methodologies can be 

used, which has an impact on what is available and chosen as inputs to forecasting models 

[1], [46]. 

STLF has been the focus of recent research, with an emphasis on time horizons of less 

than two weeks. This horizon is critical for power system operation and maintenance, as 

well as planning, contingency analysis, load flow assessment, and power system operation 

and maintenance. STLF is a multifaceted process that is influenced by a variety of factors 

such as economic conditions, time of day, season, weather, and human activity [1], [21], 

[54], [46]–[53].  

MTLF has a longer time horizon, typically ranging from two weeks to three years. 

MTLF is influenced by demographic and economic factors. MTLF and STLF are 

inextricably linked; long-term planning must be integrated into short-term planning [55]–

[58]. LTLF considers time horizons longer than three years. LTLF is also required for 

planning purposes, such as the construction of new power plants, transmission system 

expansion, and electric utility expansion [59]. 
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2.3 The Benchmark Forecasters 

Many publications do not provide detailed information about their experimental setups, 

making direct comparisons with reported results difficult. The benchmark forecasters 

proposed in this work were chosen for their relevance and reproducibility; they have been 

available for many years and have been implemented and used by both researchers and 

utilities [1], [3], [10], [14], [60]–[62].  

Based on the forecast model's construction technique, each benchmark forecaster is 

classified into one of two categories: statistical techniques or machine learning techniques. 

Statistical techniques include multiple linear regression (MLR) analysis [63], [64] and 

auto-regressive integrated moving average (ARIMA) modeling [65], [66]. ANNs 

(Artificial Neural Networks) [67], [68] are a type of machine learning technique [69], [70]. 

One limitation of statistical techniques such as ARIMA and MLR is their inability to 

discover non-linear relationships in data without these variables being provided as inputs 

to their forecasting model [12], [69]–[71].  Furthermore, they are incapable of intelligently 

learning and adapting to data changes caused by newer factors, such as temperature swings 

resulting in extreme weather conditions, or a plague, such as a coronavirus outbreak that 

occurred in the year 2020, resulting in the global shutdown of numerous operations [32], 

[47], [72]–[75]. 

2.3.1 The Seasonal Naive Forecaster (SNF) 

A naive forecaster is a simple forecaster that is frequently used as a benchmark to 

develop more sophisticated forecasters [60], [72], [73], [76], [77]. They are used to show 
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how much value forecasters add in comparison – when a naive forecaster outperforms a 

more complex forecasting model, then the complex model adds no value. 

 Although historical or more recent means can be used as naive forecasters, Bracale et 

al. [72] state that "the simplest method to anticipate the next value in a time series is to 

assume it will have the same values as the current value." which serves as the foundation 

for the most common naive forecaster. The Seasonal Naïve Forecaster (SNF) improves the 

naïve forecaster by taking seasonal trends into account [78]. The SNF can be expressed 

mathematically using the simple relationship shown in (1): 

ˆ
−=t t ly x   (1) 

where x  is the time series, ŷ is the forecasted value, t  is the time of occurrence, and 𝑙 is 

the seasonal period (l=24 for hourly data if the previous day's hourly sample is used). The 

naïve formula uses the most recent observed value as the future value, whereas the seasonal  

naïve formula uses the previous season's value. The SNF forecaster is excellent for making 

short-term forecasts of variables that are generally stable or consistent. It is ineffective, 

however, at forecasting time series data that fluctuate significantly or are subject to 

irregular elements, such as temperature [73]. 

2.3.2 The Multiple Linear Regression Forecaster (MLR) 

Multiple linear regression (MLR) is a popular statistical technique for forecasting load 

that has received a lot of attention in the literature [47], [60], [64], [70], [79]–[84]. The 

relationships between a continuous dependent variable and one or more independent 

variables are modeled by MLR forecasters. Mathematically, an MLR with two independent 

variables is expressed as: 
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0 1 1 2 2
ˆ = + + +y x x e     (2) 

In the case of load forecasting, ŷ  is the predicted load, 1x and 2x  are independent 

variables such as temperature and time-of-day,  s are coefficients estimated by the model, 

and e is an error term [64].  MLR models are fitted in such a way that the sum-of-squares 

of actual and forecasted value differences is minimized.  

According to Amral et al. [85], MLR models for forecasting short-term load are 

relatively simple to develop and maintain, and the primary flaw of MLR models is their 

reliance on previously recorded load and temperature data, which has a significant impact 

on the predicted output. The accuracy of MLRs is primarily determined by the relationships 

between the data and the independent variables included; however, while increasing the 

number of relevant independent variables improves predictive accuracy in general, the 

improvement eventually becomes negligible. MLRs can simulate nonlinear relationships, 

but only when the independent variables are specified explicitly [32], [47], [72]–[75], [86].  

2.3.3 The Auto-Regressive Integrated Moving Average Forecaster (ARIMA) 

ARIMA is arguably one of the most widely used statistical forecasting techniques, with 

widespread application in the load forecasting literature [3], [87]–[94]. The ARIMA model 

explains data by taking time-series data from previous values and predicting linear 

regression outcomes. It allows the application of regression techniques to non-stationary 

data by coercing the time-series into stationarity via differencing, which is represented by 

ARIMA's integrated "I" component. Because linear regression models perform better on 

stationary signals, differencing is required [84], [95]. 
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Lags are important components of time series analysis that are used to uncover 

relationships between past and future values. The "AR" or autoregression component in 

ARIMA indicates that the model is dependent on the relationship between the current and 

previous data values (lagged values). The "MA" component, or moving average, models 

the forecast as a function of previous forecast errors (lagged forecast errors). 

Seasonality in data can be handled using the Seasonal ARIMA (SARIMA) model, 

which is a more complex version of the ARIMA model.  Seasonality in data is explicitly 

addressed in this class of ARIMA models by including seasonal AR, MA, and differencing 

terms in the model. External variables can also be included in the model via an exogenous 

regressor term. SARIMAX (seasonal ARIMA with exogenous regressors) enables the user 

to include the effects of external variables in the model. Exogenous variables influence but 

are not influenced by a model. Temperature is regarded as an exogenous variable in the 

context of electrical load demand [93]. The SARIMAX forecaster outperforms traditional 

time series methods by explicitly accounting for seasonality in the data and external 

variables [96]. SARIMAX's properties make it an ideal class of models for use with time-

series data on electricity load demand. 

SARIMAX (p, d, q) x (P, D, Q)S is the SARIMAX model's general form. The AR term's 

order is indicated by the letter ‘p’,  while ‘d’ denotes the order of differencing required to 

make the data stationary. The order of the MA term is indicated by the letter ‘q’. The 

seasonal term orders are denoted by the letter ‘P’, ‘D’, and ‘Q’. The number of time steps 

in a season is denoted by ‘S’ (S = 24 for hourly data with daily seasonality). The 

mathematical representation of the SARIMAX model is shown in the equation below. 
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where ˆ
ty  is the series’ current value at time t. 1, 2, ,, ,...,t t K tX X X  denotes the exogenous 

variables' observations. 0 1, ,..., k    are the regression component's parameters. The 

weights of the nonseasonal autoregressive terms are denoted by 1 2, ,..., p   . 1 2, ,..., P    

denotes the seasonal autoregressive terms' weight. 1 2, ,..., q    denotes the weight of the 

terms in the nonseasonal moving average. 1 2, ,..., Q    denotes the seasonal moving 

average terms' weight. The term sL refers to the lag operator such that s

t t sL y y −= . The 

white noise terms are denoted by t . 

Using time series data from 2004 to 2014, Papaioannou et al. [97] forecasted national 

daily electricity demand in Greece. The SARIMAX model was used with weekday and 

temperature as exogenous variables, and it performed better than the other models in terms 

of forecasting unexpected increases in demand. Using data from 2003 to 2009, Felice et al. 

[98] forecasted electricity demand in Italy at the national and regional levels. They 

concluded that adding temperature as an exogenous variable to the ARIMAX model 

improved forecasting performance compared to SNF and ARIMA. While SARIMAX 

models can be accurate and reliable in the right circumstances, one of its main drawbacks 

is that the parameters are typically tuned manually, which can be a time-consuming 

process. 
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2.3.4 Artificial Neural Network Short Term Load Forecaster – Generation Three 

(ANNSTLF-G3) 

The ANNSTLF is a popular machine-learning-based load forecaster [1], [61], [84]. The 

configuration of this load forecaster has undergone several revisions since it was first 

proposed [99], [100], and the focus of this work was the third-generation design (G3) [37] 

depicted in Figure 1. The ANNSTLF-G3 predicts short-term load using two shallow multi-

layer feed-forward artificial neural networks (ANNs) in conjunction with a recursive least 

squares (RLS) combiner. The RLS is an adaptive filter algorithm that recursively finds the 

coefficients that minimize a weighted linear least squares error cost function related to the 

input signals. Additional information about the RLS algorithm is available in [101]. 

 

Figure 1 - The Block Diagram of the Third Generation ANNSTLF [37] 

ANNs are neural networks that predict outputs by combining weighted inputs. The 

popularity of neural networks stems from their ability to uncover complex and non-linear 

correlations in historical data, which is more difficult to achieve using statistical techniques 

[14], [102]–[109]. ANNs use a learning algorithm to update weights in response to training 
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inputs and labelled outputs. The network, once trained, represents a prediction model that 

can be used with new inputs. 

 Figure 2 shows a simple feed-forward ANN with three inputs and three outputs.   In the 

figure, the ANN's neurons are divided into three layers: input, hidden, and output. Each 

layer of the network in the example contains three neurons, and the network is fully 

connected, which means that each input is connected to each neuron. It is referred to as a 

feed-forward network because the outputs of each layer are only presented to the layers 

that follow it. The output of each neuron is the weighted sum of its inputs transformed by 

an activation function. 

 

Figure 2 - The Structure of a Simple Feed-forward ANN 

In the output layer, linear activation functions are typically used, whereas logistic 

sigmoid activation functions (often rescaled) are used in the hidden layer (for example, 

tanh(x)). These transformations are responsible for the network's nonlinearity. 

Backpropagation is used iteratively to update weights, ensuring that outputs eventually 

meet targets when presented with training inputs. When a network has been trained with 
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enough historical data, it can predict future load demand when a new set of inputs is 

introduced. 

Back-propagation is used by both ANN blocks in the ANNSTLF-G3 to train two fully 

connected feedforward neural networks. The base-load forecaster (BLF) is trained to 

predict the next-day load, whereas the change-load forecaster (CLF) is trained to predict 

the load change from one day to the next. Because the BLF emphasizes normal load 

patterns and the CLF emphasizes short-term fluctuations, the two ANN forecasters 

complement each other. Combining these two independent forecasts improves accuracy. 

This is especially true when there are sudden changes in load caused by weather changes. 

The BLF has a slow response time to sudden changes in load. Conversely, because the CLF 

uses the previous day's load as a baseline and forecasts future changes in that load, it is 

more responsive to changing conditions [84], [110]–[112]. 

Both networks accept 79 inputs (as shown in Figure 1) and produce a 24x1 vector 

representing one day ahead, hourly forecasts. The CLF generates its final output by adding 

predicted changes to the previous day's actual values. The final forecast is based on a 

weighted average of each block's outputs, with the weights determined adaptively using an 

RLS algorithm. The ANNSTLF-G3 forecaster performs best when the hidden layer 

contains between 30 and 60 fully connected neurons and the model is trained using at least 

two to three years of data, according to the authors [37]. 

In terms of prediction accuracy and economic benefits, over thirty-five utilities in the 

United States and Canada have benefited from the ANNSTLF-G3; some of these utilities 

include BC Hydro, ISO New England, and San Diego Gas & Electric [86], [113]. In 2016, 
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Tao Hong [1] and several other publications had named the ANNSTLF-G3 the best 

forecaster available for short-term load forecasting [61], [84], [114]–[118]. 

In general, ANNs have been extensively studied in their application to load forecasting. 

In [119] and [87], Papalexopoulos et al. developed a neural network-based and regression-

based technique. In 1991, both models were validated using training data from 1986 to 

1990 on peak and hourly loads. For both peak load and hourly forecasts, the ANN model 

improved forecasting accuracy. Zhang et al. [120] evaluated and demonstrated the utility 

of neural networks in load forecasting but noted that while neural networks are capable of 

processing large amounts of historical load data with non-linear characteristics, they are a 

black box technique that lacks an explicit form for explaining and analyzing the 

relationships between inputs and outputs. 

Finally, it is worth noting that a shallow ANN typically has only one hidden layer and 

increasing the number of neurons in that layer is insufficient to produce more accurate 

forecasts; the network becomes overtrained, impairing its ability to work with new datasets. 

Thus, more sophisticated neural networks with deeper networks of hidden layers are 

attracting the attention of researchers interested in improving the accuracy of load 

forecasters. 

2.4 Deep Learning Forecasters 

Deep learning is a process in which the number of hidden layers in a network is 

increased [121]–[127].  While they can provide added benefits such as including memory, 

or automated feature identification, they are computationally expensive, and sometimes 

require large data sets to be useful.  Deep learning models have transformed computer 
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vision, speech recognition, machine translation, and board game programming, producing 

results comparable to, if not superior to, expert human performance [128], [129]. Deep 

learning models are expected to dominate the field of load forecasting due to increased 

computational power, access to large datasets, and the granularity of available data [2], [6]. 

To identify the most reliable features in machine learning, a domain expert is required. 

While deep learning models can be fed some input features, they can also extract high-

level features from data incrementally, eliminating the need for domain expertise and time-

consuming feature extraction.  Machine learning forecasters may be preferable when the 

data set is small, but deep learning is preferable when the data set is large, feature 

introspection is burdensome, or the problem is complex. 

Deep learning is a subclass of neural networks that includes a wide variety of 

architectures. The most common types of deep neural networks are convolutional neural 

networks (CNN) [2], [7], and recurrent neural networks (RNN) [8], which include networks 

such as the long short-term memory network (LSTM) [5]. Deep neural networks, such as 

CNN and LSTM, excel at detecting highly nonlinear relationships and shared uncertainties 

in data; the LSTM, in particular, introduces memory into neural networks, allowing them 

to predict today based on observations from yesterday or two weeks ago, making them 

ideal candidates for load forecasting.  

Because of their ability to learn about temporal dependencies in data and rapidly adapt 

to sudden changes in load patterns, deep neural networks have piqued the interest of load 

forecasting researchers. While not exhaustively researched in the literature, at least a few 

recent studies have shown promising results of deep neural networks applied to load 

forecasting [74], [127], [130]. 
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In recent years, load forecasting researchers have started to explore CNNs and LSTMs 

[2], [4], [20], [131]–[133]. The authors of [134] investigated seven distinct models using 

three real-world data sets, demonstrating that deep learning techniques such as CNN and 

LSTM can be used in load forecasting applications and outperform more traditional 

mathematical techniques such as ARIMA. The authors of [4] proposed a novel parallel 

model that combines CNN and RNN. Likewise, the authors of [135] used a combination 

of LSTM and CNN. In terms of load forecasting stability, their proposed model 

outperformed the individual CNN and LSTM models.  

Similarly, the authors of [68] proposed a new Deep-Energy model for forecasting future 

load data [136], which combines a 1-D CNN with a fully connected network. They 

compared the proposed model's performance to that of five different machine and deep 

learning techniques, including LSTM and ANN. The results showed that the Deep-Energy 

model could make more accurate short-term load predictions than the other models. 

Another paper [137] introduced SEPNet, a new model that combines three forecasters: 

Variational Mode Decomposition (VMD), Convolutional Neural Networks (CNN), and 

Gated Neural Networks (GRU). When compared to other models such as LSTM, CNN, 

and VMD-CNN, the SEPNet model outperformed them all, significantly improving the 

overall performance of the forecasts. Amaradinghe et al. [2] concluded that CNN is a viable 

technique for individual building load forecasting when compared to LSTM, SVM, ANN, 

and other forecasters they implemented. 

Because the ANNSTLF has consistently been recognized as  a strong forecaster for 

short-term load forecasting, the CNN and LSTM implementations used in this work were 

used to simply augment the ANNSTLF architecture by replacing ANNs with CNNs and 
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LSTMs.  The goal was to improve performance through better focused inputs, and they 

were given the same input data as the ANNs in the ANNSTLF architecture.  The following 

subsections provide a brief explanation of how LSTMs and CNNs work. 

2.4.1 Recurrent Neural Networks and the Long Short Term Memory Network  

The recurrent neural network (RNN) is a neural network model for time series analysis 

that was first proposed in the 1980s. In a traditional neural network, all inputs and outputs 

are assumed to be independent. RNNs do not assume such independence and rely on 

previous elements to influence current elements, making them an obvious choice for 

processing time-series data. RNNs, in effect, augment neural networks with memory, 

which aids in the modeling of sequential data. RNNs have been used successfully for 

machine translation, speech synthesis, and time series prediction [138]. The authors of 

[139] thoroughly investigated these networks. 

 

Figure 3 - Unrolled Recurrent Neural Network (RNN) [140] 

RNNs, like regular ANNs, predict outputs using a combination of weighted inputs, but 

the inputs are elements in a data sequence and also include a weighted previous state, as 

shown in Figure 3. Using the previous state as an input adds a hidden layer for each state. 

Because RNNs are typically trained using back-propagation, the gradient descent must 

traverse each layer to update the state weights, causing vanishing gradient issues and 
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limiting their effectiveness when dealing with large data sets or problems requiring long-

term memory. 

The long short-term memory network (LSTM) is a type of RNN that solves the 

vanishing gradient problem, allowing these networks to predict states over long time 

periods. The LSTM memory cell configuration outperforms any other deep neural network 

configuration currently available [6], [7], [107]. The LSTM architecture is made up of 

memory blocks, which are recurrently connected subnetworks (or cells). As shown in 

Figure 4, each memory block consists of a cell state, a forget gate, an input gate, and an 

output gate. 

 

Figure 4 - The Block of Long-Term Short-Term Memory [141] 

The cell state, represented by the operations on the top left of the figure, is essential for 

LSTMs to function. The three gates guard and regulate the cell state [7]. On an opt-in basis, 

gates allow information to pass through. They are constructed using sigmoid neural 

networks and pointwise multiplication. The sigmoid layer generates values between 0 and 

1, indicating how much of each element should be allowed to pass through. 
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The first stage in LSTM is a sigmoid layer known as the "Forget Gate", used to decide 

what information from the previous cell state should be discarded. It examines the hidden 

layer's previous state and inputs to generate a multiplier between 0 and 1 for each value in 

the cell state. The previous cell state is effectively filtered as a result of this. The next step 

is to filter the outputs of a tanh layer used to update inputs to determine what new 

information will be stored in the cell state, which happens in the "Input Gate." The newly 

acquired information is then incorporated into the cell state. Finally, the network employs 

an "Output Gate" to generate outputs in the form of a filtered version of an updated cell 

state [142], [143]. Because of the method of forgetting and remembering information 

within a cell, LSTM is ideal for sequential data. 

2.4.2 The Convolutional Neural Network (CNN) 

CNNs have been successfully applied in a variety of applications, including computer 

vision, audio processing, activity recognition, natural language processing, drug discovery, 

video recognition, and time series forecasting [2], [7], [148]–[152], [88], [121], [134], 

[138], [144]–[147]. The ImageNet Large Scale Visual Recognition Competition (ILSVRC) 

is an annual international computer vision competition, and a CNN won it for the first time 

in 2012 [153]–[161]. CNNs are a type of deep learning network with a grid-like topology 

that can process time series and image data, which are represented as one-dimensional and 

two-dimensional implementations, respectively. Because load forecasting data are time 

series, the focus of this work was on one-dimensional CNNs.    

In general, CNNs are used to extract rich feature sets from inputs. There has been some 

recent work focused on raw time-series data as inputs[162]–[164] (e.g., the advancement 
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of TCNs), but the focus of this work was on the use of CNNs in the more traditional sense, 

to transform a feature set, in order to improve a forecaster's performance. The architecture 

of a simple one-dimensional CNN used in this way is depicted in Figure 5. 

 

Figure 5 - A Simple One-Dimensional CNN's Architecture  [165] 

 A CNN's network architecture is constructed in stages. The first stage is made up of 

one or more convolutional layers and pooling layers. The second stage consists of a 

flattening layer which transforms the pooling layers’ outputs into usable input for the next 

stage. The final stage is made up of fully connected layers used to produce final output(s) 

in the conventional way a feed-forward network does. 

The convolutional stage is the most important stage in the CNN architecture. It is a 

pattern finder; it searches for patterns in the input data by applying filters (also known as 

kernels) repeatedly along the input data. Assume from the figure above that it depicts a 

10x1 input array.  In a load forecasting context, these inputs could represent 5 previous day 

loads and 5 predicted day temperature forecasts.  In this context, the filter is a one-
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dimensional weight vector that is convolved with the input vector.  That is, it slides along 

the length of the inputs storing the dot product at each step.  The result is a feature map 

made up of dot products whose length depends on the length of the filter (unless padding 

is utilized).  

For example, a 5x1 filter applied to the 10x1 input vector would yield a 6x1 feature map 

(assuming a stride length of 1 and no padding). More than 1 filter can be applied in this 

way to deepen the convolutional layer, and many stacked layers can deepen the network 

even further to yield more refined pattern detection.  The application of filters to patches 

of inputs effectively identifies local patterns in the inputs and applying the same filter along 

the length of the inputs allows for such patterns to be recognized across the set of inputs.  

Weights in the filters are updated using backpropagation to gain a better representation of 

patterns in relation to what is being modeled or predicted. 

Following the creation of feature maps in the convolutional layer, the elements 

contained in the feature maps are activated using an activation function, just like in a 

conventional neural network.  The most common activation function used in a CNN is the 

rectified linear unit (ReLU).  The ReLU activation function is a piecewise activation 

function that produces linear outputs for positive values but 0 for negative values. When 

the ReLU activation function is used, the gradients remain proportional to node activations, 

which helps to avoid vanishing gradients problems. 

A pooling layer generally follows a convolutional layer, to reduce the spatial dimensions 

of a feature map, and also decrease localization sensitivity.   Calculating the mean or taking 

the maximum across a set of elements in the feature map is typical.   A single value is 

generated from the specified pool of neighboring elements on the same feature map. The 
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pooling layer reduces the complexity of the CNN, reducing computational load during 

training and also the possibility of over-fitting [121], [138], because the feature map is less 

sensitive to small translations that could be present in the original features. 

The flattening layer comes after the pooling layers and transforms the outputs of the 

pooling layers into a one-dimensional array, which is then used as an input to the fully 

connected layer that follows.  In the context of load forecasting, the fully connected layers 

are trained with backpropagation to produce forecasted values. The fully-connected layer 

of a CNN has the same structure as a fully-connected feed-forward ANN layer. 

2.5 Peak Load 

When ensuring that customers or electricity consumers have a stable supply of 

electricity, two load measures must be considered: base and peak load. Consider the 

electrical requirements of a house. The amount of electricity constantly required from the 

electrical grid is referred to as the base load. A peak load occurs when additional power is 

required, such as when an entire family is at home watching television and consuming a 

large amount of electricity. It is a momentary period of increased demand, as the family 

will soon be sleeping, turning off the television and lights, and conserving energy.  

The term "base load" refers to the absolute minimum amount of electrical demand that 

must be met over the course of a 24-hour period. Base load requirements are also referred 

to as constant load requirements because they are relatively constant. Conversely, peak 

load refers to the maximum amount of energy drawn from the grid by a consumer over a 

specified period. Most utilities operate on a 15-minute cycle, but some operate on 30- or 

60-minute cycles; the cycles refer to the minimum amount of time the demand must persist 
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in order to be identified as a peak load; if the demand does not persist for at least that cycle, 

it is declared a random spike [166]. Typically, demand spikes are caused by the activation 

of an electrically consuming device and last only a few seconds. 

The visual distinction between the base and peak loads is depicted in Figure 6. The base 

load is more stable, but also less intense, because electricity is still required for things like 

heating, cooling, and power outlets, among other things. Peak load is less predictable than 

base load; it can surge when air conditioners are turned on or when a snowstorm hits and 

the heat must be turned up [167]. Peak load forecasting is critical for ensuring adequate 

generation, transmission, and distribution capacity. 

 

Figure 6 – Peak Load vs Base Load [168] 

Peaks have three main characteristics: magnitude, temporal location, and width or 

duration, with the temporal location being the most important. Knowing when a peak will 

occur allows utilities to plan reserve power and demand response strategies to help reduce 

the peak, resulting in significant savings for both the utility and its customers; as such, 

understanding peak load is critical for any business's energy management strategy [169]. 

Electricity is generally more expensive during peak hours, and the peak load determines 
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the rate that the utility charges the customer. In this study, forecasters were evaluated based 

on their accuracy in predicting daily peaks, considering both the peak's value and the time 

of occurrence. 

2.6 Performance Metrics 

Several performance metrics have been used in the load forecasting literature to evaluate 

forecast accuracy, each with its own set of advantages and disadvantages, but despite their 

limitations, they are simple tools for evaluating forecast accuracy. While the mean absolute 

error (MAE) is the simplest way to quantify forecast errors, it cannot be used to compare 

measurements across forecast scenarios with different scales because it is an absolute 

measure; therefore, the mean absolute percent error (MAPE) is the most commonly used 

load forecasting accuracy metric because it is easier to interpret [1], [9], [14], [135], [136], 

[170]. The table below summarizes some of the most commonly used metrics for 

determining load forecasting accuracy: 
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Table 1 - Formulas for Several Frequently Used Performance Metrics 

The MAPE has limitations in that it cannot handle zero-valued actuals, it over-

emphasizes high errors during low demand periods, and it over-emphasizes overshoot 

errors in comparison to undershoot errors for forecasting scenarios bounded by 0 (because 

undershoot errors cannot exceed 100 percent , but overshoot errors are unbounded) [1], 

[171]. However, MAE and MAPE are both insensitive to rare but significant errors, which 
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are better captured by the root mean square error (RMSE), though the RMSE is more 

difficult to interpret because it is not scaled to the original error [68]. To fully capture bias 

and precision, mean biased error (MBE) and standard deviation (STD) can also be used 

[172], [173].  

2.7 The Myth of Finding the One Size Fits All Technique 

Tao Hong talked about the myth of discovering the best technique [1]. He concluded 

that researchers and users must understand that there is no technique that is universally 

superior. The method used for load forecasting should be determined by the forecasting 

requirements and the dataset under consideration. One approach is unlikely to be beneficial 

in all load forecasting scenarios. Different forecasters perform better or worse depending 

on the nature of the dataset. Furthermore, forecast errors differ greatly across utilities, 

utility zones, and time periods. 
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3 Investigation 

The purpose of this work was to determine whether deep learning techniques could 

improve forecasting accuracy for specific utilities by comparing the accuracy of deep 

learning forecasters to some of the conventional forecasters used by utilities. The focus of 

this work was on STLF horizons, specifically one day ahead forecasts, because they are an 

important component of a utility system's day-to-day operations and planning. A CNN 

forecaster and an LSTM forecaster were compared to four benchmark forecasters: a 

Seasonal Naive forecaster, a Multiple Linear Regression (MLR) forecaster, a Seasonal 

Auto-Regressive Integrated Moving Averages with Exogenous Regressors (SARIMAX) 

forecaster, and a shallow Artificial Neural Network forecaster (ANN). The forecasters' 

accuracy was assessed based on their ability to predict regular loads and daily peaks. 

3.1 Preparation of the Datasets 

This study used three distinct datasets. For visual clarity, Figure 7 depicts the daily mean 

for each data set in 2019. Two sets were obtained from an Independent Electrical System 

Operator in Ontario and were included because the data sets are publicly available, which 

aids in the reproducibility of this work. The first set was from Ottawa [174], and the second 

was from Toronto [174], and they both consist of hourly city-wide load aggregation 

measurements spanning ten years from 2010 to 2019. 

Saint John Energy, a municipally owned utility reseller, provided the third set. This data 

set was included because the work is part of a larger Smart Grid Technologies project being 

carried out at UNB in collaboration with this utility reseller. Saint John Energy's data set 

is smaller than the others, spanning about 3.75 years from 2018 to October 20, 2021, but it 
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otherwise corresponds to hourly measurements of Saint John's load aggregates. For all 

datasets, all load demand variables are expressed in megawatts (MW). Temperature data 

from Environment Canada were used to supplement the time series data, which consisted 

of each city's hourly average temperature expressed in degrees Celsius [175]. 

 

Figure 7 – 2019 Average Daily Demand for Loads Across All Datasets 

A Hampel filter was used to find and replace outliers in the datasets for both the load 

and temperature variables; outliers were defined as test sample values that differed by more 
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than three standard deviations from the median; a seven-sample window (length = 7 hours) 

was used, with the sample under test at the center [176]. 

The Min-Max method was used to normalize all data (load and temperature), which 

scales values between zero and one by using the time series' minimum and maximum 

values, as specified in the equation below: 

Actual Value - Minimum Value
Normalized Value = 

Maximum Value - Minimum Value
 (4) 

Before any performance metrics were calculated, the minimum and maximum values 

were saved so they could be used to de-normalize the final forecasts. This normalization 

technique has been used by numerous researchers in the field of load forecasting [25], 

[177]–[181].  

Table 2 shows how the data was divided into training and test sets. As detailed in the 

sections that follow, depending on the needs of a forecaster, training data was used to either 

fit a forecasting model, train a network in a forecaster, or pad input exemplars.  For all 

forecasters, evaluation was performed on the test data. 

 Toronto Ottawa Saint John 

Training 2010/01 – 2018/12 2010/01 – 2018/12 2018/01/01 – 2020/10/20 

Testing 2019/01 – 2019/12 2019/01 – 2019/12 2020/10/21 – 2021/10/ 20 

Table 2 – The Training and Testing Dataset Ranges Across All Datasets 

3.2 Implementation Specifications for Benchmark Forecasters 

MATLAB version R2021b was used to implement all forecasters. The forecasters 

generated hourly forecasts day by day, based on actual historical data from previous days. 

The temperature variables used in this study were all actual temperature values for both 

previous and forecasted temperatures. When simulations are run in real time and the actual 
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temperature values for the predicted day are unavailable, forecasted temperature values can 

be used, but this was not the case in this study. 

3.2.1 The Seasonal Naïve Forecaster (SNF) 

The seasonal naive forecaster was simple to implement; the forecasted value ˆ
ty  was 

calculated using an actual load lag value t lx −  for lag l = 168 hours (1 week): 

 | 168
ˆ

− ==t t l ly x  (5) 

The lag value of 168 was chosen because the load forecasting datasets showed 

significant seasonality between weekly lag values, which was also true for all days of the 

week, including weekends. No model fitting or training was required. This procedure was 

repeated for each hour in our test dataset to forecast a load value. 

3.2.2 The Multiple Linear Regression Forecaster (MLR) 

The MLR forecaster was implemented with ten independent variables (inputs), which 

are listed in Table 3. As shown in Equation 6, the model estimated a total of 56 coefficients, 

which included a constant, a linear term for each independent variable, and products of 

distinct independent variable pairs (no squared terms): 

0 1 1 2 2 9 9 10 10 11 1 2 12 1 3 55 8 10 56 9 10
ˆ ... ...y x x x x x x x x x x x x e        = + + + + + + + + + + +   (6) 

Here ŷ  is the predicted load, x are the independent variables,   are coefficients estimated 

by the model, and e is an error term. The ordinary least squares algorithm [182] was used 

to fit the model to the training data. After the model was fully specified, it was used to 

forecast a value for each hour in the test set. 
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Variable Name Variable Description 

Actual Temperature (x1)  

Hour of the Day (x2) 1 … 24 

The month of the Year (x3) 1 … 12 

Day of the Week (x4) Sunday is 1, …, Saturday is 7 

Weekend Indicator (x5) 0 or 1 

Maximum Hourly Demand from the Previous Day (x6) Load Demand 

Minimum Hourly Demand from the Previous Day (x7) Load Demand 

Average Hourly Demand from the Previous Day (x8) Average Load Demand 

Load Demand Lag Value for Lag = 24 Hours (1 Day) (x9) Load Demand 

Load Demand Lag Value for Lag = 168 Hours (1 Week) (x10) Load Demand 

Table 3 - The MLR Forecaster's Independent Variables 

3.2.3 The Seasonal Auto-Regressive Integrated Moving Averages with Exogenous 

Regressors Forecaster (SARIMAX) 

The SARIMAX model was used in this study, which is a modified version of the 

ARIMA model that takes seasonality into account and includes the actual temperature as 

an exogenous variable. The equation below mathematically represents the SARIMAX 

model; it is repeated here from Chapter 2 for convenience. 

0 1 1, 2 2, ,

2 2

1 2 1 2

2 2

1 2 1 2

ˆ ... ...

(1 ... )(1 ... )

(1 ... )(1 ... )

t t t k k t

q S S QS

q Q

tp S S PS

p P

y X X X

L L L L L L

L L L L L L

   

  


  

= + + + + +

− − − − − − − −
+

− − − − − − − −

  (7) 

Dataset (p, d, q) x (P, D, Q) S Exact Lag Vectors - (p, d, q) x (P, D, Q) 

Toronto (1, 1, 2) x (7, 1, 7) 24 (1, 1, [1, 2]) x ([24, 48, 72, 168], 24, [24, 168]) 

Ottawa (1, 1, 1) x (2, 1, 7) 24 (1, 1, 1) x ([24, 48], 24, [24, 168]) 

Saint John (2, 1, 1) x (7, 1, 2) 24 ([1, 2], 1, 1) x ([24, 168], 24, [24, 48]) 

Table 4 - The SARIMAX hyperparameters that were used for each dataset 

A trial-and-error approach guided by autocorrelation (AC) and partial autocorrelation 

(PAC) plots was used to specify the SARIMAX forecaster's hyperparameters. Table 4 
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summarizes the parameters for each dataset, and Appendix A contains the AC and PAC 

plots that were used to help justify these decisions. 

For each forecasted day, a model was fit using actual demand and actual temperature 

lag values from the 28 days preceding, yielding a unique model for each day. Fitting was 

limited to 28 days to avoid longer duration seasonality. For the first 28 days in the test 

dataset, parts of the training dataset were used to pad the data to fit the model.  

To fit the model, the expectation-maximization algorithm was used, assuming a 

student's t distribution (which improved performance over a Gaussian distribution, based 

on preliminary trials). Once the model was fully specified, it was used to forecast hourly 

values for the forecasted day, with the next day's 24-hour actual temperature acting as an 

exogenous variable. This process was repeated for each day in the test set to produce a 

forecast for each hour. 

3.2.4 The Artificial Neural Network Short Term Load Forecaster (ANNSTLF-G3) 

Figure 8 depicts the architecture of the BLF and CLF components of the ANNSTLF-

G3 implementation. Both ANNs were fully connected across all layers, with sixty neurons 

in the hidden layer. In both the hidden and output layers, the activation function was a 

hyperbolic tangent sigmoid transfer function. Both networks were trained with resilient 

backpropagation [183].  To avoid overtraining, 80% of the training data was used to train 

the ANNs, while 20% was used for validation. The data was randomly divided for the 

training and validation sets. 
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Figure 8 – The Structure of the BLF and CLF Network 

Both the BLF and the CLF were presented with 79 inputs, as shown in the figure above, 

where k+1 represents the day to be predicted and k represents the previous day. The BLF 

was trained to generate load demands for each hour of day k+1, yielding 24 outputs.  The 

CLF also yielded 24 outputs but was trained to generate hourly changes in load demand 

from day k to day k+1. As such, during training, the BLF was provided with actual load 

demand for day k+1 targets, whereas the CLF was presented with the difference in actual 

loads from day k+1 to day k. 

Each ANN's output was fed into the RLS combiner, to provide a fine-tuned hourly load 

prediction, but before presenting the CLF outputs, they were added to actual loads from 

day k to reflect a load prediction rather than a change in load. The RLS combiner was 

initially configured to combine the outputs of both ANNs equally (i.e., weights were set to 

0.5), and after the predicted day had passed, the weights for each hour were updated using 

a least-squares algorithm based on how large the difference between predicted outputs and 

actual values was.  This process was repeated for each day in the test set to produce a 

forecast for each hour. 
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3.3 Implementation Specifications for the Deep Learning Forecasters 

3.3.1 The Long Short Term Memory Forecaster (LSTM) 

The ANNSTLF structure was modified by replacing the ANNs in the BLF and CLF 

with LSTM networks, but the architecture's inputs and structure remained the same. Both 

the BLF and CLF LSTM blocks had four layers: a sequence input layer with 79 inputs, an 

LSTM layer with 100 hidden units, a fully connected layer with 24 outputs, and a 

regression layer. The number of hidden units was finally set to 100 after some trial and 

error.  

The entire training set was used to train both LSTM networks using the Adam 

optimization algorithm, which is assumed to optimize a mini-batch backpropagation 

through time [184]–[186]. The Adam training algorithm used the training options specified 

in Table 5 (all unspecified options were set to default values in MATLAB R2021b): 

Training Options LSTMs 

Initial Learning Rate 0.005 

First Moment Decay Rate (β1) 0.9 

Second Moment Decay Rate (β2) 0.999 

Mini Batch Size 24 

Shuffle Every Epoch 

Table 5 – LSTM Networks Training Options 

Once trained, the LSTM networks produced 24 outputs representing 1-day ahead hourly 

forecasts, just like the standard ANNSTLF-G3. The final results of the two LSTM networks 

were then combined using the RLS combiner. This process was repeated for each day in 

the test set to generate a forecast for each hour. 
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3.3.2 The Convolutional Neural Network Forecaster (CNN) 

 CNN networks were implemented for use in the ANNSTLF architecture in a manner 

similar to that of LSTM networks. Both BLF and CLF CNNs had the following layers: an 

input layer with 79 inputs; a convolutional layer with 15, 6x1 filters; a rectified linear unit 

activation layer (ReLU); a max-pooling layer with a 2x1 pool size; a fully connected layer 

with 24 outputs; and a regression output layer. 

The CNN networks, like the LSTM networks, were trained with the entire training set 

using the Adam optimization algorithm with the training options specified in Table 6 (all 

unspecified options were set to default values in MATLAB R2021b): 

Training Options CNNs 

Initial Learning Rate 0.001 

First Moment Decay Rate (β1) 0.9 

Second Moment Decay Rate (β2) 0.999 

Mini Batch Size 128 

Shuffle Every Epoch 

Table 6 – CNN Networks Training Options 

After training, the CNN networks generated 24 outputs representing 1-day ahead hourly 

forecasts, just like the standard ANNSTLF-G3. The final results of the two CNN networks 

were then combined using the RLS combiner. This process was repeated for each day in 

the test set to generate a forecast for each hour. 

3.4 Performance Analysis 

The goal of this study was to forecast 1-day ahead loads and identify daily peaks. MAPE 

and RMSE were used to evaluate forecaster performance in regular load forecasts. Because 

there are no values near zero in the datasets, MAPE limitations do not apply, and the RMSE 
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allowed for detection of significant forecast errors. For breadth, Appendix B contains 

information on the overall performance of all forecasters using all of the performance 

metrics mentioned in Chapter 2. 

MAPE, MAE, and MBE were used to evaluate forecaster performance in predicting and 

identifying daily peaks. MAPE was used to quantify the accuracy of the forecasted peak 

magnitudes by calculating the difference between the forecast and actual peak values. MBE 

and MAE were used to calculate the time difference between occurrence of actual and 

forecasted peaks.  MAE was used to determine the accuracy of the time differences, 

whereas the MBE was used to determine the models' overall bias, or whether they over or 

under forecasted based on the forecasted time of occurrence. When reported, MAE and 

MBE are denoted in minutes. 

3.4.1 A Remark on Peak Detection Accuracy Metrics 

It is important to note that daily peaks are influenced by a variety of random variables, 

making them difficult to predict. This is because random peaks can produce significantly 

higher peaks than regular peaks, and because we are calculating the daily maximum, we 

use the random peak rather than the regular peak. We only mentioned peaks because our 

datasets, which are hourly aggregated load demand, do not contain any spikes. As a result, 

the daily maximum represents the day's actual peak. Figure 9 and the paragraph that follows 

provide concise summaries of the preceding statements. 
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Figure 9 - Load Demand on March 11, 2019, and CNN Forecast – Toronto Dataset 

Although the Toronto dataset typically peaks between 16:00 and 21:00 in the evenings, 

a random peak with a value of 6594 MW occurred at 10:00, which was greater than the 

second-highest peak with a value of 6590 MW at 18:00. Although it was only 4 MW more, 

because we used the daily maximum, we had to use the peak at 10:00. However, CNN 

predicted a peak at 18:00 with a value of 6603 MW. Nonetheless, because we will be 

comparing the predicted time to the one at 10:00, the random peak has an impact on our 

MAE and MBE accuracy metrics for the time difference. This is just one factor to consider 

when it comes to forecasters' ability to predict daily peaks. A significantly more accurate 

metric for comparing time differences could be used in future work. 

3.5 The Performance of Forecasters on the Toronto Dataset 

Table 7 summarizes the key performance metrics across the test dataset, while Figure 

10a depicts the overall distribution of errors for each forecaster across the test dataset. 

Table 8 summarizes the forecaster's performance in predicting daily peaks. Figure 10b 
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depicts a snapshot of actual and forecasted load demand for the period of July 17th to July 

21st; this period was chosen for visualization because it coincided with the month in which 

all forecasters performed the worst overall. 

 

Figure 10: (a) Overall Error Distribution for All Forecasters; (b) Actual and Forecasted Load 

Demand for July 17th-21st - Toronto Dataset 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.16 2.54 2.30 3.75 4.00 6.09 

RMSE (MW) 189.76 219.57 201.32 293.94 321.58 488.07 

Table 7 - Overall MAPE and RMSE for Each Forecaster – Toronto Dataset 

The data in Table 7 show how the forecasters fared overall across the Toronto test 

dataset. The MAPE and RMSE values for the CNN were the lowest, followed by the ANN 

and LSTM. Similarly, looking at the plot in Figure 10a, we can see that the CNN forecaster 

had the tightest error distribution of all forecasters. The SNF forecaster produced the worst 

results, with the widest error distribution and the worst global metrics. 

According to the MAPE values in Table 8, the CNN was the most accurate at predicting 

the magnitude of daily peaks, followed by the ANN and LSTM. According to the MAE 

values, the CNN predicted the time of occurrence of the daily peaks the most accurately, 

(a) (b) 
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followed by the LSTM. According to the MBE values, the SNF and LSTM were the most 

accurate in terms of bias. 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE - Peak Values 2.36 2.76 2.45 3.65 4.41 6.18 

MAE - Time in Minutes 80 90 93 96 93 92 

MBE - Time in Minutes 22 6 -9 36 17 0 

Table 8 - Matrix Analysis of Peak Values and Time Difference – Toronto Dataset 

3.6 The Performance of Forecasters on the Ottawa Dataset 

Table 9 summarizes the key performance metrics across the test dataset, while Figure 

11a depicts the overall distribution of errors for each forecaster across the test dataset. 

Table 10 summarizes the forecaster's performance in predicting daily peaks. Figure 11b 

depicts a snapshot of actual and forecasted load demand for the period of July 17th to July 

21st; this period was chosen for visualization because it coincided with the month in which 

all forecasters performed the worst overall. 

 

Figure 11: (a) Overall Error Distribution for All Forecasters; (b) Actual and Forecasted Load 

Demand for July 17th-21st - Ottawa Dataset 

 

(a) (b) 
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Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.72 3.44 3.09 4.78 4.98 7.33 

RMSE (MW) 37.13 46.82 41.93 65.77 68.58 102.83 

Table 9 - Overall MAPE and RMSE for Each Forecaster – Ottawa Dataset 

The overall performance of the Ottawa dataset is comparable to that of the Toronto 

dataset, as shown in Table 9. The MAPE and RMSE values of the CNN are the lowest, 

followed by the ANN and LSTM. The CNN had the narrowest error distribution in Figure 

11a, while the SNF had the worst overall performance metrics and the widest error 

distribution. 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE - Peak Values 2.38 3.10 2.78 4.21 4.77 6.98 

MAE - Time in Minutes 52 69 64 70 61 79 

MBE - Time in Minutes 13 22 16 35 39 0 

Table 10 - Matrix Analysis of Peak Values and Time Difference – Ottawa Dataset 

The CNN was also the most accurate at predicting the magnitude of daily peaks, 

according to MAPE values in Table 10, followed by the ANN and LSTM. According to 

the MAE values, the CNN was the most accurate at predicting when the daily peaks 

occurred. The SNF and CNN were the most accurate in terms of bias, according to the 

MBE values. 

3.7 The Performance of Forecasters on the Saint John Dataset 

Table 11 summarizes the key performance metrics across the test dataset, while Figure 

12a depicts the overall distribution of errors for each forecaster across the test dataset. 

Table 12 summarizes the forecaster's performance in predicting daily peaks. Figure 12b 

depicts a snapshot of actual and forecasted load demand for the period of December 17th 
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to December 21st; this period was chosen for visualization because it coincided with the 

month in which all forecasters performed the worst overall. 

 

Figure 12: (a) Overall Error Distribution for All Forecasters; (b) Actual and Forecasted Load 

Demand for December 17th-21st – Saint John Dataset 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 3.89 4.55 4.33 6.11 5.33 9.39 

RMSE (MW) 8.06 8.95 8.29 11.06 10.82 16.90 

Table 11 - Overall MAPE and RMSE for Each Forecaster – Saint John Dataset 

The CNN performs best according to the MAPE and RMSE, followed by the ANN and 

LSTM. The SNF forecaster had the worst overall performance and the widest error 

distribution. 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE - Peak Values 3.71 4.07 3.90 5.42 5.28 8.34 

MAE - Time in Minutes 160 180 175 191 185 209 

MBE - Time in Minutes 13 4 9 -14 -19 -2 

Table 12 - Matrix Analysis of Peak Values and Time Difference – Saint John Dataset 

According to the MAPE values in Table 12, the CNN was the most accurate at 

predicting the magnitude of daily peaks, followed by the ANN and LSTM. The MAE 

(a) (b) 
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values show that the CNN, ANN, and LSTM forecasters were the most accurate at 

predicting when the daily peaks occurred when compared to other forecasters. According 

to the MBE values, the SNF and LSTM forecasters were the most accurate in terms of bias. 

3.8 Conclusion 

Based on the overall accuracy, we can conclude that the CNN performed the best 

overall, followed by the ANN and the LSTM. The CNN appears to have the tightest 

distribution of errors across all test datasets in the error distribution plots. The SNF 

forecaster had the worst overall performance with the widest error distribution, which is 

good because the fact that the SNF forecaster performs the worst of all forecasters implies 

that all other forecasters contributed in some way to the forecasts. 

In terms of predicting the magnitude of daily peaks, the CNN had the lowest MAPE 

values across all test datasets; the CNN was followed by the ANN and the LSTM. The 

MAE values show that the CNN forecaster predicted the time of occurrence of the daily 

peaks the best; the LSTM and ANN forecasters trail the CNN in the Toronto and Saint 

John datasets; however, the SARIMAX forecaster outperforms the LSTM and ANN in the 

Ottawa dataset. 

The results in this chapter show that CNN, LSTM, and ANN forecasters had the best 

overall performance and have a lot of potential in the field of load forecasting. However, 

Chapter 4 will go into greater detail about evaluating the performance of these forecasters 

on an hourly, daily, monthly, and seasonal basis.  
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4 Comprehensive Evaluation of the Forecasters' Performance 

Chapter 3 evaluated the overall performance of all forecasters in predicting regular load 

and daily peaks across all test datasets. This section will look at the performance of all 

forecasters across all test datasets on hourly, daily, monthly, and seasonal time periods. 

Following the above analysis, we included a brief discussion of our overall findings for 

each dataset. To keep the scope of this thesis manageable, only the boxplots of our top 

forecasters for each section were included here; additional box plots for the remaining 

forecasters can be found in Appendix B. 

The forecasters' performance during the four seasons of the year (winter, summer, 

autumn, and spring) was examined; the winter months are December, January, and 

February. March, April, and May are spring months; June, July, and August are summer 

months; and September, October, and November are autumn/fall months. It is also worth 

noting that the hours (00:00...23:00) are labeled as (1:00...24:00) in the hourly performance 

sections, with 1:00 denoting the first hour and 24:00 denoting the last hour of the day.  

4.1 The Toronto Dataset 

The Toronto dataset comprises hourly load aggregation measurements taken throughout 

the city from 2010 to 2019. The years 2010-2018 were used to train the forecasters, and 

2019 was used to test them. 
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4.1.1 The Hourly Performance 

Figure 13a illustrates the MAPE values for each forecaster when aggregated as hourly 

averages. The following plots are boxplots of the hourly error distributions for CNN, 

LSTM, and ANN forecasters on an hourly basis. 

 

Figure 13: (a) Hourly MAPE for All Forecasters, (b-d) Hourly Error Distributions for CNN, LSTM, 

and ANN Forecasters – Toronto Dataset 

4.1.1.1 A Snippet on Hourly Performance 

When the average MAPE values in Figure 13a are compared to the box plots, we see a 

similar pattern of errors, with a wider distribution of errors in situations with higher MAPE 

(a) (b) 

(c) (d) 
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values and vice versa. For each hour of the day, the CNN had the tightest error distribution 

and the lowest MAPE values. It was followed by the ANN and the LSTM forecasters. 

Around 15:00, all three forecasters CNN, ANN, and LSTM made their worst predictions; 

quieter times, such as around 1:00, were predicted much more accurately than busier times. 

CNN had the best predictions across almost all hours of the day, with ANN and LSTM 

coming in second and third place, respectively. The SNF performed the worst overall, with 

the worst predictions occurring between 13:00 and 17:00, which is unsurprising given that 

it was based on previous week's values and that these are popular times for electricity usage 

in the Toronto dataset.  

4.1.2 The Daily Performance 

 Figure 14a shows the MAPE values for each forecaster aggregated as daily averages 

for each day of the week. The following plots are boxplots of the daily error distributions 

for CNN, LSTM, and ANN forecasters on a daily basis. 

4.1.2.1 A Snippet on Daily Performance 

When we compare the MAPE values in Figure 14a to the boxplots of the error 

distribution; we can see, Monday was the worst day for almost all forecasters to predict, 

but Sunday was the worst day for the SARIMAX forecaster. Every other forecaster's 

second worst day was Sunday, but SARIMAX's second worst day was Saturday. Tuesdays 

through Fridays were the most predictable days for the forecasters. CNN's MAPE values 

were the lowest on all seven days of the week, and all of its boxplots were the narrowest. 

The ANN is ranked second, with the LSTM edging it out in Monday's predictions. The 

LSTM forecaster is ranked third. Overall, the SNF performed the worst. 
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Figure 14: (a) Daily MAPE for All Forecasters, (b-d) Daily Error Distributions for CNN, LSTM, and 

ANN Forecasters – Toronto Dataset 

4.1.3 The Monthly Performance 

The MAPE values for each forecaster are aggregated in Figure 15a as monthly averages 

for each month of the year 2019. The following plots are boxplots of the monthly error 

distributions for CNN, LSTM, and ANN forecasters on a monthly basis. 

4.1.3.1 A Snippet on Monthly Performance 

Except for SARIMAX, which had the worst predictions in September, all forecasters 

had their worst predictions in July, but the other forecasters also found September difficult 

(a) (b) 

(c) (d) 
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to predict. August was the month in which all forecasters made their second-worst 

predictions. Forecasters found February, March, and November to be relatively simple to 

predict. Over ten months, the CNN had the lowest MAPE values and was only 

outperformed by the ANN in March and June. The ANN is ranked second because it was 

only surpassed by the LSTM in January, while the LSTM is ranked third. The SNF had the 

worst overall performance across all months. 

 

Figure 15: (a) Monthly MAPE for All Forecasters, (b-d) Monthly Error Distributions for CNN, 

LSTM, and ANN Forecasters – Toronto Dataset 

(a) (b) 

(c) (d) 
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4.1.4 Performance During the Seasons 

The table below summarizes the MAPE and RMSE values obtained in the Toronto test 

dataset for the average of various seasons. Summer was the season that forecasters had the 

most trouble predicting. CNN had the lowest MAPE and RMSE values across all four 

seasons. The ANN is ranked second, having only been surpassed in the winter by the 

LSTM, which is ranked third. Autumn was the season with the lowest metric values for the 

CNN and ANN, while spring was the season with the lowest metric values for the LSTM. 

Across all seasons, the SNF had the worst overall performance. 

Winter 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 1.92 2.25 2.26 3.43 3.37 6.55 

RMSE (MW) 172.22 192.89 206.20 270.47 283.12 508.21 

Spring 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 1.99 2.22 2.16 3.35 3.62 4.42 

RMSE (MW) 160.14 174.98 170.82 236.15 266.77 338.62 

Summer 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.82 3.26 2.93 4.60 4.64 7.87 

RMSE (MW) 254.72 293.83 267.77 371.81 384.33 629.32 

Autumn / Fall 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 1.89 2.40 2.14 3.55 4.38 5.56 

RMSE (MW) 153.31 195.48 166.36 272.44 337.96 430.89 

Table 13 - Seasonal MAPE and RMSE for the Toronto Dataset 

4.1.5 Comprehensive Analysis Discussion 

In the Toronto dataset, the summer months of June through August saw the highest 

demand for electricity; these were also the months during which forecasters had the most 

difficulty forecasting, as illustrated in the seasonal and monthly time periods section. July 



 

50 

 

was the month with the highest demand and the highest error rates among most forecasters. 

This can be attributed to two factors: first, the increased demand can be attributed to the 

fact that the summer air in Toronto is typically hot throughout the day, including evenings, 

necessitating the use of air conditioning by almost everyone. Furthermore, Toronto is a 

popular tourist destination, and everyone wants to visit during the summer when the 

weather is nicer. August had the second highest number of errors after July, for the same 

reasons. 

 

Figure 16 - Scatter Plot of Load Demand versus Temperature – Toronto Dataset 

The scatter plot, as shown in Figure 16, shows a strong correlation between demand and 

temperature. The highest demand occurs during the summer when the temperature is 

higher. When the temperature drops, especially in the winter, the second-highest demand 

occurs. Furthermore, because demand is most stable in the spring and autumn, forecasters 

found these seasons to be easier to forecast. The overall accuracy of the SNF suggests that 

load demand is relatively stable in the spring and autumn. 
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Peak demand in Toronto occurs between 16:00 and 21:00, as we discovered while 

working on the dataset. The majority of forecasters found it easier to forecast quieter times, 

such as around midnight in the early mornings, than busy times, such as late mornings and 

afternoons, when everyone is awake and demand for electricity is high.  

We saw a lot of fluctuation in demand on Mondays, and because almost all of our 

forecasters used the previous day's demand as a predictor, Mondays and Sundays were the 

most difficult to predict for the majority of forecasters. Forecasters were more accurate 

from Tuesday to Friday, during the middle of the week; because these days were more 

stable and have a high degree of similarity. 

The CNN forecaster performed the best across all time periods and seasons, with the 

ANN and LSTM finishing second and third, respectively. The SNF is ranked last because 

it has consistently performed poorly across all time periods and seasons. 

4.2 The Ottawa Dataset 

The Ottawa dataset comprises hourly load aggregation measurements taken throughout 

the city from 2010 to 2019. The years 2010-2018 were used to train the forecasters, and 

2019 was used to test them. 

4.2.1 The Hourly Performance 

Figure 17a illustrates the MAPE values for each forecaster when aggregated as hourly 

averages. The following plots are boxplots of the hourly error distributions for CNN, 

LSTM, and ANN forecasters on an hourly basis. 
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Figure 17: (a) Hourly MAPE for All Forecasters, (b-d) Hourly Error Distributions for CNN, LSTM, 

and ANN Forecasters – Ottawa Dataset 

4.2.1.1 A Snippet on Hourly Performance 

When we compare the average MAPE values in Figure 17a to the box plots, we see a 

similar pattern of errors, with a wider distribution of errors in cases where the MAPE value 

is higher, and vice versa. While the CNN had the tightest error distribution and lowest 

MAPE values for nearly every hour of the day, the SARIMAX outperformed it at 01:00. 

The ANN comes in second, with the LSTM outperforming it only during the 4:00 hour; 

(a) (b) 

(c) (d) 
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the SARIMAX also outperforms the ANN between 01:00 and 04:00 hours. The LSTM 

comes in third place. CNN, LSTM, and ANN all made their worst predictions around 

14:00. They were more accurate at predicting quieter times, such as around midnight, than 

they were at busier times. The SNF performs poorly overall, outperforming the SARIMAX 

only at 7:00, which is also when the SARIMAX made its worst predictions. 

4.2.2 The Daily Performance 

Figure 18a shows the MAPE values for each forecaster aggregated as daily averages for 

each day of the week. The following plots are boxplots of the daily error distributions for 

CNN, LSTM, and ANN forecasters on a daily basis. 

4.2.2.1 A Snippet on Daily Performance 

When the MAPE values in Figure 18a are compared to the error distribution boxplots, 

we can see that Saturdays and Mondays are the most difficult days to forecast for almost 

all forecasters, with the exception of the SARIMAX, which has its most difficult 

predictions on Saturday. The most predictable days were Tuesdays through Fridays. 

Among all forecasters, the CNN had the lowest MAPE values and the narrowest boxplots. 

The ANN comes in second, and the LSTM comes in third. The SNF performed the worst 

overall. 
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Figure 18: (a) Daily MAPE for All Forecasters, (b-d) Daily Error Distributions for CNN, LSTM, and 

ANN Forecasters – Ottawa Dataset 

4.2.3 The Monthly Performance 

The MAPE values for each forecaster are aggregated in Figure 19a as monthly averages 

for each month of the year 2019. The following plots are boxplots of the monthly error 

distributions for CNN, LSTM, and ANN forecasters on a monthly basis. 

(a) (b) 

(c) (d) 
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Figure 19: (a) Monthly MAPE for All Forecasters, (b-d) Monthly Error Distributions for CNN, 

LSTM, and ANN Forecasters – Ottawa Dataset 

4.2.3.1 A Snippet on Monthly Performance 

When the MAPE values in Figure 19a are compared to the box plots, it is clear that, 

with the exception of CNN, July was the most difficult month to forecast. CNN determined 

that July is a relatively easier month to predict, with the worst predictions coming in April 

and May. Across almost all months, the CNN had the lowest MAPE values and the 

narrowest error distribution; it is only surpassed in January by the ANN. The ANN is 

ranked second, having been surpassed by the LSTM in May. The LSTM is ranked third. 

(a) (b) 

(c) (d) 
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Most forecasters considered January to March and October to November to be relatively 

easier forecasting periods. Overall, the SNF performed poorly, outperforming the 

SARIMAX only in May and October. 

4.2.4 Performance During the Seasons 

The table below summarizes the MAPE and RMSE values obtained from the Ottawa 

test dataset for the average across all four seasons.  

Winter 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.55 2.94 2.86 4.30 3.99 7.73 

RMSE (MW) 39.68 43.83 43.37 63.71 62.66 111.73 

Spring 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 3.13 3.60 3.43 4.39 4.65 5.83 

RMSE (MW) 40.02 46.08 43.29 55.12 59.98 76.45 

Summer 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.72 4.12 3.22 6.17 6.46 9.57 

RMSE (MW) 37.62 56.78 43.97 86.15 87.49 131.76 

Autumn / Fall 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.45 3.09 2.91 4.26 4.80 6.22 

RMSE (MW) 30.42 38.51 35.85 52.51 60.04 81.81 

Table 14 - Seasonal MAPE and RMSE for the Ottawa Dataset 

CNN and ANN made their most dire predictions in the spring. All other forecasters, 

including the LSTM, had their worst predictions in the summer. The LSTM and ANN had 

the easiest time forecasting the winter months. CNN and MLR made their best predictions 

in the autumn. To facilitate interpretation, all previous observations were made with MAPE 

values rather than RMSE values. However, CNN had the lowest MAPE and RMSE values 
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across all four seasons. The ANN comes in second, with the LSTM coming in third. The 

SNF had the worst overall performance metric values across all seasons. 

4.2.5 Comprehensive Analysis Discussion 

The Ottawa dataset is similar to the Toronto dataset, but there are a few key differences. 

The months with the highest average demand were January, February, July, and December. 

Except for CNN, July proved to be the most difficult month to forecast. CNN ranked July 

as the third most difficult month, trailing only April and May. Spring was the most difficult 

season to forecast for the ANN and CNN, with summer coming in second. Most 

forecasters, including the LSTM, found summer to be the most difficult season to forecast. 

Winter was the most predictable season for the LSTM and the ANN. 

 

Figure 20 - Scatter Plot of Load Demand versus Temperature – Ottawa Dataset 

Figure 20 shows a scatter plot for the Ottawa dataset, which is similar to the scatter plot 

for the Toronto dataset. They appear to be identical, but the Ottawa scatterplot has nearly 

the same level of demand in the winter and summer, when temperatures are cold and hot, 
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respectively. In the Toronto dataset, demand was significantly higher in the summer 

months than it was in the winter months. 

The average peak demand for the Ottawa dataset occurs between 16:00 and 21:00, as 

we discovered while working on the dataset. All forecasters, with the exception of 

SARIMAX, made their worst predictions between 11:00 and 16:00, when the majority of 

people are awake and using electricity or working. 

Mondays and Saturdays were the most difficult days to forecast, possibly because 

Monday is the first working day of the week and Saturday is the first day of the weekend. 

This is similar to what we saw in the Toronto section because almost all of our forecasters 

used the previous day's demand as a predictor, and Monday demand differs from Sunday 

demand, as does Saturday demand from Friday demand. Forecasters also had a difficult 

time predicting Sundays, but Mondays and Saturdays were the most difficult. Among all 

forecasters, the middle of the week, specifically Tuesdays through Fridays, were the easiest 

days to predict. 

The CNN forecaster performed the best across all time periods and seasons, with the 

ANN and LSTM forecasters coming in second and third place, respectively. The SNF is 

ranked last due to its poor performance across all periods and seasons; it only outperformed 

the SARIMAX in a few cases. 

4.3 The Saint John Dataset 

The Saint John dataset consists of hourly load aggregation measurements collected 

throughout the city between January 2018 and October 2021. The forecasters were trained 
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between January 1st,  2018 and October 20th, 2020, and tested between October 21st, 2020, 

and October 20th, 2021.  

4.3.1 The Hourly Performance 

Figure 21a illustrates the MAPE values for each forecaster when aggregated as hourly 

averages. The following plots are boxplots of the hourly error distributions for CNN, 

LSTM, and ANN forecasters on an hourly basis. 

 

Figure 21: (a) Hourly MAPE for All Forecasters, (b-d) Hourly Error Distributions for CNN, LSTM, 

and ANN Forecasters – Saint John Dataset 

(a) (b) 

(c) (d) 



 

60 

 

4.3.1.1 A Snippet on Hourly Performance 

The average peak demand in Saint John occurs between 10:00 and 13:00, with a second 

peak around 19:00, as we discovered while working on the datasets. When we compare the 

average MAPE values in Figure 21a to the box plots, we see a similar pattern of errors, 

with a wider distribution of errors in cases where the MAPE value is higher, and vice versa. 

With the exception of the SNF and SARIMAX, all forecasters had their worst predictions 

around 9:00; the SNF's worst predictions were around 6:00, and the SARIMAX's worst 

predictions were around 24:00. 

The SARIMAX forecaster made the most accurate predictions between 1:00 and 6:00; 

however, as demand increased throughout the day, the SARIMAX forecaster lost out to 

CNN. CNN performed best between 7:00 and 24:00, as well as during the day's peak hours. 

As a result, CNN had the best overall performance and the tightest error distribution. The 

ANN is ranked second, with the SARIMAX outperforming it between 1:00 and 7:00 and 

the LSTM outperforming it between 19:00 and 22:00. The LSTM is ranked third. The SNF 

performed the worst overall. 

4.3.2 The Daily Performance 

Figure 22a shows the MAPE values for each forecaster aggregated as daily averages for 

each day of the week. The following plots are boxplots of the daily error distributions for 

CNN, LSTM, and ANN forecasters on a daily basis. 

4.3.2.1 A Snippet on Daily Performance 

When we compare the MAPE values in Figure 22a to the error distribution boxplots, 

we can see that the forecasters had the most difficulty predicting Mondays and Saturdays. 
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The most predictable days were Wednesdays and Thursdays. The CNN provided the best 

predictions on all seven days of the week. The ANN is second, with the LSTM 

outperforming it only on Fridays, and the LSTM is third, with the SARIMAX 

outperforming it only on Thursdays. The SNF performed the worst overall. 

 

Figure 22: (a) Daily MAPE for All Forecasters, (b-d) Daily Error Distributions for CNN, LSTM, and 

ANN Forecasters – Saint John Dataset 

(a) (b) 

(c) (d) 
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4.3.3 The Monthly Performance 

Figure 23 shows the MAPE values for each forecaster as monthly averages for each 

month of the year. Figure 24 depicts monthly boxplots of error distributions for CNN, 

LSTM, ANN, and SARIMAX forecasters. 

 

Figure 23 - Monthly MAPE for Each Forecaster – Saint John Dataset 

4.3.3.1 A Snippet on Monthly Performance 

The city of Saint John experiences its highest demand during the winter months. With 

the exception of the SARIMAX and SNF, the majority of the forecasters made their worst 

predictions in December. The SARIMAX forecaster produced the most accurate forecasts 

in January, November, and December, while CNN's predictions for the rest of the year 

were the most accurate. 
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Because the ANN and LSTM are inextricably linked, determining which produces more 

accurate predictions is difficult. In January, February, April, September, October, and 

December, the ANN outperformed the LSTM. In March, May, June, July, August, and 

November, the LSTM outperformed the ANN. Furthermore, in June, the MLR and SNF 

outperformed the ANN. In April, the SARIMAX outperforms the MLR. The most error-

prone months for the SNF were January to May and October to December. 

 

Figure 24 - Monthly Error Distribution for CNN, LSTM, ANN, and SARIMAX Forecasters – Saint 

John Dataset 

(a) (b) 

(c) (d) 
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Each forecaster has a similar performance to the others, with one outperforming the 

others one month and the others the next. As a result, ranking them from first to third is 

difficult, because forecasters like SARIMAX performed better during the winter months 

but less well during the rest of the year. CNN had the most accurate predictions for the 

remaining nine months of the year, but it cannot be declared the winner because 

SARIMAX's best months coincided with the months with the highest demand. The SNF 

outperformed some forecasters during warmer months but struggled during colder months. 

4.3.4 Performance During the Seasons 

The table below summarizes the MAPE and RMSE values obtained for the average of 

the Saint John test dataset across all seasons.  

Winter 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 6.67 7.79 6.64 9.41 6.89 12.70 

RMSE (MW) 13.33 14.95 13.34 17.57 15.55 23.08 

Spring 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.79 3.24 3.22 6.54 6.70 13.75 

RMSE (MW) 4.41 4.99 4.81 9.24 12.27 20.41 

Summer 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.09 2.47 2.84 2.94 2.98 3.20 

RMSE (MW) 2.20 2.65 2.75 2.97 3.03 3.36 

Autumn / Fall 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 4.09 4.76 4.68 5.62 4.78 7.95 

RMSE (MW) 7.74 8.23 8.29 9.48 8.29 13.66 

Table 15 - Seasonal MAPE and RMSE for the Saint John Dataset 

Except for SNF, all forecasters had their worst predictions in the winter; SNF had its 

worst predictions in the spring. Summer was the most predictable season for forecasters 
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because demand was more stable. CNN performed the best overall across all four seasons, 

while SNF performed the worst. 

4.3.5 Comprehensive Analysis Discussion 

The Saint John test dataset differs significantly from the test datasets in Toronto and 

Ottawa. The Saint John dataset has the highest load demand during the winter months when 

temperatures are at their lowest, as shown in the scatter plot below, while demand is 

relatively lower during the remaining months of the year. Summer months had the lowest 

demand for this dataset. As a result, most forecasters found the winter months to be the 

most difficult to predict, while the summer months were the easiest. 

 

Figure 25 - Scatter Plot of Load Demand versus Temperature – Saint John Dataset 

The SARIMAX forecaster was the most accurate in some of the winter months with the 

highest demand, such as January, November, and December, but it was not very accurate 

in the remaining months of the year, whereas the CNN forecaster was the most accurate. 

This means that the SARIMAX forecasts can be used as a primary reference point for these 
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specific months, while the CNN forecasts can be used for the rest of the year. A more in-

depth investigation into why the SARIMAX performance was accurate during the winter 

months could have been conducted, but this is beyond the scope of this thesis, which was 

to assess the performance of deep learning techniques to see if they have potential in the 

area of load forecasting. One possible explanation for the SARIMAX forecaster's 

performance is that the Saint John test dataset is highly affected by weather conditions, 

particularly during the winter, and the only exogenous variable that the SARIMAX 

forecaster uses are temperature lag values from the previous 28 days as well as the 24-hour 

temperatures values for the day we are predicting. 

Mondays and Saturdays were the most difficult days to forecast for the same reasons as 

the Ottawa and Toronto datasets, primarily because nearly all of our forecasters use the 

previous day's demand as a predictor. Wednesdays and Thursdays were the most 

predictable days for all forecasters. The CNN performed the best overall across all days of 

the week, followed by the ANN and LSTM. 

The peak period for demand in Saint John is between 10:00 and 13:00, as we discovered 

while working on the dataset. The majority of forecasters struggled to forecast around 9:00. 

The SARIMAX forecaster was the most accurate between 1:00 and 6:00, but CNN was the 

most accurate throughout the rest of the day, including the peak hours. 

While CNN performed best overall on an hourly, daily, monthly, and seasonal basis, 

SARIMAX's accuracy during the majority of the winter months should not be overlooked. 

Furthermore, the SNF also outperformed a few forecasters from June to September, when 

demand was low and generally stable.  
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5 Conclusion 

This thesis's purpose and objectives, as stated in Chapter 1, have been fully met. We 

identified and implemented benchmarks as well as deep learning forecasters, and the deep 

learning forecasters' performance in predicting regular load and daily peaks was compared 

across three distinct datasets. A more in-depth analysis was then carried out to assess the 

forecasters' performance at various times of the day, days of the week, months of the year, 

and seasons. The subsections that follow provide a summary of this study, contributions, 

and potential future research directions. 

5.1 Summary 

Using three different datasets, we compared four benchmark forecasters to two deep 

learning techniques, CNN and LSTM, with the goal of determining overall performance in 

forecasting regular load and daily peaks. In terms of overall accuracy, CNN, LSTM, and 

ANN were the most accurate forecasters. The performance of all forecasters was then 

examined on an hourly, daily, monthly, and seasonal basis across all test datasets. 

CNN, ANN, and LSTM were the top forecasters across all time periods and seasons in 

the Toronto and Ottawa datasets; however, in the Saint John dataset, the SARIMAX 

forecaster outperformed them in January, November, and December, but the SARIMAX 

forecaster was not as accurate for the rest of the year. This is to be expected given that 

forecasters perform differently across datasets and time periods; each dataset is unique 

based on the area from which it was obtained, such as the type of customers in the area 

(residential, commercial, industrial), and the weather conditions of the area, which can 

affect the heating and cooling requirements of the area. The SNF had the worst overall 
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performance across all periods and seasons, which is to be expected given that load demand 

is generally not stable week to week, as we discovered when working with the various 

datasets. 

Mondays, Saturdays, and Sundays were difficult to predict for all forecasters, but the 

middle of the week was easier to predict because demand was more stable. The months 

with the highest demand, such as July in the Toronto and Ottawa datasets and December 

in the Saint John dataset, were the most difficult for forecasters to predict, while most 

months with lower or relatively stable demand were easier. The forecasters were also able 

to predict quieter times, such as around midnight and early mornings, much more 

accurately than busier times. 

Overall, CNN and LSTM ranked first and third among all forecasters in predicting the 

test datasets over all time periods. The ANN is ranked second, but most LSTM and ANN 

predictions were quite similar, and the LSTM outperformed the ANN in several cases. 

Based on our overall analysis and comparison across datasets, we can conclude that deep 

learning techniques such as CNN and LSTM have a lot of potential in the field of load 

forecasting and can assist researchers, utilities, and power system operators in improving 

their load forecasting performance. 

5.2 Contributions 

Deep learning techniques were considered due to their exceptional performance when 

applied to a wide range of problems; we assessed the CNN and LSTM for their added value 

by comparing their performance to that of some conventional forecasters. This research 

contributes to the maturation of the ongoing debate about the use of deep learning 
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techniques in load forecasting. We implemented forecasters that have been shown in the 

recent literature to be more adaptable to external factors such as annual increases in 

electricity demand or temperature shifts; we also implemented forecasters that can 

recognize complex data relationships without explicit user specifications [2], [46], [107], 

[132]. We evaluated the performance of all forecasters on three datasets, and because two 

of them are publicly available, this work is reproducible and will serve as a valuable 

benchmark for future research both within and outside of our smart-grid team. 

5.3 Future Work 

Several future research directions include increasing forecaster accuracy, incorporating 

more exogenous variables, developing more complex forecasters that are hybrids or 

improved models of the ones used in this work, forecasting the width of daily peaks, 

implementing more deep learning forecasters, developing separate models to forecast 

different days and months (e.g., summer, winter), and incorporating a holiday indicator as 

an input that specifies which days are holidays. Several of the points raised above will be 

discussed briefly. 

In terms of forecaster accuracy, we recommend the following: by incorporating 

additional exogenous variables, such as those used by the MLR, the ANN, CNN, LSTM, 

and SARIMAX forecasters' accuracy can be improved. These variables include the hour of 

the day, the month, the weekend or holiday indicator, the previous day's maximum, 

minimum, and average demand, and the hourly lag from the previous week. Incorporating 

more lag values, such as those from the previous week, rather than just those from the 

previous day, can improve the performance of most forecasters in predicting Mondays, 
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Saturdays, and Sundays. Furthermore, depending on the analyst's objectives, weather 

variables such as humidity, dewpoint, and wind direction/speed can be used in addition to 

temperature. 

Rather than using the ANNSTLF architecture, another approach for the CNN and LSTM 

that may improve their load forecasting performance is to implement them as temporal 

versions, which simply means feeding their models with the entire training datasets rather 

than the 79 inputs that were used. Additionally, hybrid models incorporating CNNs, and 

LSTMs may be an option, as some researchers have discovered that combining these two 

models improves performance, as discussed in the deep learning literature section. Tao 

Hong et al. [1] also stated in their review paper that the majority of the best load forecasting 

models had been discovered to be hybrid models. 

When it comes to daily peaks, utilities benefit from knowing when they will occur and 

how long they will last. As a result, another approach for future work is determining the 

width of demand peaks. Furthermore, some researchers have observed improved 

performance when separate models are implemented to forecast specific days, such as 

weekdays and weekends, or specific months, such as winter and summer [48], [187]. 

Implementing unique models to forecast the summer months can improve load forecasting 

performance in the Toronto and Ottawa datasets, and unique models to forecast the winter 

months can improve load forecasting performance in the Saint John dataset. 

As a result of the preceding paragraphs, we can see that there are numerous possibilities 

and that more research is required. These are intriguing paths that could be taken, and they 

can help utilities and power system operators in the future plan for and ensure a stable 

supply of electricity for everyone.  
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Appendix A 

1 Determining the SARIMAX Model's Optimal Parameters 

Autocorrelation is also known as serial correlation in discrete-time. As a function of 

delay, it correlates a signal with a delayed copy of itself. Informally, it refers to the 

similarity of observations as a function of time lag. The auto correlation function (ACF) 

can be used to identify the most common seasonality in a time series. It also aids us in 

determining the optimal number of differences and identifying instances where our series 

may be over or under-differentiated. The proper order of differencing is the smallest 

number that can produce a near-stationary series that oscillates around a defined mean, and 

the auto-correlation plot quickly approaches zero. Finally, ACF helps us determine the lags 

that can be used in our MA terms for seasonal and non-seasonal components. 

Dataset (p, d, q) x (P, D, Q) S Exact Lag Vectors - (p, d, q) x (P, D, Q) 

Toronto (1, 1, 2) x (7, 1, 7) 24 (1, 1, [1, 2]) x ([24, 48, 72, 168], 24, [24, 168]) 

Ottawa (1, 1, 1) x (2, 1, 7) 24 (1, 1, 1) x ([24, 48], 24, [24, 168]) 

Saint John (2, 1, 1) x (7, 1, 2) 24 ([1, 2], 1, 1) x ([24, 168], 24, [24, 48]) 

Table 16 - The SARIMAX hyperparameters that were used across all datasets 

The parameters used for the SARIMAX model for each dataset are shown in Table 16. 

The partial autocorrelation function (PACF) in time series analysis calculates the partial 

correlation of a stationary time series with its own lagged values by regressing the time 

series' values at all shorter lags. After removing intermediate lags, the correlation between 

a time series and its lag is known as partial autocorrelation. Thus, partial autocorrelation 

captures the unambiguous relationship between a lag and a series. The PACF helps us 
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determine the lags that could be used for the seasonal and non-seasonal components of the 

AR terms. 

1.1 Statistical Analysis of the Toronto Dataset 

The seasonal patterns in the load demand time series from the Toronto dataset could be 

exploited using statistical techniques such as the SARIMAX. Figure 26 depicts hourly load 

data spanning 28 days, with two major seasonalities identified: daily and weekly. Segments 

such as the one depicted in this figure are good candidates for estimating the best 

parameters for the SARIMAX model; the segment depicted here was used in the case of 

the Toronto dataset. 

 

Figure 26 – Excerpt from the Toronto Dataset 

Figure 27 depicts the initial autocorrelation function with no differencing. We can see a 

high degree of seasonality on a 24-hour basis, which is why we chose 24 as the seasonal 

difference denoted by parameter S. As illustrated in Figure 28, the ACF plot approaches 
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zero very slowly after seasonal differencing. This implies that we would need more 

differentiation, which the non-seasonal component can provide. 

 

Figure 27 – Plot of the Initial Auto Correlation – Toronto Dataset 

 

Figure 28 – ACF Plot Following Seasonal Differencing – Toronto Dataset 
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As shown in Figure 29, the new ACF plot approaches zero fairly quickly, indicating that 

nonseasonal differencing d can be set to 1. The first and second lags are highly significant, 

as shown by the same figure; we set q to 1 and 2. The big Q values were set to 24 and 168 

because these are the points with the highest auto correlation. 

 

Figure 29 – ACF Plot After Seasonal and Non-Seasonal Differencing – Toronto Dataset 

The values of our small p and large P lags can be obtained from the PACF plot in Figure 

30. We can see a significant lag at 1 that is greater than the subsequent ones, so we can set 

p to 1. There are significant lags at other points as well, including 24, 48, 72, and 168; 

however, in order to keep things simple, we chose only the points listed above to serve as 

Q. 
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Figure 30 - PACF Plot After Seasonal and Non-Seasonal Differencing – Toronto Dataset 

1.2 Statistical Analysis of the Ottawa Dataset 

As with the Toronto dataset, a subset of 28 days of hourly values was chosen to 

determine the model's optimal parameters. The plot of the segment we used is shown in 

Figure 31. 

Figure 32 depicts the initial autocorrelation function without differencing. On a 24-hour 

basis, we can see a high degree of seasonality, which is why we chose 24 as the seasonal 

difference denoted by parameter S. The ACF plot approaches zero very slowly after 

seasonal differencing, as shown in Figure 33. This implies that additional differentiation is 

required, which the non-seasonal component can provide. The new ACF plot approaches 

zero relatively quickly, as shown in Figure 34, indicating that nonseasonal differencing d 

can be set to 1. As shown in the exact figure, the first lag is extremely significant, so q is 
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set to 1. Big Q values of 24 and 168 were chosen because these were the points with the 

highest auto correlation. 

 

Figure 31 - Excerpt from the Ottawa Dataset 

 

Figure 32 - Plot of the Initial Auto Correlation – Ottawa Dataset 



 

99 

 

 

Figure 33 - ACF Plot Following Seasonal Differencing – Ottawa Dataset 

 

Figure 34 - ACF Plot After Seasonal and Non-Seasonal Differencing – Ottawa Dataset 
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The values of our small p and large P lags can be found in Figure 35's PACF plot. We 

notice a significant lag at 1 that is greater than the lag at the subsequent ones, so we set p 

to 1. We considered lags of 24 and 48 for large P; to keep our model simple, we included 

only the points with the highest partial autocorrelation. 

 

Figure 35 - PACF Plot After Seasonal and Non-Seasonal Differencing – Ottawa Dataset 

1.3 Statistical Analysis of the Saint John Dataset 

To determine the optimal model parameters, a subset of 28 days of hourly values was 

chosen, as was the case with the Toronto and Ottawa datasets. The plot of the segment we 

used is shown in Figure 36. 

The initial autocorrelation function without differencing is depicted in Figure 37. We 

can see a high level of seasonality on a 24-hour basis, which is why we chose 24 as the 

seasonal difference denoted by parameter S. The ACF plot approaches zero very slowly 



 

101 

 

after seasonal differencing, as shown in Figure 38. This implies that additional 

differentiation is required, which the non-seasonal component can provide. The new ACF 

plot approaches zero relatively quickly, as shown in Figure 39, indicating that d can be set 

to one for nonseasonal differencing. Only the first lag appears to be highly significant, as 

shown in the exact figure; thus, q is set to one. The high Q values of 24 and 48 were chosen 

because they corresponded to the points with the highest auto correlation. 

Figure 40's PACF plot shows the values of our small p and large P lags. We set p to 1 

and 2 because we see a significant lag at 1 and 2 that is greater than the lag at subsequent 

ones. We considered lags of 24 and 168 for large P; to simplify our model, we only included 

the two with the highest partial autocorrelation. 

 

Figure 36 - Excerpt from the Saint John Dataset 
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Figure 37 - Plot of the Initial Auto Correlation – Saint John Dataset 

 

Figure 38 - ACF Plot Following Seasonal Differencing – Saint John Dataset 
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Figure 39 - ACF Plot After Seasonal and Non-Seasonal Differencing – Saint John Dataset 

 

Figure 40 - PACF Plot After Seasonal and Non-Seasonal Differencing – Saint John Dataset   
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Appendix B 

1 Metrics for Overall Accuracy 

1.1 The Toronto Dataset's Overall Performance Metrics 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.16 2.54 2.30 3.75 4.00 6.09 

MBE (MW) 5.41 2.86 4.04 10.81 -0.01 1.67 

MAE (MW)  125.73 148.01 134.87 214.88 231.59 350.36 

RMSE (MW) 189.76 219.57 201.32 293.94 321.58 488.07 

STD (MW) 189.69 219.57 201.29 293.75 321.59 488.10 

Table 17 – The Overall Performance Metrics – Toronto Dataset 

1.2 The Ottawa Dataset's Overall Performance Metrics 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 2.72 3.44 3.09 4.78 4.98 7.33 

MBE (MW) -0.69 0.09 -0.70 -4.29 4.69 1.05 

MAE (MW)  27.70 35.10 31.59 49.05 50.96 75.79 

RMSE (MW) 37.13 46.82 41.93 65.77 68.58 102.83 

STD (MW) 37.13 46.82 41.92 65.63 68.42 102.83 

Table 18 - The Overall Performance Metrics – Ottawa Dataset 

1.3 The Saint John Dataset's Overall Performance Metrics 

Metrics CNN LSTM ANN MLR SARIMAX SNF 

MAPE (%) 3.89 4.55 4.33 6.11 5.33 9.39 

MBE (MW) -0.08 0.32 0.19 -0.65 -0.18 0.08 

MAE (MW)  4.71 5.43 5.08 7.18 6.30 10.96 

RMSE (MW) 8.06 8.95 8.29 11.06 10.82 16.90 

STD (MW) 8.06 8.95 8.29 11.04 10.82 16.91 

Table 19 - The Overall Performance Metrics – Saint John Dataset 
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2 Other Forecasters' Box Plots of the Error Distribution 

2.1 The Toronto Dataset 

2.1.1 The Hourly Performance 

 

Figure 41 - Hourly Error Distribution for the MLR Forecaster – Toronto Dataset 
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Figure 42 - Hourly Error Distribution for the SARIMAX Forecaster – Toronto Dataset 

 

Figure 43 - Hourly Error Distribution for the SNF Forecaster – Toronto Dataset 
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2.1.2 The Daily Performance 

 

Figure 44 - Daily Error Distribution for the MLR Forecaster – Toronto Dataset 

 

Figure 45 - Daily Error Distribution for the SARIMAX Forecaster – Toronto Dataset 
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Figure 46 - Daily Error Distribution for the SNF Forecaster – Toronto Dataset 

2.1.3 The Monthly Performance 

 

Figure 47 - Monthly Error Distribution for MLR Forecaster– Toronto Dataset 
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Figure 48 - Monthly Error Distribution for SARIMAX Forecaster– Toronto Dataset 

 

Figure 49 - Monthly Error Distribution for SNF Forecaster– Toronto Dataset 
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2.2 The Ottawa Dataset 

2.2.1 The Hourly Performance 

 

Figure 50 - Hourly Error Distribution for the MLR Forecaster – Ottawa Dataset 

 

Figure 51 - Hourly Error Distribution for the SARIMAX Forecaster – Ottawa Dataset 
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Figure 52 - Hourly Error Distribution for the SNF Forecaster – Ottawa Dataset 

2.2.2 The Daily Performance 

 

Figure 53 - Daily Error Distribution for the MLR Forecaster – Ottawa Dataset 
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Figure 54 - Daily Error Distribution for the SARIMAX Forecaster – Ottawa Dataset 

 

Figure 55 - Daily Error Distribution for the SNF Forecaster – Ottawa Dataset 
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2.2.3 The Monthly Performance 

 

Figure 56 - Monthly Error Distribution for MLR Forecaster – Ottawa Dataset 

 

Figure 57 - Monthly Error Distribution for SARIMAX Forecaster – Ottawa Dataset 
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Figure 58 - Monthly Error Distribution for SNF Forecaster – Ottawa Dataset 

2.3 The Saint John Dataset 

2.3.1 The Hourly Performance 

 

Figure 59 - Hourly Error Distribution for the MLR Forecaster – Saint John Dataset 
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Figure 60 - Hourly Error Distribution for the SARIMAX Forecaster – Saint John Dataset 

 

Figure 61 - Hourly Error Distribution for the SNF Forecaster – Saint John Dataset 
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2.3.2 The Daily Performance 

 

Figure 62 - Daily Error Distribution for the MLR Forecaster – Saint John Dataset 

 

Figure 63 - Daily Error Distribution for the SARIMAX Forecaster – Saint John Dataset 
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Figure 64 - Daily Error Distribution for the SNF Forecaster – Saint John Dataset 

2.3.3 The Monthly Performance 

 

Figure 65 - Monthly Error Distribution for MLR Forecaster – Saint John Dataset 
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Figure 66 - Monthly Error Distribution for SNF Forecaster – Saint John Dataset 



 

 

Curriculum Vitae 

Candidate’s full name:   Tolulope Oluwaseun Olugbenga 

Universities attended:   University of Debrecen, Debrecen, Hungary 

Degree:         BSc. in Computer Science Engineering, 2018 

Publications:       None 

Conference Presentations:  None 


	Deep Learning Techniques for Electrical Load Forecasting
	ACKNOWLEDGEMENTS
	1 Introduction
	1.1 Objectives

	2 Overview of Load Forecasting
	2.1 Factors That Affect the Load Demand
	2.2 Load Forecasting Horizons
	2.3 The Benchmark Forecasters
	2.3.1 The Seasonal Naive Forecaster (SNF)
	2.3.2 The Multiple Linear Regression Forecaster (MLR)
	2.3.3 The Auto-Regressive Integrated Moving Average Forecaster (ARIMA)
	2.3.4 Artificial Neural Network Short Term Load Forecaster – Generation Three (ANNSTLF-G3)

	2.4 Deep Learning Forecasters
	2.4.1 Recurrent Neural Networks and the Long Short Term Memory Network
	2.4.2 The Convolutional Neural Network (CNN)

	2.5 Peak Load
	2.6 Performance Metrics
	2.7 The Myth of Finding the One Size Fits All Technique

	3 Investigation
	3.1 Preparation of the Datasets
	3.2 Implementation Specifications for Benchmark Forecasters
	3.2.1 The Seasonal Naïve Forecaster (SNF)
	3.2.2 The Multiple Linear Regression Forecaster (MLR)
	3.2.3 The Seasonal Auto-Regressive Integrated Moving Averages with Exogenous Regressors Forecaster (SARIMAX)
	3.2.4 The Artificial Neural Network Short Term Load Forecaster (ANNSTLF-G3)

	3.3 Implementation Specifications for the Deep Learning Forecasters
	3.3.1 The Long Short Term Memory Forecaster (LSTM)
	3.3.2 The Convolutional Neural Network Forecaster (CNN)

	3.4 Performance Analysis
	3.4.1 A Remark on Peak Detection Accuracy Metrics

	3.5 The Performance of Forecasters on the Toronto Dataset
	3.6 The Performance of Forecasters on the Ottawa Dataset
	3.7 The Performance of Forecasters on the Saint John Dataset
	3.8 Conclusion

	4 Comprehensive Evaluation of the Forecasters' Performance
	4.1 The Toronto Dataset
	4.1.1 The Hourly Performance
	4.1.1.1 A Snippet on Hourly Performance

	4.1.2 The Daily Performance
	4.1.2.1 A Snippet on Daily Performance
	4.1.3 The Monthly Performance

	4.1.3.1 A Snippet on Monthly Performance

	4.1.4 Performance During the Seasons
	4.1.5 Comprehensive Analysis Discussion

	4.2 The Ottawa Dataset
	4.2.1 The Hourly Performance
	4.2.1.1 A Snippet on Hourly Performance

	4.2.2 The Daily Performance
	4.2.2.1 A Snippet on Daily Performance

	4.2.3 The Monthly Performance
	4.2.3.1 A Snippet on Monthly Performance

	4.2.4 Performance During the Seasons
	4.2.5 Comprehensive Analysis Discussion

	4.3 The Saint John Dataset
	4.3.1 The Hourly Performance
	4.3.1.1 A Snippet on Hourly Performance

	4.3.2 The Daily Performance
	4.3.2.1 A Snippet on Daily Performance

	4.3.3 The Monthly Performance
	4.3.3.1 A Snippet on Monthly Performance

	4.3.4 Performance During the Seasons
	4.3.5 Comprehensive Analysis Discussion


	5 Conclusion
	5.1 Summary
	5.2 Contributions
	5.3 Future Work

	1 Determining the SARIMAX Model's Optimal Parameters
	1.1 Statistical Analysis of the Toronto Dataset
	1.2 Statistical Analysis of the Ottawa Dataset
	1.3 Statistical Analysis of the Saint John Dataset

	1 Metrics for Overall Accuracy
	1.1 The Toronto Dataset's Overall Performance Metrics
	1.2 The Ottawa Dataset's Overall Performance Metrics
	1.3 The Saint John Dataset's Overall Performance Metrics

	2 Other Forecasters' Box Plots of the Error Distribution
	2.1 The Toronto Dataset
	2.1.1 The Hourly Performance
	2.1.2 The Daily Performance
	2.1.3 The Monthly Performance

	2.2 The Ottawa Dataset
	2.2.1 The Hourly Performance
	2.2.2 The Daily Performance
	2.2.3 The Monthly Performance

	2.3 The Saint John Dataset
	2.3.1 The Hourly Performance
	2.3.2 The Daily Performance
	2.3.3 The Monthly Performance



