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Abstract

The Peak Power Minimization Scheduling Problem (PPMSP) is a job shop

scheduling problem where peak power consumption is minimized, as opposed

to makespan, total cost or some other common objective. A formal integer

linear programming (ILP) model is developed for this scheduling problem,

called the initial PPMSP model. This initial model is then used to create the

Scheduler, an application for creating production schedules given unsched-

uled sets of production data constrained under precedence relations. The

Scheduler uses a free solver called GLPSOL. The Estimator is another ap-

plication that, given a production schedule, generates a plot of the expected

power consumption over the course of the schedule. Later, an alternate

PPMSP model is discussed, which aims to improve solution times by using

fewer binary variables. Testing indicates that the alternate model provides

no significant improvement in practice. Much better solution times can be

achieved with more powerful solvers, such as CPLEX.
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Chapter 1

Introduction

An industrial plant containing several machines running in parallel is faced

with various job shop scheduling problems. In this type of plant, production

scheduling can be adjusted to save money by avoiding power consumption

peaks. The plant typically employs a human scheduler who, through many

years of experience, is able to create “good” schedules that attempt to min-

imize peak power consumption. However, the size and complexity of this

scheduling problem are often far too great for a human to solve to optimality

by hand.

Wood processing plants, like other large industrial plants, are billed

monthly for power consumption based on two factors: total energy con-

sumption (in kWh), which is essentially fixed; and power demand (in kW),

which is the peak power consumption for the given month (power demand
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Figure 1.1: Flow of products between machines

can vary greatly from month to month). A typical monthly power bill might

be as follows:

5,800,000 kWh × $0.05 = $290,000.00 Energy cost

12,200 kW × $13.00 = $158,600.00 Demand cost

$448,600.00 Total monthly charges

The energy cost is fixed because it takes roughly the same amount of total

energy to carry out all orders scheduled within a month, regardless of the

order in which they are scheduled. As such, the focus here is on demand

cost. The Peak Power Minimization Scheduling Problem (PPMSP) is the

optimization problem of minimizing this demand cost.

Figure 1.1 depicts the way in which products move around the plant from

machine to machine (the numbers in brackets are the machine numbers). For

example, some boards created on Particle Board Line 1 will then be sanded
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Figure 1.2: Schedule Gantt chart example

on Sander 1, while others will be sanded on Sander 2. These characteristics

define a job shop problem. Figure 1.2 shows a Gantt chart representation

of an example schedule. This schedule is broken into 1-hour time slots, as

shown along the top of the table. Along the left there are various machine

numbers. Each shaded rectangle in the figure corresponds to an activity

running on a given machine. The position and width of the box indicate the

start and end times (and duration). Darker red boxes indicate activities that

run at higher power levels (i.e. they consume more energy per unit time).

Some machines are scheduled to run non-stop over the course of a schedule

(in this case machines 132 and 133), while others may have small or large

gaps in processing activities. In this example, the machines with higher

power-consuming activities happen to be the ones with the fewest gaps in

processing (in particular, machines 132, 133 and 136), although this may not

be the case in general.
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The approaches used in this document are integer linear programming

(ILP). They involve modelling the PPMSP as an ILP and then employing

the use of a solver to solve instances of this ILP. There exist many readily

available solvers for these types of problems, and so the focus of this thesis is

more on the modelling step than the solving step. Another focus is creating

software tools that provide a graphical user interface to allow a user to create

and solve instances of the PPMSP without any knowledge of the underlying

mathematics, models, solvers, etc.

1.1 Goals

The goals of this work are (1) to provide an accurate description of a real-

world scheduling/power-consumption problem and (2) to provide effective

approaches to solving this problem. The first goal involves exploring various

modelling techniques and then using these techniques to develop a usable

model. The second goal involves creating scheduling automation tools that

will help reduce peak power-related costs at a wood processing plant or other

industrial plant. Part of this goal is exploring the best ways to develop user

interfaces for such automation tools. At the very least, these tools should

provide a working proof of concept that can be improved in future work. The

models and software tools are developed in the context of wood processing,

but should be general enough to be able to be used in other industries as

well.
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1.2 Overview of Thesis

This thesis is based on the research completed to develop the initial and al-

ternate PPMSP models and associated automation tools (the Estimator and

Scheduler). These tools aim to reduce costs associated with power consump-

tion in wood processing through intelligent scheduling.

This document is broken down into a logical order of sections explaining

the problem domain, models, approaches and solutions relevant to this re-

search. First, in Chapter 2 some background and a short literature review is

provided and the Peak Power Minimization Scheduling Problem (PPMSP) is

classified to motivate the need for an integer linear programming approach.

In Chapter 3, the initial PPMSP model is developed. A detailed mathemat-

ical formulation is given, which is later used in the development of automa-

tion tools. Chapter 4 discusses the process of cross-referencing historical

data from the scheduling department with the electrical department in order

to produce estimates of power consumption of various products and pro-

cesses. These estimates are also used in the development of the automation

tools discussed later. Chapter 5 discusses the Estimator and Scheduler au-

tomation tools in detail, along with all programming languages used and

an explanation of how various parts of the system interact. User interface

considerations are also discussed briefly. Chapter 6 establishes the difficulty

of the PPMSP by offering a proof of NP-completeness. Chapter 7 describes

an alternate model for the PPMSP. This alternate model aims to improve
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automation tool performance by reducing the number of binary variables

used in the mathematical formulation of the PPMSP. Chapter 8 compares

the performance of the Scheduler tool when using the initial and alternate

PPMSP models. Chapter 9 provides a concise conclusion to the information

presented in this thesis.

6



Chapter 2

Background

The Peak Power Minimization Scheduling Problem (PPMSP) was described

at a very high level in Chapter 1 as the optimization problem of minimiz-

ing peak power consumption in a job shop environment. The PPMSP is

very similar to a typical Resource Constrained Project Scheduling Problem

(RCPSP), like the one described by Rodrigues and Yamashita [13], which is

known to be NP-hard [4]. Whereas the RCPSP is concerned with minimiz-

ing makespan (the overall completion time of the schedule), the objective in

the PPMSP is to minimize peak power consumption (with an upper bound

on makespan). An integer linear programming formulation of the RCPSP is

given in [3]. Hartmann and Briskorn [9] provide a survey of various RCPSP-

related problems. Further literature reviews are provided in Chapters 3 and

7, as needed.

7



2.1 The PPMSP as a Decision Problem

Optimization problems, like the PPMSP, have corresponding decision prob-

lems. These decision problems are helpful both for describing the problem

in a general sense, as well as for complexity proofs about the original op-

timization problem. As such, the PPMSP is presented here as a decision

problem:

Instance: A finite set I of activities (each assigned to a machine and

each with a product number, duration di and power consumption ci).

An overall deadline, T . A target power consumption. A set of linear

precedence relations and constraints on the activities.

Question: Does there exist a feasible schedule for I, that is, a function

f : I 7→ Z+ yielding start times (denoted si) for all activities, such that

1. each machine is assigned at most one activity to process at a

time;

2. the total power consumption remains less than or equal to the

target power consumption at all times;

3. all deadlines are met; and

4. all precedence relations and constraints are satisfied?

8



2.2 α|β|γ Classification

The α|β|γ classification scheme (also known as the three field notation or

Graham’s notation) is a way of describing a scheduling problem using a

specific shorthand notation. This notation allows scheduling problems to be

compared, categorized and grouped with other similar problems. It provides

an accurate description of a complex scheduling problem with just a few

symbols. It helps keep track of which problems are new and which ones have

existing literature, as well as which problems are “easy” and which problems

are “hard.” For the specific problem discussed in this thesis, the PPMSP,

there appears to be no existing literature, although there is a vast amount

of literature for similar problems. The PPMSP might be best classified as:

α|β|γ = J14 | chain, d̃i |Ypeak

The first part of the classification, α, describes the type of machines in the

scheduling problem (parallel machines, flow shop, open shop, job shop, etc.).

The J implies that the PPMSP is similar to a typical job shop problem, since

different products can take many different routes through the plant, from

machine to machine. The J is followed by the number of machines - in the

recurring example, there are 14 machines (including the Resin Plant, MDF

Line, particle board lines, sanders, etc.). The second set of parameters in

the classification, β, gives information about the activities, such as deadlines,

precedence relations, etc. The parameter d̃i indicates that every activity has

a deadline, which could simply be the end of the schedule or a more specific

9



time at which the activity must complete. The parameter chain indicates

that precedence relations between related activities take the form of a chain

(each activity uses products from at most one machine and sends products to

at most one other machine). Although there can be other constraints in the

PPMSP, the main precedence relations are chains. Another β field frequently

seen is pmtn, which indicates that preemption is allowed (i.e. stopping an

activity before it is complete and then continuing to process it later). In

some cases a plant may use preemption. But in this case it is relatively

rare, and so it was decided to disallow preemption in the formal problem

description of the PPMSP. As a result, there is no pmtn parameter in the β

field. Finally, the simplest parameter is γ = Ypeak. This simply means that

the optimality criterion is to minimize peak power consumption. For more

information about α|β|γ classification, see [4] and [5].

10



Chapter 3

The Initial PPMSP Model

Like the RCPSP model given by Rodrigues and Yamashita [13], the initial

PPMSP model also uses a discretization of time into intervals. For example,

for a 12-hour schedule, one might use 10-minute time intervals, resulting in

72 time intervals in total. In Figures 1.2 and 3.1, the schedule is 36 hours long

and each time interval is relatively large, at 1 hour. These time intervals are

“discrete” in the sense that plant behaviour is assumed to be constant over

the course of an individual time interval (which is a good approximation if

the time intervals are small). A simple mathematical description of this type

of discretization scheme can be seen in Coughlan, Lübbecke and Schulz [7], in

the section Column Generation: Pricing Problem. For general information on

linear programming models, integer linear programming and binary variables,

see [6] and [10].
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Figure 3.1: Discretization binary variables

Precedence relations also play an important role in the PPMSP. As a

simple example, consider a product that must be sanded and then painted.

This precedence relation is expressed mathematically as

ssand + dsand ≤ spaint,

where ssand is the start time of the sanding activity, dsand is the duration

of the sanding activity and spaint is the start time of the painting activity.

Although this is a simple example, the initial PPMSP model handles many

different types of more complicated precedence relations, such as deadlines,

cooling times and downtimes, as will be shown later. There is also a set of

constraints, called machine usage constraints, enforcing the limitation that

each machine can work on only one activity at a time.

12



3.1 Mathematical Formulation

Here the above description of the initial PPMSP model in words is trans-

lated into an integer linear program. First, several variables must be defined:

Ypeak = Peak power value (in kW) to be minimized

I = The set of all activities to be scheduled

K = The set of all machines

T = Overall deadline

di = Duration of activity i

ci = Cost of activity i (power consumption in kW)

si = Start time of activity i

xit = 1 if activity i starts at time t; 0 otherwise

rik = 1 if activity i requires machine k; 0 otherwise

The PPMSP can now be described mathematically as an integer linear pro-

gram. The mathematical formulation is first stated and then explained in

detail:

Minimize Ypeak (3.1)

Subject to:
∑
i∈I

t∑
τ=t−di+1,

τ ≥ 0

ci · xiτ ≤ Ypeak ∀t ∈ {0, ..., T} (3.2)

13



∑
i∈I

t∑
τ=t−di+1,

τ ≥ 0

rik · xiτ ≤ 1 ∀k ∈ K, ∀t ∈ {0, ..., T} (3.3)

T∑
t=0

xit = 1 ∀i ∈ I (3.4)

T∑
t=0

t · xit = si ∀i ∈ I (3.5)

0 ≤ si ≤ T − di ∀i ∈ I (3.6)

xit ∈ {0, 1} ∀i ∈ I, ∀t ∈ {0, ..., T} (3.7)

The objective is simply to minimize Ypeak, the peak power consumption

over the course of the schedule. The variables are xit and si. The constraints

given by (3.2) assert that total plant-wide power consumption remains less

than or equal to the peak power consumption at all times. The double sum-

mation states for each activity i to include that activity’s power consumption

in the total for the current time t if and only if the activity is running at time

t (which can be determined from xit and di). The left-hand side is an ex-

pression for the total plant-wide power consumption at time interval t. The

constraints given by (3.3) ensure that no two activities are scheduled to run

on the same machine at the same time. They use a very similar summation

as (3.2); however, it is important to note that the rik values are not variables,

but predetermined values based on the machine requirements of each activ-

ity (here machines are treated as resources). More generally, the 1 on the

right-hand side could be replaced by some ak > 1 to indicate that there are

14



several copies of the same machine k available for use. Articles [12] and [14]

both use similar “resource” constraints. The set of equations given by (3.4)

ensures that each activity is assigned exactly one start time. The equations

given by (3.5) relate si, the start time for an activity i, to its corresponding

xit variables. The si variables can in fact be replaced everywhere they appear

by this expression, effectively changing the problem from a regular integer

linear program to a 0-1 integer linear program. In practice, this substitution

is used, but for clarity it is omitted here. The constraints given by (3.6)

simply state that each activity must start at or after the beginning of the

schedule and finish at or before the end of the schedule. Line (3.7) indicates

that all xit variables are binary variables.

In addition to the objective and constraints above, there are other con-

straints associated with precedence relations between the various activities:

Precedence: si + di ≤ sj ∀(i, j) ∈ P1 ∪ P2 (3.8)

si + di = sj ∀(i, j) ∈ P3 (3.9)

si + di ≤ t ∀(i, t) ∈ P4 (3.10)

si + di + C ≤ sj ∀(i, j, C) ∈ P5 (3.11)

∑
i∈I

t+D−1∑
τ=t−di+1,
0≤ τ ≤T

rik · xiτ ≤ 0 ∀(k, t,D) ∈ P6 (3.12)

si = t ∀(i, t) ∈ P7 (3.13)

15



C = Cooling time between two activities

D = Downtime of a particular machine

The constraints given by (3.8) represent two sets of precedence relations,

defined by sets P1 and P2. The P1 precedence relations are determined by the

structure of the plant, that is, the flow of products from machine to machine,

as depicted in Figure 1.1. These are referred to as “generated” precedence

relations. P2, on the other hand, is reserved only for precedence relations that

are defined by the user (“user-defined”). In (3.9), set P3 is used to state any

relations in which one activity must start exactly when the other ends (“force

subsequence”). In (3.10), set P4 is used to enforce individual deadlines on

any activities that have such deadlines (as opposed to the overall deadline T

that applies to all activities). For example, if T = 20, all activities must be

completed within 20 time intervals. However, perhaps there is a more urgent

order that requires some activity i to be completed within only 10 time

intervals. This could be expressed as si + di ≤ 10. The constraints given

by (3.11) represent any “cooling” times that the user wishes to input (i.e.

a period of time that must pass between two specific activities). Typically

this is a result of two activities to produce a given product in which the first

activity results in a heated product that must be cooled before the second

activity can be completed. The constraints given by (3.12) are probably the

most complicated type of precedence relation. They represent any desired

“downtimes” for specific machines and use a similar summation technique as

16



(3.2) and (3.3). Finally, (3.13) indicates any activities that must be started

at some exact specific time (thus changing their start times from variables to

fixed values). In practice, this precedence relation is accomplished by setting

xit = 1, since the si variables are not used directly, as previously discussed.

This formulation could easily be augmented with other types of precedence

relations, such as release times.

17



Chapter 4

Calculating Activity Costs

In practice, a plant’s historical scheduling data (a record of which products

were being produced on which machines at a given time) may not be coordi-

nated well with its electrical data (how much power the plant or an individual

machine was consuming at a given time). Cross-referencing these two data

sets could certainly yield useful information, as it could indicate how much

power a given product and corresponding activity consumes. Indeed this is

an important step in developing a mathematical model of the PPMSP. To ob-

tain costs for various activities, these two data sets must be combined, using

machine numbers (also called work centre numbers) and precise date-times

as the links between the two data sets.

Figure 4.1 depicts how historical scheduling data can be combined with

historical energy data using machine numbers and start/end times of various

processes. The result is a mapping from pairs (machine number, product

18



Figure 4.1: Calculating activity costs by cross-referencing data
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number), which define activities, to power consumptions, which give esti-

mates of the (constant) rates of power at which the activities run.

The historical energy data is stored as a set of tables which can be im-

ported into a spreadsheet application like Excel. Each table represents one

month of data in the period of July 2011 to June 2012 (there are other data

outside of this range, but this range was chosen because it was considered by

the domain expert to be a more accurate representation of current rates of

power consumption). Each table gives kilowatt readings from each and every

machine in the plant (by name, not number) for each and every minute of the

corresponding month (and so there are roughly 40000 lines per table). The

historical scheduling data, on the other hand, is just one large table that lists

the machine number, product number, start time, end time and other data

for all activities run between July 1, 2011 and June 30, 2012. It contains

roughly 11000 lines.

When combining, or marrying, the historical energy data with the histor-

ical scheduling data, several steps are required. First, the machine number

in the scheduling data needs to be matched with a machine name used in the

energy data. Next, using the start time and end time for each activity in the

scheduling data, one can find the range of rows in the corresponding energy

data month table (each row in the energy data corresponds to a one-minute

reading from every machine in the plant). Using the machine name, one can

find the column in the energy data table that corresponds to the current

activity’s machine. Using this column and the range of rows, the data can

20



be averaged to get a value for the current activity in the scheduling data.

There are several other important factors to consider when marrying these

data sets. First, it is a good idea to use a small time offset at the beginnings

and ends of activities in order to filter out inaccuracies and/or “funny” be-

haviour around activity switches. For example, an offset of 4 minutes after

the actual start time and 4 minutes before the actual end time is used (and

so any activities lasting less than 8 minutes are discarded). This helps to

filter out some very small spikes in power consumption that may result from

speeding up a given machine, for example, which are negligible and which do

not accurately reflect the power consumption of the activities before and af-

ter. Another consideration is that there are many repeated machine-product

combinations in the scheduling data, each with its own average power con-

sumption. These averages must be again averaged to obtain a single reading

for each machine-product pair. The end result is a single table that links

each and every historical machine-product pair to a single power value in

kW, which corresponds to the ci variable defined in Section 3.1.

Figures 4.2, 4.3 and 4.4 show snippets of actual historical scheduling and

energy data, along with the result of combining these data sets, ProductPow-

erValues.csv. These three figures correspond to the three boxes in Figure 4.1.

Note that the historical data sets contain extra information, such as product

dimensions, a column for the sum of the power consumptions on all machines,

etc. Also note that the product number is sometimes called the part number.

Entries in the historical energy data snippet are in kW.

21



Figure 4.2: Historical scheduling data snippet

Figure 4.3: Historical energy data snippet
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Figure 4.4: Activity costs: ProductPowerValues.csv

23



Chapter 5

Automation Tools

5.1 Estimator

The Estimator is a software tool that allows a user to input a production

schedule, along with several other inputs, and generate both a graphical and a

tabular representation of the expected power consumption over the course of

the schedule (see Figure 5.1). The production schedule is a comma-separated

values (CSV) file listing all activities that are scheduled to be run, in tabular

format, with key fields such as the start and end times, machine number and

product number for each activity. The other inputs include a product power

values file and a miscellaneous power value. The product power values file

is a very simple table (ProductPowerValues.csv) listing power consumption

values (in kW) for all machine-product number pairs (i.e. for all activities).

This file is used by the Estimator as a look-up table for summing up the ex-
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Figure 5.1: The Estimator automation tool

pected power consumption rates of all the activities in the input production

schedule. This file is also shared with the Scheduler, which will be discussed

later. The miscellaneous power value is used to indicate how much power is

being consumed in the plant by various things other than the main machines

in consideration (things like office computers, lights, etc.). This value helps

give a more accurate prediction of the plant-wide power consumption over

the course of the schedule.

Once Estimate is clicked, a PowerVersusTime.csv file is generated and

displayed graphically (as a vertical bar graph). In the Info tab, any missing

machine-product number pairs are listed (i.e. pairs that exist in the produc-

tion schedule but not the product power values file), allowing the user to add

25



these missing values to the input ProductPowerValues.csv file and then run

the Estimator once again. The highest peak is highlighted on the graph and

the user also has the ability to hover over or double click a given region of

the graph for more details about what is happening at that time.

The Estimator was the first tool developed and the simpler half of the

Estimator-Scheduler combination. The Estimator is a tool for verifying that

a proposed schedule will remain under a given power value. It is essentially a

polynomial-time verifier for the PPMSP (as opposed to the Scheduler, which

acts as the corresponding solver). For more details about how this verifica-

tion works, see Section 6.1. The user can switch back and forth between the

Estimator and Scheduler by clicking on the tabs in the top left corner of the

Estimator-Scheduler window. Most controls in the Estimator-Scheduler user

interface will display explanatory tooltips when the cursor is hovered over

them. These tooltips can be disabled in the Tooltips window.

5.2 Scheduler

The Scheduler is a software tool that allows a user to generate a recom-

mended schedule given a list of activities to schedule, called production data

(see Figure 5.2). This tool aims to remove, or at least reduce, the complexi-

ties faced by a human scheduler. Like the Estimator, the Scheduler takes as

input a product power values CSV file, as well as a miscellaneous power. The

other main inputs to the Scheduler are the target peak, desired start and end
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Figure 5.2: The Scheduler automation tool

times, time interval, overall duration and a production data CSV file. The

target peak is the value (in kW) under which the user wishes to keep the

plant (or some subsection of the plant). This value can be iteratively lowered

or raised to find better or faster schedules, respectively. The desired start

and end times default to the current time and 12 hours later, respectively.

The time interval is the length of the smallest discrete period of time that

the schedule is broken into. Smaller time intervals correspond to more exact

solutions, but result in longer execution times to create schedules. Larger

time intervals allow for faster generation of schedules, but result in less exact

solutions. This is because smaller time intervals allow for more precise start

and end times (since every activity must start and end at a whole number
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of time intervals), but result in more binary variables in the ILP. The overall

duration is an optional parameter (replacing the desired end time) that al-

lows the user to state the desired start and end times of the schedule in terms

of just a start time and a duration. The production data CSV file is a tabular

representation of the activities that the user wishes to schedule. When the

user browses for and selects the production data file, the file is displayed in

the table in the Precedence tab, with any filtering from the Filter WCs box

applied.

The Scheduler can take several other inputs, as well, in order to fur-

ther refine the type of schedule solution that the user desires. The Filter

WCs (Work Centres) box allows a user to list only the machine numbers he

or she wants to take into consideration. If left blank, all machines will be

considered. Along the bottom of the Precedence tab are several text boxes

(“Generated,” “User-Defined,” etc.), which correspond directly to the prece-

dence constraints given by (3.8) to (3.13). Currently, the input method for

these precedence relations is text-based and somewhat primitive. The user

is able to hover the cursor over any precedence text box to display an de-

tailed explanation of how to create an entry in that text box. On the Plant

Flow tab, the user is able to list any precedence relations that exist due to

the structure of the plant (as in Figure 1.1, for instance). There is also a

place to optionally load an image (such as a flow chart) to help explain these

precedence relations visually. The entries on the Plant Flow tab are used to

automatically generated the precedence relations that appear in the “Gen-
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erated” box on the Precedence tab (notice that this box is a different colour

than the other precedence relation boxes, indicating it is read-only).

Finally, when the Schedule button is clicked, the inputs are first trans-

lated into a readable form for an underlying integer linear program solver

(currently GLPSOL) and then the solver is run. For a 17 hour schedule with

about 30 activities on 5 machines, 6 precedence relations and a time interval

of 5 minutes, the solver will typically run for about 25 seconds. The solution

is RecommendedSchedule.csv, which is displayed on the Output tab. This

file is essentially the same table that appears on the Precedence tab under

“Filtered Production Data,” but with the newly calculated start and end

times for all activities included.

5.3 System Architecture

The Estimator and Scheduler share a common user interface that separates

them with tabs. These two automation tools are referred to collectively as

the system. The system has a user interface implemented in C#, along with

back end code for most of the underlying functionality implemented in C++.

The C++ and C# components interact through a common language interface

(CLI). See Figure 5.3 for a detailed diagram of the system architecture.

The main Estimator and Scheduler applications exist in layers 3 and 4,

respectively (although referred to as layers, they exist on the same level, in

terms of dependencies). These main applications use respective underlying
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Figure 5.3: Software layer hierarchy for the Estimator and Scheduler
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libraries (layers 1 and 2), which in turn use a common library (layer 0).

Notably, the Scheduler Library uses additional files and executables related

to the ILP solving step of the scheduling process, which uses an external

solver (in this case, GLPSOL). The Scheduler generates a .dat file, which

contains all information describing an instance of the PPMSP, based on the

inputs from the user through the main user interface. The Scheduler also

uses a static .mod file which describes (in the GMPL language) the general

formulation of the PPMSP, as in the formulation given by (3.1) to (3.13).

These elements are all brought together through the top layer user interface

in layer 6.
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Chapter 6

Difficulty of the Problem

Recalling the PPMSP defined as a decision problem in Chapter 2, this chap-

ter provides a proof that the PPMSP is indeed an NP-complete problem. The

first step is to show that the PPMSP (as a decision problem) is in NP. Then

it suffices to transform an existing NP-complete problem into the PPMSP,

using a polynomial-time transformation. In this case, the general formula-

tion of SEQUENCING WITHIN INTERVALS (SWI, a known NP-complete

problem [8]) is transformed into a special case of the PPMSP. There are many

candidate NP-complete problems that could potentially be transformed into

an instance of the PPMSP. However, SWI was chosen because it is a fairly

easy problem to understand and it also has a fairly simple, although not

entirely trivial, transformation into the PPMSP.
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6.1 The PPMSP is in NP

Clearly, a proposed solution (a set of start times for activities) to any in-

stance of the PPMSP can be verified in polynomial-time (in the number of

activities). It suffices to build a priority queue of activity costs, ordered

by the start and end times of the corresponding activity. In this priority

queue, a positive activity cost entry is added for each start time correspond-

ing to a given activity, and a negative activity cost is similarly added for each

end time. The next step is to iterate through the priority queue in order,

maintaining a total power consumption each time an activity starts (and

subtracting from this total each time an activity ends), as well as an overall

maximum power consumption seen so far. After iterating over all the activ-

ities, the maximum could be compared to the target power consumption to

answer the decision problem. Indeed, this is essentially what the Estimator

tool does. This verification process is polynomial in terms of the number of

activities in the schedule, since a priority queue is built from the start and

end times of all activities and then this priority queue is iterated through

once. It is independent of the xit variables used in Chapter 3, since the start

and end times are already given.
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6.2 Transformation from SWI

SEQUENCING WITHIN INTERVALS is stated in Garey and Johnson [8]

as follows, with several symbols changed to avoid confusion in the transfor-

mation below:

Instance: A finite set B of “tasks” and, for each b ∈ B, an integer

“release time” g(b) ≥ 0, a “deadline” h(b) ∈ Z+, and a “length”

l(b) ∈ Z+.

Question: Does there exist a feasible schedule for B, that is, a func-

tion σ: B 7→ Z+ such that, for each b ∈ B, σ(b) ≥ g(b), σ(b) +

l(b) ≤ h(b), and, if b′ ∈ B − {b}, then either σ(b′) + l(b′) ≤ σ(b) or

σ(b′) ≥ σ(b) + l(b)?

Each task must be executed entirely between its release time and deadline

and it may not overlap with any other task. The function σ(b) assigns a

start time to each task b. Any instance of SWI can be transformed into an

instance of the PPMSP by making the following changes:

1. For each task b ∈ B in the instance of SWI, create two activities

i, j ∈ I in a corresponding instance of the PPMSP such that sj = g(b)

(using an exact start time constraint), dj = 0 and sj +dj ≤ si (using

a user-defined precedence relation). Thus, the role of activity j is

simply to enforce the release times of the corresponding task b on
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activity i. Also, setting di = l(b) and si+di ≤ h(b) (using individual

deadline constraints) enforces the deadlines from SWI. Then, if a

solution is found for the PPMSP, setting σ(b) = si for each b ∈ B

will yield a solution for SWI.

2. Allow only one machine in the PPMSP instance so that each activity

must be processed on this machine (at most one activity at a time).

3. Set the overall deadline T in the PPMSP to max
b∈B
{h(b)} from the

SWI instance.

4. Let Ypeak = 0 and ci = 0 ∀i ∈ I. This ensures that the total power

consumption remains less than or equal to the desired maximum

power consumption at all times (eliminating power consumption con-

straints).

5. Allow no other constraints or precedence relations (i.e. any other sets

of constraints or precedence relations, such as “cooling times,” are

empty).

The resulting decision problem is an instance of the PPMSP that provides

a solution (σ(b) = si ∀b ∈ B) to the general SWI problem. This transforma-

tion is indeed polynomial in the number of tasks in SWI. Step 2 is a trivial,

constant time operation, since it is essentially just fixing the size of the set

of machines to 1. Step 5 is also trivial and constant time, as it simply states

that remaining constraint sets are empty sets. Step 3 requires finding the
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maximum value of all the individual deadlines of the tasks in SWI, which can

clearly be done in O(|B|) time. Step 4 has one constant time operation (set-

ting Ypeak), as well as |I| operations for setting the ci values. Since |I| = 2|B|,

this can all be done in O(|B|) time. Step 1 is also O(|B|) because it performs

a constant number of operations for each task from the SWI instance (creat-

ing 2 activities, setting 2 durations and creating 3 new constraints, for a total

of 7 operations). The transformation requires several constant time steps,

as well as several steps requiring O(|B|) time. The overall complexity of the

transformation, therefore, is O(|B|). Thus, any polynomial-time solution to

the PPMSP would also provide a polynomial-time solution to SWI. And so,

the PPMSP is NP-complete.
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Chapter 7

The Alternate PPMSP Model

One drawback of the initial PPMSP model is that it can contain as many as

80,000 binary variables for problems of practical interest, depending on the

number of activities being scheduled, the length of the schedule and the size of

the time intervals used. For an ILP, this may be prohibitively large. Reducing

the number of binary variables can be very helpful when solving binary or

mixed integer linear programming problems [1]. To reduce the number of

binary variables, an alternate model is proposed, which uses a combination

of disjunctive constraints, Tseitin transformations and techniques used by

Icmeli and Rom [11] to approximately model the PPMSP.
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7.1 Time Milestones

Icmeli and Rom [11] suggest breaking a schedule into several time milestones

and writing the start times of all activities as convex combinations of adjacent

milestones. For example, a 5-day period starting on a Monday might have 6

milestones (at the beginning of each weekday and also one at end of Friday).

Then the milestones (in hours) would be 0, 24, 48, 72, 96 and 120. To express

activity i starting, say, in the middle of Wednesday, one can write

si = wi3 t3 + wi4 t4 = (0.5)(48) + (0.5)(72) = 60 hours,

where tl is the number of hours elapsed at milestone l and wil is the weight

associated with milestone l for activity i. In this way, the milestones help

avoid the need to write start times for activities in terms of binary variables

(as in the initial PPMSP model); thus, the overall number of binary variables

is reduced.

The activity costs for all activities occurring between two milestones can

then be totalled to get an approximation of the peak power consumption

for the (relatively large) time interval between those two milestones. And

in fact, milestones do not necessarily have to be uniform. So, in the above

example, 0, 12, 48, 84, 96 and 120 would also be a valid set of milestones.

Having non-uniform milestones might help to place longer activities within

a schedule. However, non-uniform milestones are not explored in this thesis.

Another technique that can potentially improve this alternate PPMSP

model is to treat an initial solution as placing activities in “buckets” and
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then iteratively rerunning the milestone approach on each interval, using

sub-intervals between milestones. For example, after placing each activity

between milestones 0, 24, 48, 72, 96 and 120, one can then break up the 0-24

interval into smaller intervals, such as 0, 6, 12, 18 and 24, and treat this new

set of time intervals as a new instance of the original problem (but include

only the activities starting between 0 and 24 in the parent problem). The

24-48 interval, as well as all other intervals, can then be handled similarly.

These subintervals can be further broken down into smaller intervals, and so

on. Again, this is provided as a suggestion for future work but will not be

explored further in this thesis.

7.2 Disjunctive Constraints

In the initial PPMSP model, activities running on the same machine were

ordered by using the binary parameter rik and the binary variable xit to

limit the number of activities running on a given machine at any time to 1.

However, in the alternate model, the xit variables are abandoned in order to

limit the overall number of binary variables in the problem. And so, another

technique for ordering activities running on the same machine is required.

Disjunctive constraints use a parameter M and binary variables zijk to

enforce a valid order in which activities should start:

si + di ≤ sj + (1− zijk)M

sj + dj ≤ si + zijkM

39



This technique is discussed in detail in Appendix C.2.2 of Principles of Se-

quencing and Scheduling [2]. Here M is some large value that ensures exactly

one of the two constraints will be nullified (twice the schedule length, for ex-

ample). The variable zijk is 1 if activity i should occur before activity j and

0 otherwise, given activities i and j that are processed on the same machine

k. This variable acts like a “switch” that can toggle between placing activity

i before and after activity j. Although this method also results in binary

variables, the number of these zijk variables should be far less than the num-

ber of binary variables used in the initial PPMSP model, since zijk variables

are only defined for each pair of activities running on the same machine.

Furthermore, it is only necessary to define zijk variables and corresponding

constraints for i < j, as discussed in [2].

7.3 Tseitin Transformations

A Tseitin transformation is a way of expressing certain boolean logic ex-

pressions as sets of linear inequalities. For the alternate PPMSP model, the

relevant Tseitin transformation is to express something like C = A ∧ B as

the following set of linear inequalities. Here boolean variables A, B and C

correspond to binary variables a, b and c, respectively. And in fact, it is only

necessary that a and b be binary, as this will force c to be in {0, 1} as well:
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c+ (1− a) + (1− b) ≥ 1

(1− c) + a ≥ 1

(1− c) + b ≥ 1

c ≥ 0

One can easily verify that this set of inequalities corresponds to the relation

C = A ∧B by drawing a simple truth table.

7.4 The Model

In Section 3.1 the following variables and parameters were defined:

Ypeak = Peak power value (in kW) to be minimized

I = The set of all activities to be scheduled

K = The set of all machines

di = Duration of activity i

ci = Cost (power consumption in kW) of activity i

si = Start time of activity i

C = Cooling time between two activities

D = Downtime of a particular machine

Reusing these, several additional variables are defined here. Following these

new variable and parameter definitions, the alternate PPMSP model is for-

mulated as an ILP.
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L = The set of all time milestones, {1, 2, ...,m}

L′ = The set of all time milestones except the last, {1, 2, ...,m− 1}

H = The set of triples (k, i, l), where activity i runs on machine k

and l ∈ L′

tl = Time elapsed at milestone l

yil = 1 if activity i is running between milestones l and l + 1;

0 otherwise

bil = 1 if activity i starts strictly before tl+1; 0 otherwise

ail = 1 if activity i finishes strictly after tl; 0 otherwise

δ = A very small unit of time, such as 1 minute

M = Some large value, as previously discussed

ckl = The maximum power consumption of all activities

running between milestones l and l + 1 on machine k

Q = The set of triples (i, j, k), i < j, where activities i and j are

processed on the same machine k

zijk = 1 if activity i is to be processed before activity j; 0 otherwise

(for activities i and j, i < j, on the same machine k)

The following ILP formulation uses the concept of time milestones, but

it does not consider the start times as convex combinations of adjacent mile-

stones, as discussed in Section 7.1. The iterative techniques previously dis-

cussed (placing activities in buckets and rescheduling using smaller intervals)

are also left as future work. Once again, the objective is simply to minimize

Ypeak, the peak power consumption over the course of the schedule:
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Minimize Ypeak (7.1)

The next two sets of inequalities ensure that for each period between two time

milestones, Ypeak remains above the sum of the maximum power consumers

from each machine. This means that Ypeak should always give an upper bound

estimate of the peak power consumption (although it may not be the tightest

upper bound possible):

Subject to:
∑
k∈K

ckl ≤ Ypeak ∀l ∈ L′ (7.2)

yil · ci ≤ ckl ∀(k, i, l) ∈ H (7.3)

The inequalities given by (7.4) to (7.7) represent a Tseitin transformation of

the expression yil = bil ∧ ail, which is the logical relationship between these

variables:

yil + (1− bil) + (1− ail) ≥ 1 ∀i ∈ I,∀l ∈ L′ (7.4)

(1− yil) + bil ≥ 1 ∀i ∈ I,∀l ∈ L′ (7.5)

(1− yil) + ail ≥ 1 ∀i ∈ I,∀l ∈ L′ (7.6)

yil ≥ 0 ∀i ∈ I, ∀l ∈ L′ (7.7)
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Lines (7.8) and (7.9) are a pair of disjunctive constraints that relate start

times to the corresponding bil variables. Similarly, (7.10) and (7.11) are

another pair of disjunctive constraints that relate completion times to the

corresponding ail variables:

si ≤ tl+1 − δ + (1− bil)M ∀i ∈ I,∀l ∈ L′ (7.8)

tl+1 ≤ si + bilM ∀i ∈ I,∀l ∈ L′ (7.9)

si + di ≤ tl + ailM ∀i ∈ I,∀l ∈ L′ (7.10)

tl + δ ≤ si + di + (1− ail)M ∀i ∈ I,∀l ∈ L′ (7.11)

Inequalities (7.12) and (7.13) are disjunctive constraints used to order all

pairs activities running on the same machine:

si + di ≤ sj + (1− zijk)M ∀(i, j, k) ∈ Q (7.12)

sj + dj ≤ si + zijkM ∀(i, j, k) ∈ Q (7.13)

The inequalities given by (7.14) state that each activity must start at or after

the beginning and finish at or before the end of the schedule:

0 ≤ si ≤ tm − di ∀i ∈ I (7.14)
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Lines (7.15) to (7.17) provide the necessary conditions for the binary vari-

ables:

bil ∈ {0, 1} ∀i ∈ I, ∀l ∈ L′ (7.15)

ail ∈ {0, 1} ∀i ∈ I, ∀l ∈ L′ (7.16)

zijk ∈ {0, 1} ∀(i, j, k) ∈ Q (7.17)

The precedence relations are very similar to those seen in Chapter 3, with

the exception of the downtime precedence relations, as described below:

Precedence: si + di ≤ sj ∀(i, j) ∈ P1 ∪ P2 (7.18)

si + di = sj ∀(i, j) ∈ P3 (7.19)

si + di ≤ t ∀(i, t) ∈ P4 (7.20)

si + di + C ≤ sj ∀(i, j, C) ∈ P5 (7.21)

si = t ∀(i, t) ∈ P7 (7.22)

To enforce downtime on a given machine k, a dummy activity x is added

with a cost of 0, a start time fixed at the desired start of the downtime and

a duration set to the duration of the downtime. Q and H must then be

updated appropriately, as well the set of yil variables. This new procedure is

necessary to enforce downtimes, since there are no rik parameters to use:

sx = t, dx = D ∀(k, t,D) ∈ P6 (7.23)
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The number of constraints and variables depend heavily on the set Q.

As a result, the alternate model can be expected to perform better in cases

where the activities are evenly distributed over the machines. For example,

consider production data with 30 activities running on 6 machines over 12

hours. Assume for simplicity there are no precedence relations. Consider the

extreme case where 25 of the activities run on one machine, and the other 5

activities run on the remaining 5 machines. In this case, |Q| = 300, resulting

in 2799 constraints and 1140 variables, of which 840 are binary. Now consider

the opposite extreme where each machine runs 5 of the 30 activities. In this

case, |Q| = 60, resulting in only 2319 constraints and 840 variables, of which

600 are binary.
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Chapter 8

Performance Testing

Testing was done on an Intel(R) Core(TM) i7-2600 CPU @ 3.40 GHz running

64-bit Windows 7 with 16.0 GB of RAM. Unless otherwise stated, the solver

used was the 64-bit version of GLPSOL (GLPK LP/MIP Solver, v4.47). The

other solver used was IBM(R) ILOG(R) CPLEX(R) Interactive Optimizer

12.5.0.0. The discussion of performance here is restricted to the performance

of the integer or mixed integer program solving step, as opposed to other

steps in the scheduling process, such as parsing and estimation, which run

relatively fast. All readings, such as the number of variables and constraints,

were taken after preprocessing, which is a relatively fast process. Without

loss of generality, all tests were performed with miscellaneous power values of

zero. All test data used is real data taken from a 12-month period between

July, 2011 and June, 2012. Due to time constraints, the main focus in this

testing was half-day schedules.
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8.1 Determining Time Interval Length for Initial Model

The first step in testing was to determine a good time interval length to use

for the initial model. Table 8.1 shows the results from this testing. This

test varies the time interval lengths, keeping other parameters constant for

four different half-day schedules. The schedule lengths were chosen based on

the machine with the greatest sum of activity durations so that the length

is slightly greater than this sum of durations. The target peaks were then

chosen as reasonably tight bounds on the various test cases, given the sched-

ule length. Results are only included if the test case completed within the

cut-off time of 20 seconds. The achieved peaks have not been observed to

vary between multiple runs of a given test case. As such, only one value is

given for the achieved peak for each test case (as opposed to a median or

average). As the execution times varied slightly, each test case was run three

times and the median execution time was added to the table. The variance

in the execution times was always very small. As a result, the average exe-

cution times were very similar values to the median execution times.

In general, the execution times improved as the time interval lengths

were increased, reaching a limit beyond which the test case either became

infeasible or ran past the cut-off time. This limit is due to the discretization

scheme of the initial PPMSP model. Using a time interval of 10 minutes, for

example, can force significant gaps in the schedule, since an activity with a

duration of 21 minutes would occupy an additional 9 minutes in the schedule.
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Using a larger time interval like 30 minutes would result in very large gaps.

This table clearly indicates that the optimal interval length is different for

each test case. As such, it seemed necessary for later tests to try several

interval lengths; in particular, 6, 8 and 10 minutes were chosen for half-day

schedules.

8.2 Determining Number of Milestones for Alternate Model

Similar testing was done for the alternate model to determine that it often

works best with around 7, 11 or 12 milestones (see Table 8.2). Again, only

one value was recorded for the achieved peak for each test case (as opposed

to a median or average). Each test case was run three times and the median

execution time was added to the table. Variances in these execution times

were once again observed to be very small. As a result, all later tests cases

were run only once.

8.3 Determining Inflation Factor for Alternate Model

Given these values that work best for the time interval length and number of

milestones, the next step was to determine an inflation factor for the target

peaks used by the alternate model. Since the alternate model bases its calcu-

lations on the maximum power consuming activities from each machine for

each interval, it is understandable that it cannot be used with target peaks as

tight as the initial model. Indeed, this is a downside of the alternate model.
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Table 8.1: Initial model optimal time interval length(s)

(test cases not completing are omitted)
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Table 8.2: Alternate model optimal number(s) of milestones

(test cases not completing are omitted)
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However, one can still hope that the achieved peak is significantly lower than

the target peak. Also note that in practice, there are many situations in

which the target peaks will not be overly tight (due, for instance, to a high

peak being hit earlier in the month, in which case there is no need to find

lower target peaks). In Table 8.3, the inflation factors were found by first

finding tight peaks for the initial models, using a cut-off time of 10 seconds.

The alternate model was then run repeatedly while iteratively tightening its

peaks to find how low they could be set, again with a cut-off time of 10

seconds. It shows that the worst case inflation factor is just under 1.023 (a

2.3% increase). In other words, if the alternate model’s target peak is always

set to 1.023 times the initial model’s target peak, there is a good chance

a solution will be found by the alternate model within a comparable time

to the initial model. All initial model test cases were performed using time

interval lengths of 6, 8 and 10 minutes, and the minimum execution time was

recorded. All alternate model test cases were performed with 7, 11 and 12

milestones and the minimum execution time was recorded.

8.4 Comparison of Initial and Alternate Models

Table 8.4 shows some additional test cases with slightly more relaxed target

peaks than Table 8.3, which in practice is more realistic. From these tables,

it is clear that the alternate model is competitive with the initial model for

half-day schedules, albeit at the expense of slightly higher achieved peaks.
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Table 8.3: Determining inflation factor for the alternate model

It is clear that the alternate model is able to decrease the number of binary

variables, but at the cost of increasing the number of constraints.

Similar analysis can be done for longer schedules, such as 1-day, 2-day and

5-day schedules, to determine the applicable optimal time interval lengths,

numbers of milestones and inflation factors. One would expect the inflation

factors to be similar to the inflation factor of the half-day schedules, since

longer schedules should still have target peaks in a similar range to half-day

schedules. This analysis is omitted.

Based on additional tests with longer schedules (1-day, 2-day and 5-day),

the initial model becomes quite slow and the alternate model becomes inca-

pable of solving. It seems that the increasing number of constraints in the

alternate model becomes worse than the increasing number of variables in

the initial model. Table 8.5 shows the results of more informal testing for
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Table 8.4: Comparison of the initial and alternate models

longer schedules. In these tests, several time interval lengths and numbers of

milestones were attempted, with the best result recorded. As the alternate

model was unable to process any of the schedules, information is provided for

a scenario with 12 milestones. Test cases 69 and 70 are 1-day schedules. In

these test cases, the target peaks were reasonably tight and a cut-off time of

2 minutes was used. Test cases 71 and 72 are 2-day schedules with a cut-off

time of 3 minutes. Test case 73 is a 5-day schedule. The target peaks in this

test case are intentionally set very high in order to relax the problem. The

initial model is able to process this 5-day schedule in around 26 minutes, but

the alternate model has no chance of processing such a large schedule. These

tests indicate that the number of binary constraints in the initial model can

be much higher than the number of constraints in the alternate model.
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Table 8.5: Sample test results for larger schedules

8.5 Considering Branch and Bound

In the LP relaxations of test cases 64, 69, 71 and 73, it seems that for smaller

schedules, the alternate model can solve a relaxed version of the problem in

roughly the same time as the initial model (around 0.1 seconds). However,

as the problem grows in size, the alternate model gains many constraints.

For test case 71, the initial model was able to solve in 0.8 seconds, compared

to 1.3 seconds for the alternate model. For test case 73, the initial model

was able to solve in 4.1 seconds, compared to 10.3 seconds for the alternate

model. This indicates that for larger schedules, the alternate model is likely

spending more time solving each node of the tree generated in the branch

and bound algorithm used by GLPSOL, since each node requires solving

some LP relaxation of the original ILP or MILP problem. It is worth noting

here that the initial model is implemented as a purely binary ILP, while

the alternate model is a mixed integer linear program (MILP). Table 8.6
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Table 8.6: Nodes visited in earlier test cases

summarizes the number of nodes rejected, the number of unexplored nodes

remaining (that may lead to better solutions) and the number of simplex

iterations performed for test cases 64, 69, 71 and 73. For the initial model,

the first four rows have zero unexplored nodes since those cases complete.

The fifth row contains results after only 129.7 seconds for the initial model

test case 73, for easier comparison with the same test case using the alternate

model.

8.6 Comparison of Solvers

In order to demonstrate a working system with little cost, GLPSOL was

selected as the original solver. However, as Table 8.7 shows, other solvers such

as CPLEX can be much more powerful, especially for solving large schedules.

CPLEX not only solves schedules more quickly than GLPSOL, but it is

also able to solve schedules that GLPSOL cannot. In some cases, CPLEX

is also able to eliminate more variables and constraints in preprocessing.
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Table 8.7: Comparing different solvers

In results not presented here, CPLEX also managed to quickly solve some

pure optimization models that do not use target peaks. Fortunately, the

Estimator-Scheduler system has been implemented to allow for integration

of alternative solvers with minimal changes to the source code.

8.7 Discussion

Other options are available when running GLPSOL or any other solver. The

“feasibility pump” and “cuts” options were considered individually and to-

gether, but several examples indicated that these generally lead to no im-

provements for these test cases. The feasibility pump is a heuristic that

attempts to find a feasible solution quickly, which in these test cases would

also solve the problem. The cuts option enables several types of cuts, includ-

ing Gomory cuts, mixed integer rounding cuts, mixed cover cuts and clique
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cuts.

Note that using a target peak turns the problem into a decision problem,

as opposed to an optimization problem. This is necessary, however, since

running the same set of tests as optimization problems results in execution

times in excess of 10 minutes. This was tested briefly by altering the models

to exclude the target peak and attempting to find a global minimum peak

power consumption. It seems that decent peaks can be obtained quickly, but

to improve these peaks ever so slightly to find a global minimum requires ex-

cessive computation. In practice, target peaks can usually be set reasonably

tight, and so it is not necessary to find a global minimum power consump-

tion.

One of the major problems for both models is that it is difficult to pre-

dict which time interval length or number of milestones will work best. A

time interval length of 6 minutes might work best for one instance, while

10 minutes works best for the next. For the alternate model, 12 milestones

might work very well for an instance, while 11 or 13 milestones results in

no solution found for the very same instance. One suggestion would be to

run several instances of both models in parallel and take the fastest result.

However, it would still be possible in some cases to find no solution.

The initial model is clearly a better choice for longer schedules. The alter-

nate model may perform better for some smaller schedules, such as half-day

schedules. However, even in these cases, the initial model is a better choice

for two reasons. First, the initial model is usually only slower by several
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seconds, which is completely acceptable. Second, the initial model finds a

solution in most cases, whereas the alternate model fails more often. Ideally,

the system would use a more powerful solver, such as CPLEX. But whether

using GLPSOL or CPLEX, the initial model trumps the alternate model as

the single best choice. The fact that the alternate model also performs worse

with CPLEX indicates that its poor performance with GLPSOL is not sim-

ply a solver-specific nuance.
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Chapter 9

Conclusion

Existing linear programming techniques can be combined and used to cre-

ate models and automation tools for new problems that exhibit similar fea-

tures to existing ones. While many features of the PPMSP are very similar

to existing NP-complete problems, minimizing peak power consumption in

the optimization criterion is not common in the literature. The Estimator-

Scheduler system is a fully functional system for scheduling while minimizing

peak power consumption. Although the techniques and solutions used in this

thesis have been applied to wood processing, they could potentially be ap-

plied to many other industries with similar scheduling problems.

User interface considerations for automation tools are very important.

Users will more quickly adapt to using automation tools if they have intu-

itive interfaces. Such improvements could be made to make the Estimator-

Scheduler system. In particular, some thought could be put into how to

60



design and implement a more intuitive and effective interface for entering

precedence relations. Drag and drop functionality could prove very useful in

this respect.

As the PPMSP has been shown to be an NP-complete problem, creative

techniques for more quickly solving approximations of the original problem

were explored. The experimental results in Table 8.4 support the notion that

lowering the number of binary variables can help to improve ILP execution

times. However, there are many other factors involved, such as the number

of constraints and the behaviour of pure binary versus mixed integer linear

programming, which also affect execution times. Test cases from real data

yield fewer binary variables in the alternate PPMSP model, but at the ex-

pense of a greater number of constraints than the initial PPMSP model. As

a result, the alternate model is unable to solve larger schedules, such as 2-day

and 5-day schedules. Although the alternate model has superior execution

times in many smaller test cases, the initial model still performs acceptably

in these cases, rendering the alternate model of no benefit. If cost or im-

plementation effort is not an issue, investing in a more powerful solver or

developing a customized free solver could drastically improve solution times.
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