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Abstract

In this thesis, a static load balancing model for CFD (Computational Fluid

Dynamics) solvers is proposed. The proposed model is implemented and its

performance is analyzed on EXN-Aero CFD Solver, a CFD solver owned by

UNB. For some meshes and arrangement of resources, the proposed load bal-

ancing model is 70 percents faster than the previous load balancing model.

Some of the features of the proposed model are generalizable to other appli-

cations.
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Chapter 1

Introduction

Historically, high performance computing (HPC) had a specialized market

such as aerospace (e.g. fluid dynamics), biology (e.g. genomics), chemistry

(e.g. quantum chemistry), defense (e.g. cryptography), theoretical physics

(e.g. particle collider and high energy astrophysics), etc. This is no longer the

case due to low-cost high performance clusters, to advent of general-purpose

computing on graphics processing units (GPGPU) and also to recent ad-

vances in grid and cloud computing. Now that many companies can afford

cost-effective clusters to accelerate their (scientific or non-scientific) computa-

tions, there is an ever-growing need for efficient models to maximize resource

utilization. One of the central themes in high performance computing is load

balancing. Any sort of computation consists of an indispensable initial step

of allocating the computational tasks to the resources. The more resources

we have and the more diversity (heterogeneity) we have among resources, the
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more difficult is the task of designing a load balancing model to maximize

resource utilization.

It is convenient to formalize the load balancing problem by applying the con-

cepts of graph theory [46]. The vertices of the graph denote computational

tasks and the weight of each vertex denotes the size of the task (computa-

tional intensity of the task). The edges among vertices signify communica-

tions among tasks and the weight of each edge signifies the communication

intensity. The goal is to partition the graph among processing units (PUs)

such that each PU has roughly the same total weight of vertices and the same

total weight of edges connecting it to other PUs. These edges are referred to

as edge-cuts to distinguish them from the edges within each PU. Figure 1.1

shows a partition of a graph for a synchronous system:

Figure 1.1: Graph partitioning for a synchronous system
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The graph partitioning problem is a well-known NP-hard problem. There

are many software packages for the solution of the problem, e.g. a popular

graph-partitioning software package in computational fluid dynamics (CFD)

is METIS [26]. In METIS, the user can input a graph together with its

weights, and the number of PUs. The output of METIS is the optimal parti-

tioned graph. The problem here is that the user does not know the weights.

This becomes a serious difficulty in CFD because by changing the precision

from single to double or by changing the mesh from structured to unstruc-

tured, the weights will change as well. Since this problem has been swept

under the carpet, a major objective of this thesis is to provide a modest so-

lution to this problem.

On a separate issue, if we divide a computational task into subtasks, we will

have a new graph as a result. In CFD, this is doable by splitting the blocks of

the computational grid. Dividing a task into subtasks may incur additional

communication overhead as seen in Figure 1.2.
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Figure 1.2: Dividing a task into subtasks

Which graph should be fed into METIS (or any other load balancing soft-

ware), G1 or G2? In a large graph with nodes of different sizes, there are

many possibilities. Another objective of this thesis is to give an answer to

this question.

Another issue is that graph-partitioning is an imperfect abstraction. Some

of the limitations of graph-partitioning are listed below [13, 14, 15]:

1) The edge-cut metric does not recognize that two or more edges may rep-

resent the same information and it overcounts the true volume of commu-

nication. Therefore, minimizing the number of messages or the maximum

communication per processor (the performance of a parallel application is

generally limited by the slowest processor) instead of the total communica-

tion is not addressed by this formalism. For example, the algorithm used in
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the latest version of METIS [25] is based on a multi-objective model which

was introduced in 1999 [45]. In the multi-objective model, objective func-

tions are sums of edge weights.

2) Sending a message on a parallel computer requires some startup time plus

some time proportional to the length of the message. Graph-partitioning ap-

proaches try to (approximately) minimize the total volume, but not the total

number of messages. In many practical situations, the number of messages

that matters most, not the size of messages.

3) The work in partitioning techniques has been motivated by distributed

memory architectures. In shared memory machines (SMPs), it is advanta-

geous to partition the shared memory between the processors to minimize

cache coherence overhead.

4) Graph partitioning is most suitable for bulk synchronous applications.

If the calculation involves complex interleaving of computations with com-

munications or partial synchronizations then graph partitioning is less useful.

In this thesis, we use a heterogeneous cluster (CPU+GPU) for our experi-

ments. Under current implementation, we transfer computationally intensive

tasks to GPUs and each task has to communicate to other tasks through

CPUs. In connection with limitation number (4) mentioned above, we no-
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tice that assigning (approximately) the same number of tasks to each GPU

has an impact on improving the interleave of computation with communi-

cation. In other words, coordination overhead on CPUs is important and

balancing the cardinality of task allocation minimizes this overhead. This

observation together with the aforementioned limitations convinced us that

by implementing our own algorithm, we will have more flexibility for further

improvements in the future. In summary, the objective of this thesis is to

optimize the load balancing of a CFD application by

(i) writing a profiler to identify computationally intensive tasks and bot-

tlenecks,

(ii) taking into account the differences among meshes (structured vs. un-

structured/single vs. double), and

(iii) Determining when to split a cell (cell is a collection of control volumes

that share similar attributes).
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Chapter 2

Computational Fluid Dynamics

and Performance Metrics

2.1 Computational Fluid Dynamics

Computational fluid dynamics (CFD) is a branch of fluid dynamics aiming

at simulating fluid flows by providing efficient numerical solutions to the gov-

erning equations. Solutions must be accurate and precise but we should also

be able to find the solutions in a reasonable time. Typically, it takes a long

time to solve a CFD problem. This is one reason for CFD to be closely tied

to high performance and parallel computing. Another reason is that CFD

problems are good candidates for domain decomposition and parallel com-

puting.
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Continuum mechanics in contrast to statistical mechanics assumes that ma-

terials exist as a continuum and ignores the molecular structure. Continuum

mechanics has two major disciplines, solid and fluid mechanics. Fluid me-

chanics is divided into fluid statics and fluid dynamics. Fluids are of two

types, Newtonian fluids that undergo strain rates proportional to shear stress

and non-Newtonian fluids that do not undergo the strain rates proportional

to shear stress. The governing equations for Newtonian fluid dynamics are

Navier-Stokes equations. Some of the important properties of flows and flu-

ids are changes in fluid density (compressible vs incompressible), viscosity

(viscid vs inviscid), velocity (steady vs unsteady, Mach number), turbulence

(turbulent vs laminar), vorticity (rotational vs irrotational), pressure and

temperature. Many of these properties can be described by the Navier-Stokes

equations.

Three major simulation methods in CFD are 1) Direct Numerical Simulation

(DNS), 2) Reynolds-Averaged Navier-Stokes (RANS), and 3) Large Eddy

Simulation (LES) [9, 40, 44]. Direct Numerical Simulation (DNS) means

that we solve the Navier-Stokes equations without any modelling. The DNS

method has high computational cost. This method is usually suitable for

flows with low Reynolds numbers (Reynolds number is defined as the ratio

of inertial forces to viscous forces) such as laminar flows and it is not suitable

for flows with high Reynolds numbers such as turbulent flows. In Reynolds

Averaged Navier-Stokes (RANS), the averaged motion is computed and the
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effect of fluctuations is modeled. In Large Eddy Simulations (LES), large

scale motion is fully resolved but small scale motion is modeled.

Since analytical solutions to Navier-Stokes equations are only available in

special cases, numerical solutions are typically used by converting a system

of differential equations to a system of algebraic equations through discretiza-

tion.

Three major discretization methods are 1) Finite Difference Method (FDM),

2) Finite Element Method (FEM), and 3) Finite Volume Method (FVM)

[6, 8, 50]. In discretization, the domain (geometry of problem) is discretized

into a finite set of control volumes and the discretized domain is called the

grid or the mesh.

Grids are divided into three categories of structured, unstructured, and hy-

brid. A structured (regular) grid is a tessellation of n-dimensional Euclidean

space by congruent parallelotopes (possess regular connectivity) such as a

quadrilateral (in 2D) or a hexahedron (in 3D) as seen in Figure 2.1.
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Figure 2.1: Structured mesh

An unstructured (irregular) grid has irregular connectivity where each point

can have different number of neighbors such as a triangle (in 2D) or a tetra-

hedron (in 3D) as seen in Figure 2.2.

Figure 2.2: Unstructured mesh

10



A hybrid grid contains a mixture of structured grids and unstructured grids

as seen in Figure 2.3.

Figure 2.3: Hybrid mesh

2.2 Performance Metrics for Heterogeneous

Parallel Systems

A heterogeneous system in the context of computing is a system that uses

more than one kind of processing unit. The type of heterogeneity that this

thesis will be considering is CPU/GPU heterogeneity because of the impor-

tant role of GPUs in HPC and the structure of the cluster that we use for

our experiments.

In this section, we introduce some performance metrics for heterogeneous

systems. We first briefly review the common performance metrics for homo-

geneous systems. Let n be the amount of workload and σ(n) be the inherently
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sequential part of the program, φ(n) be the parallelizable part of the program,

p be the number of processors, and κ(n, p) be the overhead of parallelization.

We can decompose runtime function T (n, p) of a parallelizable program to

its components:

T (n, p) = σ(n) +
φ(n)

p
+ κ(n, p) (2.2.1)

Since κ(n, 1) = 0, the sequential runtime can be expressed as T (n, 1) =

σ(n) + φ(n).

Speedup and efficiency are defined by S(n, p) = T (n,1)
T (n,p)

and E(n, p) = S(n,p)
p

respectively. Amdahl’s law [2] states that speedup is limited by the time

needed for the sequential fraction of the program. Amdahl’s law applies

when the problem size is fixed. Gustafson’s law [12] considers the fact that

not only we are interested in solving a fixed size problem as fast as possible

but also we are interested in increasing the problem size and the number

of processors in order to solve a larger problem in about the same amount

of time. Amdahl’s law and Gustafson’s law can be derived by assuming

κ(n, p) = 0 in equation (2.2.1). According to Amdahl’s law and Gustafson’s

law, S(n, p) ≤ 1

f(n)+
1−f(n)

p

and S(n, p) ≤ p + (1 − p)f(n) respectively where

f(n) = σ(n)
σ(n)+φ(n)

. Both Amdahl’s law and Gustafson’s law do not give an

insight into the overhead of parallelization, but the Karp-Flatt metric [24]

which is defined by ε(n, p) =
1

S(n,p)
− 1

p

1− 1
p

indicates how the overhead of paral-

lelization changes by increasing the number of processors. An application
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is scalable when its efficiency is maintained when we increase the number

of processors and the size of the problem proportionally. The isoefficiency

equation [11] which is expressed by T (n, 1) = E(n,p)
1−E(n,p)

((p−1)σ(n) +pκ(n, p))

is a parallel performance metric to measure scalability.

It is worthwhile to know what portion of a code is inherently sequential but

the direct approach requires a thorough code inspection which could be very

time-consuming. Therefore, it would be useful if we could have a rough

approximation of the inherently sequential portion. In the next proposition,

we give a means for estimating such an approximation. Although we didn’t

need to use this proposition, it would be useful for other applications. If we

define δκi = κ(n, p+ i+ 1)− κ(n, p+ i), then it’s reasonable to expect that

δκ0 be close to δκ1. If we assume that δκ1 = δκ0, we can derive a rough

approximation for σ(n):

Proposition 2.2.1. If δκ1 = δκ0, then we have

σ(n) = T (n, 1)− T (n, p+ 2)− 2T (n, p+ 1) + T (n, p)
1
p
− 2

p+1
+ 1

p+2

Proof. It follows from δκ1 = δκ0 that

T (n, p+ 1)− T (n, p) + φ(n)

(
1

p
− 1

p+ 1

)
=

T (n, p+ 2)− T (n, p+ 1) + φ(n)

(
1

p+ 1
− 1

p+ 2

)
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which implies

φ(n) =
T (n, p+ 2)− 2T (n, p+ 1) + T (n, p)

1
p
− 2

p+1
+ 1

p+2

For a heterogeneous system, let P = {p1, ..., pm} be the set of all available

processors and X be a subset of P, then we can define

T (n,X) = σ(n) + φ(n,X) + κ(n,X)

In order to find an expression for φ(n,X), we need to ask why we replaced

φ(n) with φ(n)
p

in the homogeneous case. The simplifying assumption is

that φ is a homogeneous function of degree 1 and consequently we have

φ(n
p
) = 1

p
φ(n). Since the computational power of each processor was identi-

cal, it made sense to assign n
p

amount of work to each processor. To generalize

this simple model to heterogeneous case, we denote the time that processor pi

needs to process n workload corresponding to the inherently sequential and

parallelizable sections of the program σ and φ by σi(n) and φi(n) respectively.

We define φ(n,X) = max
1≤i≤|X|

{φi(αin)} where αi ∈ [0, 1] and

|X|∑
i=1

αi = 1.

If we further assume that φ is a homogeneous function of degree k then

φ(n,X) = max
1≤i≤|X|

{αki φi(n)}. An expression for κ(n,X) depends on the

weighted communication graph and other factors. We can restate the formula

14



as follows:

T (n,X) = σ(n) + max
1≤i≤|X|

{φi(αin)}+ κ(n,X)

By using the above expression, we can derive analogous formulae of speedup,

efficiency, Karp-Flatt metric, isoefficiency metric, Amdahl’s and Gustafson’s

law for heterogeneous parallel systems. The choice of a processor for the

sequential time can be difficult. In the homogeneous case, we usually consider

the best sequential time. Similarly, we can pick a processor that has the

highest computational power and use this processor for the sequential time

in the definition of speedup.
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Chapter 3

Profiling

In order to measure runtime characteristics for any section of the source

code easily, a profiling toolkit is necessary. This chapter discusses some

implementation details of a profiling toolkit that we designed for EXN-Aero

CFD solver. The EXN-Aero CFD solver is a CFD solver owned by UNB.

The novelty of the software platform EXN is that it employs a cell-based (a

cell is a collection of control volumes that share similar attributes) mapping

module (CBMM) to detect computer resources available and optimizes the

distribution of application tasks across the available resources.

3.1 Profiler

There are many commercially available general purpose profiling toolkits

such as TAU (Tuning and Analysis Utilities), IBM HPCT (IBM High Perfor-
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mance Computing Toolkit), PAPI (Performance Application Programming

Interface), HPCToolkit (developed at Rice University), etc. There are also

many specialized profilers such as CUPTI (NVIDIA CUDA Profiling Tools

Interface), PGPROF (Portland Group Profiler), ompP (OpenMP Profiler),

etc. General purpose profiling toolkits can be used for any software or hard-

ware architecture while specialized profilers are designed to measure runtime

for certain software or hardware architectures. For example, CUPTI is suit-

able for measuring runtime of tasks which are assigned to NVIDIA GPUs.

Unfortunately, many of the aforementioned profilers incur high overhead.

Furthermore, they do not provide the information that we are looking for

such as standard deviation across runtime of tasks or a list of dependencies

between different tasks. For these reasons, a profiling tool is designed for

EXN-Aero CFD solver to facilitate measurements.

Several factors need to be considered in designing a profiler. One being the

distinction among tasks which are parallelized and tasks which are not be-

cause the runtime of a parallelized task needs to be divided by the number

of used threads. One can also consider more subtle distinctions similar to

Steiner’s taxonomy of tasks [48] which was developed to distinguish different

types of tasks assigned to groups of people (as opposed to groups of proces-

sors or threads) to study group dynamics. Other than the two well-known

types of Unitary (inherently sequential), and Divisible (parallelizable); tasks

can also be categorized into Optimizing, Additive, Disjunctive, Conjunctive,

17



Compensatory, etc. For example, one can think of a disjunctive task as a

task that is surrounded by an OpenMP single directive (e.g. #pragma omp

single in C or !$OMP SINGLE in Fortran) while a conjunctive task is being

executed by different threads, e.g. a task that is surrounded by an OpenMP

parallel directive (e.g. #pragma omp parallel in C or !$OMP PARALLEL

in Fortran). As another example, one can think of summation as an additive

task where works of different threads will be added together to produce the

final result, e.g. tasks of this type can be performed by the MPI (Message

Passing Interface) function named MPI-Reduce.

Many scientific computing applications use GPUs as coprocessors to handle

computationally intensive tasks. Since our cluster consists of CUDA-enabled

GPUs, the profiler should be able to distinguish and measure sections of

the code that are being run on CPUs and sections that are being run on

CUDA-enabled GPUs. If multiple kernels are to be launched in parallel,

CUDA streams must be used. A stream refers to a single operation sequence

on a GPU device. If only one kernel is invoked, the default stream, stream

zero, is used and if n kernels are invoked in parallel, n streams need to be

used. The runtime of a kernel can be measured by cudaEventRecord(), but

recording the events is done through the default stream (stream zero) and

the default stream is blocking. Therefore, other streams will be interrupted

by stream zero during the measurement. As a consequence, measurement of

GPU runtime can negatively affect the real runtime to some extent. Typi-
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cally, the effect is negligible for many programs. However, for highly iterative

algorithms where the runtime at each iteration is a small value, the effect

of frequent measurement can be devastating. In these cases, the situation is

similar to quantum Zeno effect (a.k.a. Turing paradox) in physics [36]: “One

can freeze the evolution of the system by measuring it frequently enough in

its initial state”. These difficulties are absent in CPU runtime measurements.

The following example demonstrates the usage of the profiler which is written

in Fortran 2003 in measuring sections of code that are being run on CPU:

call profi le (sim, ’ start ’ , ’ solve hydro/p’ ,omp get thread num())

call solve hydro(sim, ’p ’ ,cg ,cb, cl array , ncells , in array , nints ,phys,

phys%rz ,phys%iz ,phys%cz , shared ,shd permesh, shared logic , ierr )

call profi le (sim, ’stop ’ , ’ solve hydro/p’ ,omp get thread num())

The profiler measures the runtime of the subroutine solve-hydro and stores

the results in the database. The following table shows the runtime of different

subroutines including the subroutine solve-hydro.
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Figure 3.1: Output of profiler in SQLite database when semi-offline flag is
set to true

In Figure 3.1, Number-of-calls is the product of the number of threads and

the number of iterations. For example, we already know that problem-solve is

iterated just once and consequently the number 4 in Number-of-calls column

for problem-solve indicates that there are 4 threads. As another example,

we conclude that calc-mgcoeff is being iterated 364
4

=91 times. The column

Supertask-number shows the caller of a task. For example, calc-grad/p is

a subtask (child in the task dependency graph) of hydro-solve/uvw. If we

denote the time of a particular task by T (thread number, iteration number),

then CPU-sum-of-duration-over-total-calls is calculated as follows:

20



CPU-sum-of-duration-over-total-calls =
n∑
j=1

m∑
i=1

T (i, j)

m

and Average-duration-over-total-calls is calculated by

Average-duration-over-total-calls =
CPU-sum-of-duration-over-total-calls

n

where m is the total number of threads and n is the total number of itera-

tions of the particular task, i.e. Number-of-calls = m× n.

Therefore, the column Average-duration-over-total-calls shows the average

runtime. For example, calc-mgcoeff is being called 91 times and its runtime

sum which is equal to 0.0753 is recorded in CPU-sum-of-duration-over-total-

calls column and if we divide this number by 91 we get the number 0.0008.

Figure 3.2 shows the rest of the columns.
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Figure 3.2: Output of profiler in SQLite database when semi-offline flag is
set to true-the rest of the columns

The column Overall-runtime-percentage shows the percentage of each task

with respect to the longest task containing all other tasks which is problem-

solve in this case. The column Supertask-runtime-percentage contains the

runtime percentage of each task with respect to its immediate supertask

(parent). The Standard-deviation column includes the standard deviation

from the average runtime. This table is created if one sets either offline

flag or semi-offline flag to true in the source code. The difference between

semi-offline flag and offline flag is that offline flag has the extra feature of

saving the runtime of individual calls together with their thread numbers in

a separate table as can be seen below (Figure 3.3). There is another flag

named online flag which doesn’t save the data in the database and the data
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Figure 3.3: Output of profiler in SQLite database when offline flag is set to
true

can be used in making decisions at runtime if necessary. For example, such

data can be used in iterative algorithms for choosing the optimal number of

threads per block in CUDA capable GPUs.

To measure sections of code that are being run on GPU, the profiler can be

called by ’GPU’ flag as demonstrated below:

call profi le (sim, ’ start ’ , ’cudaMemcpyAsync’ , cl%attr%device num, ’GPU’)

istat=cudaMemcpyAsync( cl%lv(p)%wrk, dcl%lv(p)%wrk,1 , dcl%stream)

call profi le (sim, ’stop ’ , ’cudaMemcpyAsync’ , cl%attr%device num, ’GPU’)

which results in the following table (Figure 3.4):
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Figure 3.4: Output of profiler in SQLite database when offline flag is set to
true and GPU flag is used

The overhead of the profiler depends on many factors such as the section of

code that’s being profiled and the total number of calls to the profiler. For

example, if we set the semi-offline flag to true then for a cylinder mesh of

size 476654 with 100 time steps the profiler takes 5.8 seconds (2.9 percents of

196.9 seconds runtime) and if we raise the number of time steps to 200 then

the profiler takes 22.8 seconds (5.5 percents of 410.9 seconds runtime). For

larger meshes, the runtime increases significantly and therefore the overhead

percentage of the profiler decreases significantly.

Profiler can be a useful tool for performance testing and regression testing.

For example, the profiling data is used in [7] to test the performance of a

novel algorithm.
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Chapter 4

Load Balancing Strategy

The solutions of many fundamental problems in high performance computing

(HPC) such as load balancing depends on the behaviour of runtime function

with respect to certain parameters. For complicated programs, it is diffi-

cult to obtain the exact runtime function because each program consists of

many subprograms each of which, in turn, may consist of many subprograms.

Therefore, the exact runtime function is usually a sum of many different

functions, e.g. some of them might be algebraic and others might be tran-

scendental. On the other hand, interpolation techniques yield approximating

functions which are often quite different from the exact runtime function in

structure. For example, one can approximate a function that has a single ex-

tremum with another function that has many extrema, e.g. a trigonometric

function.
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The difficulty in obtaining the exact runtime function demands indirect

approaches such as the well-known graph-partitioning method which was

briefly introduced in Chapter 1. The fundamental assumption behind graph-

partitioning methods is that the exact runtime function has the minimum

value when computation and communication among tasks are distributed

evenly among resources. Since this assumption is typically valid, having

access to the runtime function is not necessary. The literature on graph-

partitioning and load balancing is vast. For an overview of different load

balancing techniques, we refer the reader to [3, 17]. The term load balancing

can be illusive because the goal is to balance both computation and commu-

nication and not just computation. The term heterogeneous (a system that

uses more than one kind of processing unit) is also ambiguous. There are

at least three different types of heterogeneity: 1) processors with different

capabilities such as a cluster with different CPUs, 2) processors and coproces-

sors such as a cluster of CPUs and GPUs where processors are identical (i.e.

have identical or very similar computational capabilities) and also coproces-

sors are identical, and 3) a truly heterogeneous system where processors and

coprocessors are all dissimilar. These discrepancies are important because

communications among processors are often fast while coprocessors often

(with some exceptions such as peer-to-peer (P2P) memcopies) need to com-

municate through processors which slows down the communication speed.

Communication management systems have been developed to address this

issue [21, 22, 23, 33, 52].
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Load balancing models are often graph-based where there are two graphs, one

is the (node/edge weighted) graph of processes and another is the (node/edge

weighted) graph of processing units. We use the term processing unit to re-

fer to both processors and coprocessors. The goal is to map the graph of

processes to the graph of processing units so that the runtime function is

minimized. This mapping is often called process mapping while the term

topology mapping is usually reserved for mapping processes to processing

units to efficiently utilize interconnection network topology without taking

into account computational costs [18]. Since process mapping requires par-

titioning the processes graph, the term graph partitioning sometimes is used

instead of process mapping. Since graph partitioning is NP-complete, vari-

ous approximation algorithms have been designed to optimally partition the

graph [4, 5, 27, 28, 32, 37, 45, 46, 47] and numerous graph partitioning soft-

ware packages have been developed such as Chaco [16], DIBAP [35], JOSTLE

[49], METIS [26], PaGrid [19], PARTY [41], SCOTCH [39], etc.

The aforementioned software packages are useful if the interplay or tradeoff

among different criteria such as computation, communication, and overlap

between communication and computation is quantified. However, quantifica-

tion of the tradeoff is both problem-specific and input-dependent. To address

this particular issue and load balancing problem for heterogeneous systems in

general, we introduce a step-by-step procedure for designing load balancing
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models for heterogeneous systems. Furthermore, we apply this procedure to

design a model for a computational fluid dynamics (CFD) application.

4.1 Design of Load Balancing Models

The high-level description of steps for designing a load balancing model are

as follows:

1) Identify the parameters that are influential in minimizing the runtime.

2) For each group of similar parameters, determine the objective function

that needs to be minimized together with appropriate constraints. As we

mentioned before, the existence of multiple objective functions demands

a third step to reconcile the opposite goals.

3) Design a scoring function to reconcile the opposite goals.

4) Loop through different partitions, find their scores one by one and pick

the partitions that has the best score. This step can be thought of as a

way to merge different solutions of minimization problems in step 2 into

a single optimal solution.

To illustrate the procedure, we apply it to the process mapping problem:
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Let’s represent a graph as a 4-tuple where the first and second elements

are the sets of vertices and edges and the third and fourth elements are

the sets of weights for vertices and edges respectively. With this notation,

let G1 = (V1, E1,WV1 ,WE1) be the process graph where WV1 and WE1 are

the sets of weights for vertices and edges respectively. Similarly, we have

a weighted graph for the network G2 = (V2, E2,WV2 ,WE2) and a mapping

between them π : V1 −→ V2. We assume that both graphs are undirected

and that weights are positive. Let |V1| = n and |V2| = m and assume we

have chosen k processing units out of m for mapping. We can formulate this

problem as two minimization problems, minimization of load and communi-

cation. We do not discuss the minimization of communication as we do not

use it in our implementation because of the reason explained in Chapter 1.

The minimization of load can be expressed as follows:

1) Let x = (x1, ..., xk) where xi is the total weight on processing unit i.

2) Define ‖x‖ =

√√√√ k∑
i=1

wix
2
i where wi ∈ WV2 is positive and is the reciprocal

of the computational power of the processor i. We would like to minimize

‖x‖:

min
x∈Rk
‖x‖
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subject to
k∑
i=1

xi = W

where W =
∑

w∈WV1

w. By the method of Lagrange multipliers, we can set

f(x1, x2, ..., xk, λ) =
1

2
‖x‖2 + λ

(
k∑
i=1

xi −W

)

which has the following gradient

∇f(x1, x2, ..., xk, λ) = (w1x1 + λ, ..., wkxk + λ,
k∑
i=1

xi −W ) = 0

which yields

x = [
W
k∑
i=1

w1

wi

, ...,
W
k∑
i=1

wk
wi

]

This is similar to the partition problem [31] but the size of partitions are no

longer equal.

Example 4.1.1. Assume we have three processors with computational powers

c1 = 8, c2 = 4, c3 = 2 and assume that the total load is W = 70. We first

set the weights w1 = 1
8
, w2 = 1

4
, w3 = 1

2
and then use the formula:

x = [
70

1
8
1
8

+
1
8
1
4

+
1
8
1
2

,
70

1
4
1
8

+
1
4
1
4

+
1
4
1
2

,
70

1
2
1
8

+
1
2
1
4

+
1
2
1
2

] = [40, 20, 10]
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which is what we expect intuitively.

3) In this step, we need to design a scoring function to reconcile opposite

goals. In this context, scoring function is just a simple function that assigns

a score to an assignment pattern (by an assignment pattern, we mean the

way that we distribute tasks among resources) and should not be confused

with the concept of scoring function in statistics and information theory. As-

sume that we have an assignment pattern with the total load imbalance of

x1 units and the total communication imbalance of y1 units, we can run the

program for this assignment pattern and record the runtime t1. In our im-

plementation, we replace the communication imbalance with the imbalance

in the number of assigned tasks to GPUs. Here, we are just describing the

scoring function. The runtime t1 can be decomposed into tx1y1 + c where

tx1y1 is the time caused by the imbalance (i.e. t00 = 0) and c is the fixed

time that program takes irrespective of load and communication imbalance.

Since load balancing has no impact on c, we are interested in minimizing the

value of tx1y1 . For a given input, we can try different assignment patterns and

record the runtime of each pattern. This results in a sequence of the form

(x1, y1, t1),...,(xr, yr, tr) where r =
(
d+2
d

)
and consequently we can approxi-

mate the underlying function by an interpolation formula such as bivariate

Lagrange interpolation. We used the Lagrange interpolation but one can use

any other bivariate interpolation technique. In general, a bivariate polyno-

mial of degree d is of the form f(x, y) =
∑
i+j≤d

aijx
iyj. For example, a degree

1 polynomial is of the form f(x, y) = ax+ by + c and a degree 2 polynomial
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is of the form f(x, y) = ax2 + by2 + cxy+dx+ ey+f . Here, we only consider

degree 1 polynomials (a higher degree polynomial may increase the accuracy

but it incurs a higher overhead). For a given input of the program, we try

three different assignment patterns which enables us to interpolate a degree 1

function for the given input. We repeat this process for other inputs and find

the coefficients ai, bi, and ci for each input i. After repeating the calculations

for a certain number of candidate inputs, we find the arithmetic means of

the coefficients (in our example, ā = a1+...+an
n

, b̄ = b1+...+bn
n

, c̄ = c1+...+cn
n

), the

function we get is our penalty function f̄ = āx + b̄y + c̄. We can define the

scoring function by S(x, y) = −(f̄(x, y) − c̄). This scoring function can be

hard-coded into source code.

4) Loop through different assignment patterns exhaustively, find their scores

one by one and pick the pattern that has the best score. This step doesn’t

need to be brute-force. If time complexity is high, one can loop through

a set of candidate assignment patterns instead. For example, if we have 5

tasks and 3 resources, instead of 5 assignment patterns (ignoring the order

when dealing with identical resources) of (0,0,5), (0,1,4), (0,2,3), (1,2,2), and

(1,1,3), one can only consider three assignment patterns of (0,2,3), (1,2,2),

and (1,1,3) by arguing that having high scores for the patterns (0,0,5) and

(0,1,4) is less likely.

Dilation and congestion are two other relevant metrics in process mapping.
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Dilation is defined by

∑
u,v∈V1

dG2(π(u), π(v))w(u, v)

where w ∈ WE2 , and dG2(π(u), π(v)) is the shortest distance between vertices

π(u) and π(v). Congestion for an edge e ∈ E2 is defined by

∑
u,v∈V1

Pe(u, v)

where Pe(u, v) is the probability that any of the routes from u to v crosses the

edge e [17]. Since Pe(u, v) is often unknown, one can assign same number

of processes to each processing unit to reduce the congestion. Number of

processes on each processing unit is sometimes called concentration factor

[1].

4.2 Application in Designing a Load Balanc-

ing Model for EXN-Aero CFD Solver

EXN-Aero CFD solver employs a novel cell based mapping module (CBMM)

to represent a typical CFD problem such as simulation of flow over a cylin-

der in an abstract and object-oriented way which also facilitates the load

balancing problem [10]. In this method, cell objects which correspond to

blocks in CFD General Notation System (CGNS) are defined. Cell objects
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encapsulate the data for a collection of control-volumes that share similar

attributes. Interface objects (correspond to connection list among blocks)

encapsulate the data for inter-cell interactions and interaction between a cell

and an external input such as a boundary condition. In three dimensions,

the load of a cell is its volume and the load of an interface is its area.

The goal is to find an optimal distribution of cells and interfaces among

processing units so that the runtime function attains its minimum. As the

name ”load balancing” suggests, balancing the load among computational

resources is one of the important factors. CBMM is designed in such a way

that cells are usually assigned to CUDA-enabled GPUs and interfaces are

assigned to CPUs; although it is possible to assign both cells and interfaces

to CPUs, the increase in runtime would be quite significant. Since CUDA

allows asynchronous data transfer in which control is returned to the host

thread before the work is finished by the device, another important factor is

the overlap between computation and communication. It turns out that the

number of cells assigned to each GPU plays a role in the overlap between

communication and computation. As mentioned in Chapter 1, we noticed

that assigning identical number of cells to each GPU would increase the over-

lap between communication and computation.

When cells are on GPUs and interfaces are on CPUs, we only take into ac-

count two influential factors in load balancing, the amount of load imbalance
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and the amount of imbalance in the number of cells assigned to each GPU

which we call cardinality imbalance for the sake of brevity. When cells and

interfaces are all assigned to CPUs, balancing the communication volume

becomes more crucial but the speedup gained by using GPUs is significant

enough that we do not concentrate on this case. Nevertheless, this case can

also be solved by following the same general procedure outlined earlier (we

would need to replace the cardinality imbalance with communication volume

imbalance).

Assume that we have k processing units with identical computational capa-

bilities. The parameters can be represented as follows:

N = (N1, ..., Nk)

L = (load1, ..., loadk)

where Ni is the total number of cells on the processing unit i and loadi is

the total load of cells on the processing unit i. To simplify the notation

further, we can use the vector W = (N,L) in R2k
≥0 where R≥0 = {x ∈ R : x ≥

0}. In an HPC environment, the number of processing units is often large

which makes the load balancing problem difficult due to the so called curse

of dimensionality. Therefore, it is necessary to find a way to simplify the

problem. We are looking for the minimum of the runtime function T which

is a map from R2k
≥0 to R≥0:
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min
W∈R2k

≥0

T (W )

subject to
k∑
i=1

Ni = N,

k∑
i=1

loadi = Load

where N is the total number of cells and Load is the total load of cells. Since

we don’t have the runtime function, we are not able to solve this constrained

minimization problem. Nevertheless, we can think of the Euclidean norm of

the vector W as the amount of work given to the processing units. Since

there is a tradeoff between communication and computation, there is a cou-

pling between the two vectors L and N . This coupling will be studied in the

next section under the title of ”Scoring Function”.

If we ignore this coupling (tradeoff), the runtime function T (W ) attains

its minimum wherever ‖W‖ attains its minimum and we can reduce our

minimization problem which involves an unknown and complicated runtime

function to a least-norm problem. By the method of Lagrange multipliers, it

turns out that the following least-norm problem:

min
W∈R2k

≥0

‖W‖

subject to
k∑
i=1

Ni = N,
k∑
i=1

loadi = Load
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has the following optimal solution:

W =

[
N

k
, ...,

N

k
,
Load

k
, ...,

Load

k

]
We can assign dN

k
e cells to N − kbN

k
c number of resources and bN

k
c cells to

kdN
k
e −N number of resources. The distribution of loads can be formalized

as a partition problem, even a 2-partition problem is NP-complete [34] and

we are dealing with a multi-way partition problem [29, 30, 31]. Therefore,

we need to use an approximation algorithm. In practice, we implemented

the greedy heuristic.

4.2.1 Scoring Function

In this section, we calculate the coefficients of the scoring function. We first

introduce some of the parameters of EXN-Aero CFD solver. In EXN-Aero

CFD solver, delta time is the incremental change in time for which the gov-

erning equations are being solved. For example, if the delta time is set to

0.01, then the solver proceeds up to 100 time steps. Simulation time can be

used to halt the solver before the solver completes its execution. For exam-

ple, if the delta time is set to 0.01 and the simulation time is set to 0.1, then

the solver advances 100×0.1=10 time steps instead of 100 time steps. There

is an option to choose between single and double precision computations.

Another important factor that has an impact on runtime is the structure

of the mesh; in particular, whether the mesh is structured or unstructured.

37



In EXN-Aero CFD solver, the time-consuming computations are done in a

subroutine named problem-solve. Therefore, we focus on measuring the run-

time of this subroutine. We calculate cell load (cardinality) imbalance by

summing the absolute values of the difference between the load (number) of

allocated cells to each compute node and the average load (number) where

the average load (number) is the total load (number) of cells divided by the

number of compute nodes.

Two types of deviations (note that in Figures 4.2, 4.3, and 4.4, they are re-

ferred to as errors) are calculated, RMS deviation which is an abbreviation

for root-mean-square deviation and the maximum deviation. RMS deviation

is calculated by computing the Euclidean distance of the vector of loads of

allocated cells to each compute node from the average load vector, dividing

the resulted value by the number of compute nodes, taking the square root

and finally multiplying the result by 100

average load
. Furthermore, the max-

imum deviation is calculated by finding the compute node whose total cell

load has the greatest difference from the average load and then multiplying

this difference by 100

average load
. In Table 4.1, we have a number of struc-

tured meshes for cylinder and turbine; MP stands for million points (number

of control volumes). An example of a cell is depicted in Figure 4.1.
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Figure 4.1: Depiction of cell, interface, control volume, node, and face

Table 4.1: Delta time=0.001, Simulation time=0.02, Structured, Single pre-
cision, CPU=4, GPU=4, Time represents the problem-solve time which is
measured in seconds.

By using an interpolation technique such as bivariate Lagrange interpolation,

one can find the following equations,

f1(x, y) =
21

2281861
x+

6712114

2281861
y +

887386949

2281861
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f2(x, y) =
51

664313
x+

20261295

1328626
y +

153985440

664313

f3(x, y) =
25

3002
x+

835

79
y +

887

79

f4(x, y) =
1

397728
x+

756391

116004
y +

4986853

29001

corresponding to Cylinder25MP, Cylinder10MP, Cylinder1MP, and Turbine5MP

respectively. By taking an average among coefficients, we get the following

polynomial:

f̄(x, y) = 0.0021040674537x+ 8.8203317237596y + 200.9665664781294

The scoring function is defined by S(x, y) = −(f̄(x, y) − c̄). We can now

examine the application of the scoring function in selecting an assignment

pattern:

The first assignment pattern gives priority to the even distribution of the

number of cells among GPUs:
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Figure 4.2: First pattern, Delta time=0.001, Simulation time=0.03, Struc-
tured, Single precision, CPU=5, GPU=5

The second assignment pattern gives priority to the even distribition of loads

among GPUs:

Figure 4.3: Second pattern, Delta time=0.001, Simulation time=0.03, Struc-
tured, Single precision, CPU=5, GPU=5
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The third assignment uses the penalty values to assess which pattern is bet-

ter:

Figure 4.4: Third pattern, Delta time=0.001, Simulation time=0.03, Struc-
tured, Single precision, CPU=5, GPU=5

In Table 4.2, the first, second, and third rows correspond to the first, second,

and third assignment patterns respectively. The third assignment pattern

which is based on penalties produces the shortest runtime. Here, time rep-

resents the problem-solve time which is measured in seconds:

Tabel 4.2: Runtime of problem-solve for different patterns, Delta time=0.001,
Simulation time=0.03, Structured, Single precision, CPU=5, GPU=5

An interesting question is whether we can improve the load balancing by

42



splitting the cells. The difficulty is that by splitting the cells we create extra

interfaces and it is not clear whether this approach reduces the runtime or

not. We explore this problem in the next section.

4.2.2 Cell Splitting

Cell splitting is a complicated problem. Some important issues are the direc-

tion of splitting, the extent of splitting, and the collective effect of splitting

on runtime in terms of the number and the load of new cells and interfaces.

To formulate the problem, we have a vector W which has a corresponding

runtime T (W ) and we want to know if it is possible to produce a vector V

by splitting the cells such that T (V ) < T (W ). The great obstacle is that we

want to know this information before the program has completed its execu-

tion and therefore we don’t have access to T (W ).

Assuming that cells are assigned to p processing units and interfaces are as-

signed to q processing units, the vector W is of the form (NC,LC,NI, LI)

where NC, LC ∈ Rp
≥0 are vectors with components representing the number

and the load of cells assigned to resources respectively, and NI, LI ∈ Rq
≥0

are vectors with components representing the number and the load of in-

terfaces assigned to resources respectively. In order to deal with the curse

of dimensionality, we consider W̃ = (‖NC‖, ‖LC‖, ‖NI‖, ‖LI‖) where ‖‖ is

the Euclidean norm; this step can be regarded as a dimension reduction step.

Since components of the vector W̃ have different units, we divide the norm
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of each vector by the summation of its components:

W =

 ‖NC‖p∑
k=1

nck

,
‖LC‖
p∑

k=1

lck

,
‖NI‖
q∑

k=1

nik

,
‖LI‖
q∑

k=1

lik


This step can be regarded as a non-dimensionalization step. The runtime

function can be interpolated by a degree one function T (w, x, y, z) = aw +

bx + cy + dz + e. If we have access to T (W ) and T (Wj), then T (Wj) for

any vector Wj can be expressed as a scalar multiple of T (W ), i.e. T (Wj) =

αjT (W ) where αj ∈ R+. Furthermore, we can find T (w, x, y, z) by solving

the equation Ax = b where

A =



w11 w12 w13 w14 1

w21 w22 w23 w24 1

w31 w32 w33 w34 1

w41 w42 w43 w44 1

w51 w52 w53 w54 1


, x =



a

b

c

d

e


, b́ =



1

α1

α2

α3

α4


, b = T (W )b́

where the vectors W2, W3, W4, W5 can be derived from a database or gen-

erated artificially in the absence of a database by modifying the vector W

such that A is invertible. We can find T (V ) as follows
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T (V ) =< V , x >=< V , T (W )A−1b́ >=< V ,A−1b́ > T (W ) = βT (W )

Therefore, we split the cells if β < 1. The calculation is doable if we have

the values for α1, α2, α3, and α4. These values can be either derived from a

database or they can be predicted by a regression method such as Gaussian

process regression in the absence of a database. The general idea in regres-

sion is to choose a metric to measure the similarity between W and Wj and

use this metric to find the expected value of T (Wj) given the value of T (W ).

A large training set usually implies a more accurate prediction. If we want

to have a highly accurate prediction we need to generate a database for each

input which is not practical because it is time-consuming. But, we do not

need highly accurate results because as soon as T (V ) is greater than T (W )

we can reject V and keep W and we don’t need to know the exact value of

T (V ) to make a decision.

In the worst case scenario, if V and W are close to each other such that we

inaccurately predict T (V ) < T (W ), then the prediction error would incur

a small cost because we expect a relatively continuous behavior for runtime

function which means that T (V ) could only be slightly greater than T (W ).

Therefore, we expect relatively accurate predictions as long as regression er-
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ror is not huge.

We briefly describe the Gaussian process regression [42, 43, 51]. A Gaussian

process is a collection of random variables, any finite number of which have

joint (multivariate) Gaussian distributions. Furthermore, a Gaussian process

can be fully specified by its mean and covariance functions denoted by m(x)

and k(x, x́) respectively.

The Gaussian process regression method defines a prior over functions which

can be converted into a posterior over functions once we have seen some data.

For example, if we want to predict an output function f∗ given a training set

D = {(xi, f(xi)) : i = 1, ..., n} and a test set X∗ and in the presence of noise

ε, we have y = f(x) + ε where ε ∼ N (0, σ2
y). In this case, Ky = K + σ2

yIn

and the posterior is given by:

P (f∗|X∗, X, y) = N (µ,Σ) where

µ = KT
∗ K

−1
y y

Σ = K∗∗ −KT
∗ K

−1
y K∗

where K = k(X,X), K∗ = k(X,X∗), K∗∗ = k(X∗, X∗) and k is a covariance

function. A common choice ([38, p. 274]) for a covariance function is the

squared exponential (SE) kernel:
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k(x, x́) = σ2 exp(− 1

2l2
(x− x́)2)

We choose this kernel for regression. For different types of regression and

their applications in runtime prediction, we refer the reader to [20]. The

squared exponential kernel for vectors is of the following form:

k(W,V ) = σ2 exp(−1

2

2p∑
k=1

(wk − vk)2

l2k
)

where hyper-parameters σ and lk can be found either by maximization of

marginal likelihood or by trial and error.

If we set σ = 1, then the values of the kernel are in [0,1] interval. Therefore,

we must consider vectors Wj that satisfy the inequality ‖Wj‖ < ‖W‖ to have

accurate predictions.

We set αj = k(Wj,W ), i.e. the test set includes only the vector Wj and the

training set includes only the vector W that we already described; we then

solve the system Ax = b and compute T (V ). Table 4.3 and Table 4.4 show

the computed scale β for different meshes:
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Table 4.3: The decision on cell-splitting when 3 CPUs and 3 GPUs are used,
Delta time=0.001, Simulation time=0.02, Structured, Single precision, Time
represents the problem-solve time which is measured in seconds.

Table 4.4: The decision on cell-splitting when 5 CPUs and 5 GPUs are used,
Delta time=0.001, Simulation time=0.02, Structured, Single precision, Time
represents the problem-solve time which is measured in seconds.

4.2.3 Double Precision Cells

In the CFD solver, programs can be run in single or double precision. Run-

ning in double precision decreases round-off errors and produces more accu-

rate results but it takes more time as shown below. We let the CFD solver

run completely; time is measured in seconds.
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Table 4.5: Comparison of single and double precision runtime, Time
step=0.001, Simulation time=0.01, Structured

Imagine a cell of load 100 in single precision requiring 100 seconds of pro-

cessing time. If the same cell in double precision requires 1000 seconds of

processing time, then processing a double precision cell of load 100 takes the

same time as processing a single precision cell of load 1000
100
× 100. This is

the idea behind finding the ratio as done in the above; moreover, the above

calculations show that this ratio depends on the number of resources used

and the load of cells. By interpolation, we derive the following equation:

f(x, y, z) = −0.2355970911x+0.2074807506y+7.764921511×10−9z+1.216825099

where x is the number of CPUs, y is the number of GPUs, and z is the total

load of cells. For any double precision cell of load z, we calculate f(x, y, z)

and change the load of cell to zf(x, y, z). Therefore, we can think of a double
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precision cell of load z as a single precision cell of load zf(x, y, z).

4.2.4 Unstructured Cells

It is expected that unstructured meshes require more computation time than

structured meshes. To test this hypothesis, we use two structured and two

unstructured meshes with the same number of cells that are close in number

of interfaces, total load of cells and total load of interfaces. We test four

cylinder meshes with the following characteristics:

Table 4.6: Characteristics of unstructured versus structured cylinder meshes

We let the CFD solver run completely. The following table shows the runtime

and the ratio of runtime for each mesh:

Table 4.7: Runtime and ratio of unstructured versus structured cylinder
meshes, Time step=0.001, Simulation time=0.05

By interpolation, we derive the following equation:

50



f(x) = 6.5716321238× 10−8x+ 1.05732564798

For any unstructured cell of load x, we calculate f(x) and change the load

of cell to xf(x). Therefore, we can think of an unstructured cell of load x as

a structured cell of load xf(x).
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Chapter 5

Experimental Validation

In this chapter, we test the new load balancing method which was introduced

in the previous chapters and compare it with the old method which only takes

into account the balance of load without considering communication, preci-

sion (single or double) and the type of mesh (structured or unstructured).

Our concentration is on the load balancing in the presence of GPUs due to

the significant speedup gained by the usage of GPUs. The compute node that

we use consists of 8 Tesla K80 GPUs. The Tesla K80 GPU is a dual GPU

board that has 24 GB of memory, bandwidth of 480 GB/sec, 2.91 Tflops peak

double precision floating point performance, 8.74 Tflops peak single precision

floating point performance and 4992 cores.

The compute node also consists of 24 CPUs (Intel(R) Xeon(R) E5-2643 v2,

25600 KB Cache, 3.50 GHz). If we denote the number of CPUs and GPUs

used by a pair (i, j) where i = 1, ..., 24 and j = 0, ..., 8 then there are po-
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tentially 24 × 9 = 216 cases to test for each mesh. Since it is not practical

to test all the cases, we only test 12 cases, namely (4,2), (4,3), (8,4), (8,6),

(8,7), and (i, i) where i = 2, ..., 8. We chose these 12 cases because clusters

typically have more CPUs than GPUs and there are often numerous users.

Therefore, users have to use less GPUs comparing to CPUs to leave some

GPUs available for others.

This chapter is divided into five sections. In the first section, we illustrate the

resulting flow for few meshes. In the second section, we consider the overhead

of the proposed load balancing method and the effect of GPUs on runtime.

In the third section, we test structured meshes of different sizes, namely the

cylinder meshes of sizes 1 MP, 5 MP, 10 MP, and 25 MP in both single and

double precision. In the fourth section, we test hybrid (structured combined

with unstructured) meshes of different sizes, namely the submarine meshes of

sizes 5 MP, 10 MP, 24 MP, and 26 MP in both single and double precision.

In the tests, we ran the old load balancing program without splitting the

cells to have a fair comparison with the new load balancing program because

splitting the cells creates extra interfaces and increases the runtime in most

cases. In the last section, we have a brief discussion on code maintenance.

5.1 Resulting Flow

As an example, we illustrate one structured and one hybrid mesh by Par-

aView (a scientific visualization toolkit). Here are the meshes:

53



Figure 5.1: Cylinder 5MP Mesh, Structured

Figure 5.2: Submarine 7MP Mesh, Hybrid

In Figure 5.3, 5.4, 5.5, and 5.6, we can see the velocity and pressure of the
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resulting flow:

Figure 5.3: Velocity for Cylinder 5MP, Structured, Single precision, Time
step=0.001, Simulation time=0.1

Figure 5.4: Pressure for Cylinder 5MP, Structured, Single precision, Time
step=0.001, Simulation time=0.1
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Figure 5.5: Velocity for Submarine 7MP, Structured, Single precision, Time
step=0.001, Simulation time=0.1

Figure 5.6: Pressure for Submarine 7MP, Structured, Single precision, Time
step=0.001, Simulation time=0.1
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5.2 Overhead of Load Balancing and the Ef-

fect of GPUs on Runtime

The following table shows that the overhead of load balancing is negligible in

comparison with runtime of the CFD solver (even for very small meshes, run-

time is typically more than few minutes). The characteristics of the meshes

will be described in the next sections.

Table 5.1: Overhead of cbmm-main in seconds for different meshes, load
balancing is handled in cbmm-main

The use of GPUs results in significant speedup as seen in the following table:

Table 5.2: Cylinder 25MP runtime, Single precision, Time step=0.001, Sim-
ulation time=0.05
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For example, the speedup we gain by using 8 CPUs and 8 GPUs comparing

to 8 CPUs and 0 GPU is 12285.133
1092.403

= 11.2459714959, and the speedup we

gain by using 8 CPUs and 8 GPUs comparing to 1 CPU and 0 GPU is

16737.953
1092.403

= 15.3221411878 which indicates that CPUs play an important as

well.

5.3 Structured Mesh

The characteristics of the meshes are described below:

Table 5.3: Characteristics of cylinder meshes

For each mesh, we compare the runtime of the new load balancing method

which is described in the previous chapters with the one that only considers

the balance of cell load (labeled as the old load balancing method).

Time is measured in seconds and speedup is measured by dividing the run-

time resulting from the old load balancing method by the runtime resulting

form the new load balancing method. Runtime is the runtime of problem-
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solve which is a module that includes computationally intensive modules of

the CFD solver.

In Tables 5.4, 5.5, 5.6, and 5.7, we compared new and old load balancing

methods for single precision cylinder meshes of size 1 MP, 5 MP, 10 MP, and

25 MP respectively.

In all graphs, the horizontal axis represents the number of CPUs and GPUs,

e.g. 30 means 3 CPUs and 0 GPU or 44 means 4 CPUs and 4 GPUs.
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Table 5.4: Cylinder 1MP runtime and speedup, Single precision, Time
step=0.001, Simulation time=0.05

Table 5.5: Cylinder 5MP runtime and speedup, Single precision, Time
step=0.001, Simulation time=0.05
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Figure 5.7: Cylinder 1MP, Single precision, Time step=0.001, Simulation
time=0.05

61



Figure 5.8: Cylinder 5MP, Single precision, Time step=0.001, Simulation
time=0.05
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Table 5.6: Cylinder 10MP runtime and speedup, Single precision, Time
step=0.001, Simulation time=0.05

Table 5.7: Cylinder 25MP runtime and speedup, Single precision, Time
step=0.001, Simulation time=0.05
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Figure 5.9: Cylinder 10MP, Single precision, Time step=0.001, Simulation
time=0.05
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Figure 5.10: Cylinder 25MP, Single precision, Time step=0.001, Simulation
time=0.05
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The experiments show that we gain speedup by using the new load balancing

method. However, we notice that the speedup decreases as the size of mesh

increases. Let’s denote the runtime function resulting form the old load

balancing method by T (θ̄) where θ̄ is a vector of parameters consisting of

the total cells load lc, number of cells nc, number of interfaces ni, etc. The

experiments indicate that the runtime function resulting from the new load

balancing method Tnew(θ̄) satisfies the inequality Tnew(θ̄) ≤ T (θ̄) and we can

assume Tnew(θ̄) = T (θ̄) − f(θ̄) where f(θ̄) is a function of the performance

gain. We conclude from the experiments that lim
lc→∞

f(θ̄)

T (θ̄)
= 0. Therefore, we

have

Speedup = lim
lc→∞

T (θ̄)

T (θ̄)− f(θ̄)
= lim

lc→∞

1

1− f(θ̄)

T (θ̄)

= 1

This explains why the speedup decreases for Cylinder 25MP because f(θ̄)

T (θ̄)

becomes very small when lc increases. It’s worth mentioning that there is

nothing peculiar about lim
lc→∞

f(θ̄)

T (θ̄)
= 0 because T (θ̄) is measured after using

the old load balancing method which only aims to achieve a perfect balance

of load irrespective of communication cost. The new load balancing method

takes into account communication cost as well. Therefore, f(θ̄) is mainly

affected by the communication cost and it doesn’t increase as fast as T (θ̄)

by increasing the load. Nevertheless, f(θ̄) increases rather significantly by

increasing the number of cells as we will see (cf. section 5.3. Hybrid Mesh)

in the case of submarine meshes (they have 40 cells while cylinder meshes
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have 24 cells).

We also notice that by using too many resources for a small mesh, the runtime

increases. For example, we observed that by using 8 CPUs and 8 GPUs for

Cylinder 1MP, the runtime increased from 86.460 seconds for 2 CPUs and 2

GPUs to 475.622 seconds. The reason is that the communication overhead

among resources exceeds the computation gain for small meshes. In other

words, underutilization is as much of a problem as overutilization.

5.3.1 Double Precision

In the following table, all cells are in double precision.

Table 5.8: Runtime and speedup of cylinder meshes, Double precision, Time
step=0.001, Simulation time=0.05

We notice that the gained speedup decreases for double precision cells com-
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paring to single precision cells. This occurs because we can think of a double

precision cell as a single precision cell of larger load. Therefore, changing

from single to double is equivalent (computation-wise) to increasing the cell

load. We explained in the previous section why the gained speedup decreases

as the cell load increases.

In the following table, we consider meshes in which half of the cells are in

double precision and the other half in single precision.

Table 5.9: Runtime and speedup of cylinder meshes, All meshes are mixed
(single/double), Time step=0.001, Simulation time=0.05

The load balancing module detects the double precision cells and multiplies

their load by an appropriate weight; see Section 4.2.3 for further details.

As a result, preference is given to the balance of load rather than the even

distribution of cells among resources (i.e. cardinality balance); see Section

4.2.1 for further details.

5.4 Hybrid Mesh

The characteristics of the meshes are described below:

For each mesh, we compare the runtime of the new load balancing method

which is described in the previous chapters with the one that only considers
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Table 5.10: Characteristics of submarine meshes

the balance of cell load (labeled as the old load balancing method). Time

is measured in seconds and speedup is measured by dividing the runtime

resulting from the old load balancing method by the runtime resulting form

the new load balancing method. Runtime is the runtime of problem-solve

which is a module that includes computationally intensive modules of the

CFD solver. In Tables 5.11, 5.12, 5.13, and 5.14, we compared new and old

load balancing methods for single precision submarine meshes of size 5 MP,

10 MP, 24 MP, and 26 MP respectively. In all graphs, the horizontal axis

represents the number of CPUs and GPUs, e.g. 30 means 3 CPUs and 0

GPU or 44 means 4 CPUs and 4 GPUs.
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Table 5.11: Submarine 5MP runtime and speedup, Single precision, Time
step=0.00001, Simulation time=0.00005

Table 5.12: Submarine 10MP runtime and speedup, Single precision, Time
step=0.00001, Simulation time=0.00005

70



Figure 5.11: Submarine 5MP, Single precision, Time step=0.00001, Simula-
tion time=0.00005
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Figure 5.12: Submarine 10MP, Single precision, Time step=0.00001, Simu-
lation time=0.00005
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Table 5.13: Submarine 24MP runtime and speedup, Single precision, Time
step=0.00001, Simulation time=0.00005

Table 5.14: Submarine 26MP runtime and speedup, Single precision, Time
step=0.00001, Simulation time=0.00005
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Figure 5.13: Submarine 24MP, Single precision, Time step=0.00001, Simu-
lation time=0.00005
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Figure 5.14: Submarine 26MP, Single precision, Time step=0.00001, Simu-
lation time=0.00005
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We observed that the gained speedup for submarine meshes is higher than the

gained speedup for cylinder meshes. Probably, the reason is that submarine

meshes have more cells and interfaces than cylinder meshes (40 and 398

comparing to 24 and 104). To further test this hypothesis, we experiment

with a structured mesh of size 300000 with 9 cells and 42 interfaces:

Table 5.15: Slid 1MP runtime and speedup, Structured, Single precision,
Time step=0.001, Simulation time=0.05

In Table 5.15, the speedup is either a little bit below or above 1. If we

compare Table 5.15 with Table 5.4, we notice that the speedup is higher for

Cylinder 1 MP because Cylinder 1MP has 24 cells and 104 interfaces.
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5.4.1 Double Precision

In the following table, all cells are in double precision.

Table 5.16: Runtime and speedup of submarine meshes, Double precision,
Time step=0.00001, Simulation time=0.00005

We see that speedup decreases for double precision cells comparing to single

precision cells for the same reason mentioned in the case of cylinder meshes.

In the following table, we consider meshes in which half of the cells are in

double precision and the other half in single precision.
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Table 5.17: Runtime and speedup of submarine meshes, All meshes are mixed
(single/double), Time step=0.00001, Simulation time=0.00005

The load balancing module detects the double precision cells and multiplies

their load by an appropriate weight which means a better balance of load

and leads to the speedup as shown in Table 5.16 and Table 5.17.

5.5 Weak Scaling

The tables in the previous sections give an insight into strong scaling (i.e. the

problem size stays fixed but the number of resources are increased). In the

following tables, we can observe weak scaling (i.e. the problem size assigned

to each resource stays constant and additional resources are used to solve a

larger problem). In the case that we are considering, we choose the following

formula for the speedup and efficiency. We prefer T (n, 1, 1) (i.e. the runtime

with problem size n using 1 CPU and 1 GPU respectively) to T (n, 1, 0) in

the speedup formula because we always use GPUs.

S(n, p, p) =
T (n, 1, 1)

T (n, p, p)
, E(n, p, p) =

S(n, p, p)

p
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Table 5.18: Weak Scaling, Cylinder meshes, Single precision, Time
step=0.001, Simulation time=0.05

Table 5.19: Weak Scaling, Submarine meshes, Single precision, Time
step=0.00001, Simulation time=0.00005

The ideal case is the linear scaling in which the runtime stays constant.

We do not observe a linear scaling for two reasons. First, linear scaling is

possible if the parallelization overhead is near zero and the parallelization

overhead is certainly not near zero in our case. Second, the amount of work

per processor is roughly the same but it’s not exactly the same. For most of

the meshes in Table 5.18 and Table 5.19, the speedup increases as we increase

the problem size and the number of resources; this is because the sequential

portion occupies less and less of the program’s total running time.
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5.6 Maintenance

In Chapter 4, we derived a number of functions through interpolation, e.g.

they are used for finding the weights for structured or double precision cells.

These functions are hard-coded in the program.

As the CFD solver goes through changes, it’s runtime function may change.

Therefore, the hard-coded functions may become obsolete after some time.

Nevertheless, repeating the calculations and interpolating new functions is

not very time-consuming.

Furthermore, one can write some code to update the aforementioned func-

tions automatically. Therefore, maintenance is not a difficulty because we do

not employ any databases in our approach.
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Chapter 6

Contributions and Future

Research

6.1 A Summary of Contributions

In this thesis, we made the following contributions:

1) We implemented a profiler capable of i) automatically detecting parent

tasks and their subtasks, ii) finding the number of times that a subtask is

called by its parent, iii) measuring the (total/per time step or CPU/GPU)

runtime of tasks and their contributions to the total runtime, and iv) calcu-

lating the standard deviation with respect to different threads.

2) We used the profiler to detect those parameters that have a major impact
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on runtime.

3) By taking into account the aforementioned parameters, we designed a

model for load balancing in order to decrease the runtime.

4) We introduced a method for quantifying the tradeoff among different pa-

rameters that are influential in load balancing. The method which is de-

scribed in Section 4.2.1 (Scoring Function) is applicable to any other load

balancing problem and it is not limited to CFD solvers.

5) Cell splitting is an important problem in CFD and in any other scientific

discipline that deals with meshing. A common-sense approach is to build a

large database to record the results of cell splitting for a number of sample

meshes and then use the data to decide on splitting the cells for new input

meshes through a method such as interpolation. The difficulty is the over-

head caused by creating, accessing and updating the database. To avoid this

difficulty, we proposed the idea of keeping small databases and then augment-

ing them by adding data that’s derived not through experiment but through

prediction. This idea (i.e. augmenting the database by adding predicted

data) is not limited to the cell splitting problem and it’s possibly applicable

in other similar problems.

6) We investigated the effect of structured/unstructured or double/single

82



precision cells on runtime. Furthermore, we quantified this effect in terms of

weights that are used in scaling the load of cells in our load balancing model.

7) We put these ideas into practice, implemented the load balancing model,

measured the runtime by our profiler and achieved considerable speedup.

In conclusion, the ideas presented in this thesis are beneficial to CFD and are

worthwhile for any area in scientific computing that is dealing with similar

problems.

6.2 Future Research

In Chapter 5, we noticed that the optimal number of resources (CPUs and

GPUs) depends on the type and the size of the mesh. It would be interesting

if we could predict the number of resources that gives the highest speedup.

This is evidently a difficult task which requires a large database of sample

meshes. The prediction can be done by a method such as Gaussian regression

which was described in Chapter 4. The problem of predicting the speedup

for any input and any configuration of resources is essentially as difficult as

the problem of predicting the runtime for any input and any configuration

of resources.

The main problem is that there are many parameters that we would like
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to measure for some meshes while we might not be interested in measuring

them for other meshes. For example, we might be interested in measuring

the turbulence for the turbine mesh and not for the cylinder mesh. Adding

the extra parameter of turbulence has an effect on runtime. Therefore, any

model that claims to be precise should take into account these subtleties

which would imply the creation of a large database. As we know, a large

database leads to a large overhead. Moreover, the overhead of the speedup

prediction model should be less than the speedup we gain as a result of the

application of the model. Furthermore, it is difficult to know if this is the

case before implementing the model.

Another interesting project is to investigate the effect of splitting the un-

structured cells. At the moment, we are not able to split the unstructured

cells. In fact, we do not attempt to split the structured cells in a hybrid

mesh either. It’s worth noting that there are cases in which the decision of

whether to split a cell or not is a trivial one. For example, a mesh that has

just one cell while there are two available processing units must be split and

we consider these trivial cases in the current implementation. These trivial

cases demonstrate that adding the capability of splitting the unstructured

cells to the code is indispensable.
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