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Abstract

This thesis proposes a two-level learning framework for dynamic norm gen-

eration. This framework uses the Bayesian reinforcement learning technique

to extract behavioral norms and domain-dependent knowledge in a certain

environment and later incorporates them into the learning agents in different

settings. Reinforcement learning (RL) and norms are mutually beneficial:

norms can be extracted through RL, and RL can be improved by incorporat-

ing behavioral norms as prior probability distributions into learning agents.

An agent should be confident about its beliefs in order to generalize them

and use them in future settings. The confidence level is developed by check-

ing two conditions: how familiar the agent is with the current world and its

dynamics (including the norm system), and whether it has converged to an

optimal policy.

A Bayesian dynamic programming technique is implemented and then com-

pared to other methods such as Q-learning and Dyna. It is shown that

Bayesian RL outperforms other techniques in finding the best equilibrium
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for the exploration-exploitation problem. This thesis demonstrates how an

agent can extract behavioral norms and adapt its beliefs based on the domain

knowledge it has acquired through the learning process.

Scenarios with different percentages of similarity and goals are examined.

The experimental results show that the normative agent, having been trained

in an initial environment, is able to adjust its beliefs about the dynamics and

behavioral norms in a new environment, and thus it converges to the optimal

policy more quickly, especially in the early stages of learning.
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Chapter 1

Introduction

“Learning is not child’s play; we cannot learn without pain.”
Aristotle

In today’s world of science and technology, there is always a necessity for ur-

gent and precise decision-making mechanisms. Every decision support system

needs a way of finding the best patterns of actions in order to push the overall

behavior of agents and organizations to follow an optimal policy. This must

be accomplished not only at a reasonable pace but also with a high degree of

accuracy. However, these situations are not quite known from the beginning

in any environmental or organizational decision-making case, thus yielding

to a complex decision-making problem. There are four key requirements of

decision making in complex environments: recognizing the necessity of a de-

cision to be made, identifying relevant options [set of actions], determining
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when a decision will be made, and taking appropriate actions [22].

Automated decision making provides a rich ground in human-centered ser-

vices and systems. Humans are usually affected by the impacts of the envi-

ronment, organizational factors, and human factors such as emotions, risk,

and stress. Therefore, humans are likely to make wrong decisions that might

be irrevocable or expensive to be undone, and subsequently have severe con-

sequences on the future of the system.

Every organization or system has a set of rules that are defined prior to any

situation. Rules are usually set to be followed strictly by members of the

system when a decision has to be made. On the other hand, every system

develops its norms based on the behavior of its members (agents) and the

outcome of their actions. Norms or conventions routinely guide the choice

of behaviors in human societies, and conformity to norms reduces social fric-

tions, relieves the cognitive load on humans, and facilitates coordination and

decision making [61][46]. These norms differ in various situations depending

on the environment’s dynamics, behaviors of other agents (including peers

and superiors), and many other factors affecting them. For instance, in a

crisis situation caused by flooding or an earthquake, first responders are re-

sponsible to control and (sometimes) enforce some rules to the people such

as evacuating the area or preventing people from looting shops. However, a

first responder might decide to let people break into a drug store (against the

dictated norms) in order to get medical equipment. As another example, a
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civilian may decide to help an elderly person or a child rather than escaping

to a safe place to survive.

Norms can be violated or even changed depending on an environment’s dy-

namics and many other factors. Whenever a decision has to be made, ei-

ther in high levels of organizations or in lower levels, many aspects such

as dynamics, former experiences, norms, and organizational culture should

be considered. Due to this complexity, important questions will arise: How

to gather information about dynamics? How to include experiences from

previous events? How norms emerge, change, and get adapted to new cir-

cumstances? When to disobey norms? How organizational culture affects our

decisions? To address these questions, we should automate the process of de-

cision making by enabling our agents to learn and deduce about normative

frameworks while accomplishing tasks toward a certain goal.

1.1 Motivation

The process of decision making can be enhanced by applying predefined

norms. However, finding a reliable set of norms (rules) to initially code them

into agents is a highly difficult task. By applying learning techniques, in

fact, we can equip agents with proper tools for setting up new norms in

every different environment. These norms emerge throughout the process

of decision making in different simulations and can be used or updated by
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receiving new perception signals from the environment. This work mostly

focuses on the individual level of decision making where organizations and

agents need to make close-to-optimal decisions, considering all the uncertain-

ties about other organizations’ dynamics and the environment’s dynamics.

Learning and norms are mutually beneficial; learning equips agents with an

understanding about dynamics and norms of uncertain environments, and

norms enhance the process of decision making.

Agents need to be socialized and trained to be autonomous and self-reliant

units, able to make decisions without consulting higher authority or when

such authority is absent. In these scenarios agents should act in a more

flexible and autonomous way, being able to adapt their beliefs and decisions

to the environment’s dynamics. On the other hand, learning ensures that

organizations and agents are able to come up with policies wherever the need

for emergent behaviors arises. Relying on an overly hierarchical system of

decision making will not give an organizational responder enough flexibility

to change its shape rapidly to suit response and recovery needs or what

might be seen as an evolving challenge. Likewise, an overly free system -

one completely devoid of structure - would also be flawed [53]. Unlike social

laws, which need to be enforced in a top-down manner, norms evolve in a

bottom-up manner and are typically more self-enforcing [61].

Reinforcement learning is, in fact, a natural way of learning. This is exactly

the way we, as humans, start to learn and interact with our surrounding
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world. Our interaction with the environment results in negative or positive

signals from the environment itself, or other agents that also can be consid-

ered to be part of the environment. Essentially, it is a traditional way of

“reward & punishment”; getting a positive signal (reward) makes us want

to repeat that action, and a negative signal (punishment) prohibits us from

doing it again. However, as we get feedback about our actions in different

environments, we memorize all the information we have acquired through var-

ious situations. This knowledge about the environment then can be used in

other situations with different settings. However we do evaluate our actions

over time and adjust them to make them suitable in different environments.

This process is constantly in action by our brain without our noticing it.

Therefore, we are always making our decisions based on knowledge gained

through our experiences. This knowledge about the environment and about

the consequences of our actions is derived from natural, social, and practical

boundaries we face in our lifetime.

This thesis considers the required domain knowledge and guidelines as “be-

havioral norms”, as they affect the behavior of agents and the ways of decision

making in every state. Conte [26] and Dignum [34] discussed how norms and

normative actions drive (or sometimes affect) the ways of decision making.

These norms emphasize autonomy to agents on the side of decision. We be-

lieve that the best way to form behavioral norms is through a bottom-up

approach (rather than emphasizing norms in a top-down fashion [71]) and

the emergence of norms through reinforcement learning. This way we bridge
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the gap between learning agents [61] and their normative behaviors.

This study applies reinforcement learning (RL) methods to extract domain

knowledge from the experiences learned over many simulations. I propose a

dynamic norm generation (DNG) system, which is a two-level learning frame-

work for decision making agents. Agents learn the model of the environment

by choosing an action that may fulfill their intentions of finding the optimal

policy and solving the problem while at the same trying to generalize norms

(when they are confident about them) and store them as domain knowledge

to be used for future environmental settings. Determining where and when

to extract norms is done using probability distributions of every state-action

pair.

In reinforcement learning, how to extract truly useful domain knowledge is

still an open problem. On the other hand, norms are being designed by

domain experts and dictated to agents in a top-down manner. I believe be-

havioral norms and domain knowledge in RL systems are mutually connected

to each other. Norms should be obtained throughout the learning process af-

ter each simulation and then incorporated as prior knowledge using Bayesian

techniques [29],[63],[20] in future RL settings.

Behavioral norms can always be altered by receiving new perceptual beliefs

via interaction with the environment. Likewise, in an RL setting, beliefs are

always being updated by perceiving the environment’s dynamics and observ-

ing the consequences of actions (affected by the model of reward distribution
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or transition to desired/undesired states). While iterating in each episode,

norms get updated and fed back into the agents. At the successful end of

each simulation, these norms are extracted and initialized into the agents for

other settings/environments. Following the extraction of behavioral norms

in an automated approach, the verification and analysis of norms [71] would

be a trivial task, consisting of repeated evaluation of norms while accessing

and updating new beliefs.

In this thesis, it is shown that Bayesian reinforcement learning is an effec-

tive tool to extract norms and would increase the overall performance of

the system. After that, the effectiveness of coding behavioral norms as do-

main knowledge is investigated by attempting to maximize the amount of

cumulative reward in each simulation.

1.2 Research Contributions

The main purpose of this thesis is to develop a reinforcement learning frame-

work to dynamically generate norms. In this thesis I extend the state of the

art as follows:

• Firstly, I give a detailed overview of the research work that has been

done previously in the area of reinforcement learning. I implement

model-free and model-based reinforcement algorithms such as Q-learning

[76], proposed by Watkins, and the Dyna architecture [66], developed
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by Sutton. I also provide a review of norms and normative frameworks

from the artificial agent’s point of view, describing the necessity of

defining norms and the previous work done in this area.

This work generalizes the Bayesian reinforcement learning technique.

Bayesian RL gives us the ability to code prior knowledge into agents,

and models the environment as a Markov Decision Process (MDP). I

implement this algorithm and show how well this approach meets our

requirements to extract norms.

• Secondly, I provide an extensive comparison between the Bayesian RL

technique and other techniques, based on the criteria that are impor-

tant for norm generation. The results demonstrate how Bayesian rein-

forcement learning outperforms any other technique in solving decision-

making problems and finding an appropriate balance for the exploration-

exploitation problem.

• Thirdly, I propose a reinforcement learning framework for dynamic

norm generation (DNG). This framework is a two-level learning sys-

tem to optimize the behavior of agents via learning in an uncertain

environment and the emergence of norms. It is shown that Bayesian

reinforcement learning is a natural way of extracting behavioral norms.

• Finally, I demonstrate that DNG method is effective in learning the

model of the environment, dynamically generating norms that are ap-

plicable to various settings, and integrating domain knowledge into
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decision-making systems.

1.3 Thesis Structure

In this thesis I expand on each of the above contributions in turn:

• Chapter 2 examines in detail the background to this research with

a literature review that highlights our key decisions. The important

ideas in the state of the art, both in the reinforcement learning field

and studying of norms, are explained.

• Chapter 3 describes the techniques to solve the Bayesian reinforcement

learning algorithm and extends this technique’s capability to incorpo-

rate knowledge into the decision-making process of agents. A two-level

reinforcement learning framework is proposed to automate the process

of norm generation. The last part of this chapter discusses how this

approach enables us to proactively gather information about norms and

reuse them as domain knowledge in different settings.

• Chapter 4 shows the experimental results and analysis. Firstly, it shows

a comparison between a model-free reinforcement algorithm such as Q-

learning [76], a middle-ground approach of Dyna [66], and Bayesian re-

inforcement learning without considering norms. Secondly, this chapter

develops a scenario of two agents, one without any initialized knowl-

edge about the environment and the other one with behavioral norms

9



learned in previous experiences, and then compares the results based

on performance, exploration, and convergence rate.

• Chapter 5 concludes the thesis, outlining the way this approach can

be extended to address more sophisticated problems and suggesting a

number of directions for future study.

10



Chapter 2

Literature Review

2.1 Introduction

This chapter provides an overview of the basic concepts related to the prob-

lems that are tackled throughout this thesis, specifically background on dif-

ferent approaches in reinforcement learning and normative frameworks. In

the process, this chapter draws the connections among those fields, focus-

ing on the concepts and problems to bridge the gap between reinforcement

learning and the emergence of norms.
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2.2 Autonomous Agents

In artificial intelligence, an intelligent agent (IA) is an autonomous entity

that observes and acts upon an environment (i.e., it is an agent) and directs

its activity towards achieving goals (i.e., it is rational). Intelligent agents may

also learn or use knowledge to achieve their goals. They may be very simple

or very complex: a reflex machine such as a thermostat is an intelligent agent,

as is a human being, as is a community of human beings working together

towards a goal [59].

There are two notions used to describe intelligent agents’ characteristics in

artificial intelligence communities [80]. The first notion, which was described

earlier, is considered to be a weak description of agents; however, it is more

common and sensible in terms of usage. The second notion, which is stronger

than the first one, considers agents with the properties proposed in the weak

notion plus some more human-like characteristics. It characterizes agents

with mentalistic (such as knowledge, belief, intention, and obligation [62])

and emotional attributes [2],[3]. These mentalistic and emotional attributes

include but are not limited to the following: mobility - the ability of an agent

to move around an electronic network [77]; veracity - the assumption that

an agent will not knowingly communicate false information [38]; benevolence

- the assumption that agents do not have conflicting goals and that every

agent will therefore always try to do what is asked of it [58]; and rationality

- the assumption that an agent will act in order to achieve its goals and will

12



not act in such a way as to prevent its goals being achieved [38],[80].

However, all the AI communities accept the following properties for agents:

• Autonomy: agents operate without the direct intervention of humans

or others and have some kind of control over their actions and internal

state [17],[12];

• Social ability: agents interact with other agents (and possibly humans)

via some kind of agent-communication language [39];

• Reactivity: agents perceive their environment and respond in a timely

fashion to changes that occur in it [44];

• Proactiveness: agents do not simply act in response to their environ-

ment; they are able to exhibit goal-directed behavior by taking the

initiative [79];

• Situated (embedded) in a particular environment: they receive inputs

related to the state of their environment through sensors, and they act

on the environment through effectors [44];

• Purposeful (or intentional): they have particular objectives (goals) to

achieve and are designed to fulfill a specific purpose [44].

It is argued that the development of robust and scalable software systems

requires autonomous agents that can complete their objectives while situated

in a dynamic and uncertain environment, that can engage in rich, high-
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level social interactions, and that can operate within flexible organizational

structures [44].

As a definition of what agenthood is actually about, an increasing number

of researchers find the following characterization useful [79]:

An agent is an encapsulated computer system that is situated in

some environment and that is capable of flexible, autonomous ac-

tion in that environment in order to meet its design objectives.

As it is unrealistic to know a priori about the environment and all potential

links and interactions in a system, it is impossible to try to predict or analyze

all the possibilities at design-time. Rather, it is more realistic to endow the

components with the ability to make decisions about the nature and scope

of their interactions at run-time [44]. Thus, agents should be able to deal

with unanticipated events in uncertain environments where their internal and

external states are subject to change at any time. All agents are continuously

active, and any coordination that is required is handled bottom-up through

inter-agent interaction. Therefore, the ordering of the system’s top-level

goals is no longer something that has to be rigidly prescribed at design time.

Rather, it becomes something that is handled in a context-sensitive manner

at run-time [44]. We discuss this approach in Section 2.4.

When reasoning, an agent may maintain an explicit world model, or it may

leave the model implicit as it reasons about plans. In this setting, explicit

models have more potential for reasoning about states and behaviors, as they

14



store more information explicitly. However, maintaining explicit models may

be computationally and memory intensive [37].

2.3 Deterministic vs. Non-Deterministic En-

vironments

“You cannot be certain about uncertainty.”
Frank Knight

Autonomous agents interact in an environment to accomplish a task or ful-

fil a goal. Thus, they should have an understanding of the world they are

interfacing with. Uncertain reasoning considers a deterministic model for

the agent’s view of its world. It talks about worlds as models with certain

dynamics that are able to evolve from one state to another state determinis-

tically. Logic represents uncertainty by disjunction; however, it is unable to

tell us how likely each condition is to happen. Probability theory provides a

quantitative way of encoding the likelihood of each condition. What is the

difference between deterministic and non-deterministic processes?

If we have complete information about the environment (including anything),

one can predict the upcoming events, and so call this a deterministic process.

For example, flipping a coin can be considered deterministic if we know all

the forces and all the other factors in the room. Nevertheless, the lack of

information in most of the situations makes the process non-deterministic.
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It’s an important thing to at least keep in mind that the term “uncertainty”

is used to really talk about two kinds of things, to talk about real randomness

in a process and to talk about our uncertainty about a process. When per-

forming actions under uncertainty, there should be a mechanism to reduce

the uncertainty about the environment by perceiving information through

signals and performing an action. This process is naturally known as learn-

ing. Learning enables agents to initially operate in unknown environments

and to become more competent than their initial knowledge alone might

allow.

Figure 2.1: Learning agent: agent interaction with unknown environment

2.4 Reinforcement Learning

Learning refers to acquiring new knowledge, behaviors, skills, values, pref-

erences, or understanding and may involve synthesizing different types of
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information [24],[43]. Reinforcement learning is a promising tool to support

the decision-making process. Informally speaking, decision making is the

process of identifying “what to do” and “when to do it” to solve the problem

of planning (“How to do”).

Reinforcement Learning is probably the first and in fact the most effective

method of natural learning. The connections we have with our environment

produces a wealth of information about cause and effect, the consequences

of actions, and our decisions in order to achieve goals [68],[59]. It is, in fact,

a form of trial-and-error learning by interaction, in which an agent gets to

choose its action among all the possible actions that are permissible in that

state. The agent receives rewards when these actions lead to the successful

performance of the task [63]. Generally, the amount of control the agent has

over its states distinguishes it from its environment. Anything that cannot

be changed “directly” by the agent is considered to be outside of it and thus

part of its environment.

The agent and environment interact at each of a sequence of discrete time

steps, t = 0,1,2,3.... At each time step , the agent receives some representation

of the environment’s state, st ∈ S , where S is the set of possible states, and

on that basis selects an action, at ∈ A(st) , where A(st) is the set of actions

available in state st. One time step later, in part as a consequence of its

action, the agent receives a numerical reward, rt+1 ∈ < , and finds itself in a

new state, st+1 [68].
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Figure 2.2: The agent-environment interaction in reinforcement learning.

In reinforcement learning, the purpose or goal of the agent is formalized in

terms of a special reward signal passing from the environment to the agent.

Informally speaking, an agent’s goal is to try the best actions in order to

maximize the total amount of reward it receives. The reward signal is our

way of communicating to the agent what we want it to achieve, not how we

want it achieved. A good way to place this kind of prior knowledge is using

an initial policy or value function [68][23].

The agent’s job is to find a policy π, mapping states to actions, that maxi-

mizes some long-run measure of reinforcement. We expect, in general, that

the environment will be non-deterministic; that is, taking the same action in

the same state on two different occasions may result in different next states

and/or different reinforcement values [45].

In most supervised learning problems, the agent is simply given a big collec-

tion of data and asked to learn something from it. In reinforcement learning,

there is an interesting added dimension: the agent gets to choose its own

actions; therefore, it has very direct influence on the data it will receive.
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After choosing an action, the agent is told the immediate reward and the

subsequent state but is not told which action would have been in its best

long-term interest. It is necessary for the agent to gather useful experience

about the possible system states, actions, transitions, and rewards actively

to act optimally. In the most interesting and challenging cases, actions affect

not only the immediate reward but also the next situation and through that

all the subsequent rewards. These two characteristics, trial-and-error search

and delayed reward, are the two most important distinguishing features of

reinforcement learning [67]. There are two possibly opposing reasons for the

agent to choose an action: because it thinks the action will have a good re-

sult in the world or because it thinks the action will give it more information

about how the world works.

Planning AI algorithms are less general than the reinforcement learning

methods in that they require a predefined model of state transitions and,

with a few exceptions, assume determinism. On the other hand, reinforce-

ment learning, at least in the kind of discrete cases for which theory has been

developed, assumes that the entire state space can be enumerated and stored

in memory [45].

In learning under uncertainty, to obtain a maximum amount of reward, a

reinforcement learning agent must prefer actions that it has tried in the past

and found to be effective in producing reward. But to discover such actions,

it has to try actions that it has not selected before. The agent has to exploit
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what it already knows in order to obtain reward, but also it has to explore

in order to make better action selections in the future. Thus, the behavior

of the agent changes from near-stochastic (exploration) to near-deterministic

(exploitation). There is a question of how long you should gather data to

estimate the model before it is good enough to use to find a policy 1.

A model of the environment is actually something that represents the be-

havior of the environment. Models are used for planning, that is, any way

of deciding on a course of action by considering possible future situations

before they are actually experienced.

2.4.1 Models of Reward

To model any learning algorithm, one should also define its model of optimal

behavior. It should be specified how the agent should take the future into

account in the decisions it makes about how to behave now. If, at a given

moment in time, the agent optimizes its expected reward for the next h

steps and needs not worry about what will happen after that, we are facing

a finite-horizon model. The expected reward for a finite-horizon model is:

E(
h∑
t=0

rt) (2.1)

On the contrary, if our model takes the long-run reward of the agent into

1We will discuss this further in Section 2.4.8.
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account, it is considered to be an infinite-horizon model. However, the re-

wards that are received in the future should be discounted, as they need to be

weighted down compared to the immediate rewards. Therefore, the expected

reward in an infinite-horizon model, where the discount factor is 0 ≤ γ ≤ 1,

is:

E(
∞∑
t=0

γtrt) (2.2)

Another optimality criterion is the average-reward model in which the agent

is supposed to take actions that optimize its long-run average reward:

lim
h→∞

E(
1

h

h∑
t=0

rt) (2.3)

Such a policy is referred to as a gain optimal policy; it can be seen as the

limiting case of the infinite-horizon discounted model as the discount factor

approaches 1 [8].

2.4.2 The Markov Property

When making decisions to find an optimal policy in reinforcement learning,

it is of a great importance to consider the effects of previous states and

chosen actions as well as keeping an eye on future states. This property is

called The Markov Property. An environment satisfies the Markov Property
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(or is said to be Markov) if its state signal compactly summarizes the past

without degrading the ability to predict the future. In most cases this can

not be achieved precisely, but often nearly so; the definition of environment

and state signal should be constructed in a way that it holds the Markov

Property as nearly as possible [68].

The model of long-run optimality that the agent is using determines exactly

how it should take the value of the future into account. The agent will

have to be able to learn from delayed reinforcement: it may take a long

sequence of actions, receiving insignificant reinforcement, then finally arrive

at a state with high reinforcement. The agent must be able to learn which

of its actions are desirable based on rewards that can take place arbitrarily

far in the future. Problems with delayed reinforcement where the Markov

property does hold are well modeled as a Markov decision process (MDP).

2.4.3 Markov Decision Processes

The Markov decision process (MDP) [45] forms the theoretical foundation for

reinforcement learning problems when the environmental dynamics (reward

function and/or transition function) are unknown [4] [13] [68]. In an MDP,

the agent perceives the state of the worlds through its sensory inputs and

decides on its immediate action based on this state.

We assume a learning agent controlling a stochastic environment modeled as
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an MDP. An MDP is a 4-tuple 〈S, A, PT , PR〉 where S is a finite set of states,

A is a set of actions, PR is a reward function, and PT is a transition model

that captures the probability of reaching state s′ ∈ S after we execute action

a ∈ A at state s ∈ S. Thus, PR(s, a, r) denotes the probability of obtaining

reward r after executing a at s. We focus on infinite-horizon MDPs with

a discounted factor 0 ≤ γ ≤ 1. The agent is charged with constructing an

optimal Markovian policy π : S 7→ A that maximizes the expected sum of

future discounted rewards over an infinite horizon.

Letting V ∗(s) at each s ∈ S denote the optimal expected discounted reward

achievable from state s and Q∗(s, a) denote the value of executing action a

at s, we have the standard Bellman equations [4]:

V ∗(s) = maxa∈AQ
∗(s, a) (2.4)

Q∗(s, a) = EPR(s,a,r)[r|s, a] + γ
∑
s′ ∈ S

PT (s, a, s′)V ∗(s′) (2.5)

These equations show that the quality Q of a state-action pair is the im-

mediate reward plus the expected discounted value of all succeeding states

weighted by their likelihood, and that the value V of a state is the quality of

the best action for that state. Once one has V ∗, it is easy to determine an

optimal policy: any policy that is greedy with respect to V ∗ is an optimal

policy.

Maximizing long-term rewards, either in an infinite or finite horizon, is a
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good measure to assess the policies learned by a given algorithm. Moreover,

the quality of learning is a non-negligible factor in measuring algorithms.

Important issues to note are convergence of one policy to an optimal behavior,

or the rate of convergence (whether the algorithm converges fast to optimality

or near-optimality), and the regret of the algorithm (i.e the expected decrease

in reward gained due to executing one algorithm instead of having the system

behave optimally from the very beginning).

There are two major classes of algorithm in solving MDPs: model-based

and model-free algorithms. Model-based methods are well developed and

proven mathematically but require a complete and accurate model of the

environment (or a well defined conceptual/imaginary model). Model-free

algorithms, however, do not require a model and are conceptually simple but

are not well suited for step-by-step incremental computation.

Model-free approaches attempt to learn near-optimal policies without explic-

itly estimating the dynamics of the surrounding environment. This is usually

done by directly approximating a value function that measures the desirabil-

ity of each environment state. On the other hand, model-based approaches

attempt to estimate a model of the environment’s dynamics and use it to

compute an estimate of the expected value of actions in the environment

[29][67].
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2.4.4 Model-Based Algorithms

The class of dynamic programming methods are well known as model-based

algorithms. Dynamic programming algorithms require a model of the envi-

ronment. This makes it useful when there is a need to learn the environment

and gain some knowledge about the environment.

In the case that transition and reward models are given, this policy and

its value, V ∗(s) at each s ∈ S, can be computed using standard dynamic

programming techniques [4] such as value or policy iteration. Value iteration

starts with estimates Q and V of Q∗ and V ∗, respectively, and updates them

repeatedly by applying the previous equations to get new values for Q and V

[45] [64]. It has been shown that the estimated values for Q and V converge

to their true values [7] [56].

Policy iteration, on the other hand, manipulates the policy directly rather

than finding it indirectly via the state-value function. The value function of

a policy, Vπ, is the expected infinite discounted reward that will be gained

at each state by the execution of that policy. It can be computed by solving

a set of linear equations. This constitutes the policy evaluation step of the

algorithm. Once the value of each state under the current policy is known, a

policy improvement step is tried by changing the first action taken when in

a state. If the value of the state can be improved, the new action is adopted

by the policy; thus, the policy is strictly improved. The algorithm iterates

policy evaluation and improvement steps, until no further improvements are
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Figure 2.3: The value iteration algorithm [68]

possible. The policy is then guaranteed to be optimal [41].

All of the DP algorithms update estimates of the values of states based on

estimates of the values of successor states, that is, they update estimates

on the basis of other estimates. This idea is called bootstrapping and many

reinforcement learning algorithms perform this, even those that do not re-

quire a complete and accurate model of the environment. Moreover, some

model-free algorithms do not bootstrap (such as Monte Carlo methods [68])

and some do bootstrap, even though they do not require the model of the

environment.

Another well-known model-based RL algorithm is prioritized sweeping [50].

Prioritized sweeping is a model-based approach in which the number of Bell-

26



Figure 2.4: The policy iteration algorithm [68]

man backups is applied to the states that seem to be more important.

Last but not least, Dearden et al. [29] have presented a way to be Bayesian

when employing model-based RL. Chapter 3 will describe the Bayesian RL

approach in detail.
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2.4.5 Model-Free Algorithms

Model-free delayed RL methods are derived by making suitable approxima-

tions to the computations in value iteration and policy iteration so as to

eliminate the need for a system model. Two important methods result from

such approximations: Barto, Sutton, and Anderson’s actor-critic method [68]

and Watkin’s Q-Learning method [76].

Model-free algorithms try to learn an optimal policy without having to ex-

plicitly learn and use a model of the environment. These models are used

whenever there is no model or there is just an incomplete model of the envi-

ronment.

Sutton’s TD(0) [65] is a model-free method that learns the value of a policy

π by using the update rule:

V (s) = V (s) + α(r + γV (s′)− V (s)) (2.6)

Whenever a state s is visited, its estimated value is updated to be closer

to r + γV (s′), since r is the instantaneous reward received and V (s′) is the

estimated value of the actually occurring next state.

TD(0) looks only one step ahead when adjusting the value estimates. Its

multi-step version, TD(λ) [65], uses an update rule that is similar to the one

used by TD(0):
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V (u) = V (u) + α(r + γV (s′)− V (s))e(u), (2.7)

The rule is applied not just to the immediately previous state but to every

state u, according to its eligibility e(u), which shows the degree to which it

has been visited in the past and is a function of λ, where 0 ≤ λ ≤ 1. TD(λ)

is a way of averaging the n-step backups. The one-step return has weight

λ − 1, the two-step return has weight (λ − 1)λ, the three-step return has

weight (λ− 1)λ2 and so on. Thus, for λ = 0, TD(λ) becomes TD(0). When

λ = 1, it is roughly equivalent to updating all the states according to the

number of times they were visited by the end of a run [19].

One of the most interesting model-free algorithms is the Q-learning algorithm

[76], which uses an update method to update the Q-values based on the

actions chosen previously. Q-learning is an off-policy TD control method; it

estimates the Q-values online2 by using essentially TD(0), but at the same

time it uses them to define a policy. An action is chosen just by acting

greedily with respect to the Q-values. An update is executed by an agent

whenever it receives a reward of r by taking action a and making a transition

from s to s′. The update rule is:

Q(s, a) = Q(s, a) + α(r + γmaxa′Q(s′, a′)−Q(s, a)) (2.8)

2It is online as it is getting updated constantly when choosing actions.
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The probability with which this happens is precisely PT (s, a, s′), which is why

it is possible for an agent to carry out the appropriate update without using

a transition model. The learned Q-value function directly approximates Q∗

independently of the policy being followed, but of course the policy followed

has an effect on which state-action pairs are visited and updated. In any

case, if each action is tried infinitely often and α is decayed appropriately,

the Q-values will converge to Q∗ [76].

The conventional approach to solve this problem is to consider some oc-

casional random actions or some other ways of enhancing exploration by

sampling [68]. Two commonly used methods are semi-uniform random ex-

ploration [78] and Boltzman exploration [75]. The former assigns the proba-

bility of p to the best action, and 1−p for choosing an action randomly. The

latter, which is more sophisticated, uses the temperature parameter that can

be decreased slowly over time, resulting in less exploration. However, both of

these methods do not consider the prior knowledge of exploring information

in an optimized way.

2.4.6 Dyna Architecture

Sutton’s Dyna architecture [66] exploits a middle ground, yielding strategies

that are both more effective than model-free learning and more computation-

ally efficient than the certainty-equivalence approach. It simultaneously uses

experience to build a model (T̂ and R̂), uses experience to adjust the policy,
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Figure 2.5: Q-learning algorithm: a model-free delayed reinforcement learn-
ing approach [68]

and uses the model to adjust the policy. Dyna operates in a loop of inter-

action with the environment using an experience tuple. It first updates the

policy based on the updated model using value-iteration updates for Q val-

ues, then performs k random state-action pair selections and updates them

using the same value-iteration update, and finally chooses the action a′ to

perform in state s′ based on the Q values modified by an exploration strategy.

Given an experience tuple 〈s, a, s′, r〉:

1. Update the model, incrementing statistics for the transition and the

reward to get (T̂ and R̂).

2. Update the policy at state s based on the newly updated model using

value-iteration update.

3. Perform k additional updates by choosing k state-action pairs randomly

using the same value-iteration update.
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4. Based on the Q values, choose an action a′ with an exploration strategy

(like an exploration bonus: every once in a while randomly explore).

The Dyna algorithm requires about k times the computation of Q-learning

per instance, but this is typically vastly less than for the naive model-based

method. A reasonable value of k can be determined based on the relative

speeds of computation and of taking action [45]. To keep the exploration-

exploitation trade-off in a good balance (and possibly to be usable in non-

stationary environments), the Dyna architecture uses an exploration strategy.

This strategy considers an exploration bonus element that make the Dyna

agent periodically explore different states every time it exploits some known

states for more rewards.

Dyna suffers from being relatively undirected, and it is particularly unhelpful

when the goal has just been reached or when the agent is stuck in a dead end.

In this situation, the Dyna agent continues to update random state-action

pairs rather than concentrating on the interesting parts of the state space

[45][66]. To overcome this problem, prioritized sweeping [50] and Queue-

Dyna [54] were developed. These are methods that estimate to what extent

states would change their value as a consequence of new knowledge of the

MDP dynamics or previous value propagations. States are assigned priorities

based on the expected size of changes in their values, and states with the

highest priority are the ones for which we perform value propagation [29].
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2.4.7 Partially Observable Markov Decision Processes

In this section, another class of MDPs, called Partially Observable Markov

Decision Processes (POMDP) [49] [45] [35], will be briefly discussed. When

dealing with MDPs, it is assumed that the current state is fully observable.

On the other hand, a POMDP refers to an MDP in which the agent is unable

to observe its current state and is just able to make some probabilistic ob-

servations about it. Any POMDP can be represented as a belief-state MDP

because its states are actually belief states. Belief states are probability dis-

tributions over the states of the world, and they include a sufficient statistic

for the past history. Therefore, as discussed in [1], the optimal solution of

the belief-state MDP gives rise to optimal behavior of the original POMDP.

2.4.8 Exploration-Exploitation Problem

In learning under uncertainty, not all the information about the model of

the environment is available. Hence, there should be a mechanism for agents

to gather data by searching through different states and forming its own

experience to learn the model of the environment and find the rewards. Also,

to obtain a lot of reward, a reinforcement learning agent must prefer actions

that it has tried in the past and found to be effective in producing rewards.

But to discover such actions, it has to try actions that it has not selected

before. The agent has to exploit what it already knows in order to obtain
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reward, but also it has to explore in order to make better action selections

in the future. This is called the Exploration-Exploitation dilemma [68][69],

which is a trade-off between exploiting current knowledge versus exploring

new states to gain more knowledge about the environment. On a stochastic

task, each action must be tried many times to gain a reliable estimate of its

expected reward.

There is a question of how long an agent should gather data to estimate

the model before it is good enough to use to find a policy. One way to

get around this problem is to re-estimate the model on every step. Each

time an agent gets a piece of experience, it updates its model estimates.

Then, the agent runs value iteration on the updated model. This may be too

computationally expensive; if so, the agent can run value iteration over the

continually updated model as a kind of background job at whatever rate it

can afford computationally.

It has been proven that the Bayesian approach to reinforcement learning

provides an optimal solution to the exploration-exploitation problem. It is

argued in [55], that an optimal policy of the POMDP formulation of the

Bayesian RL optimizes the exploration-exploitation trade-off simply based

on the fact that such a policy maximizes the expected total return.
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2.4.9 Bayesian Inference and Learning

In previous sections, two major classes in reinforcement learning were dis-

cussed: model-free and model-based methods. Model-free approaches at-

tempt to learn optimal policies without explicitly estimating the model and

dynamics of the environment. On the contrary, model-based approaches at-

tempt to compute an estimate of the expected value of actions by learning

the dynamics of the environment (both in stationary or non-stationary envi-

ronments).

Different estimation methods (such as point estimates) are being used to

capture the model of the environment; however, most of them ignore the

agent’s uncertainty about the environment’s dynamics. Dearden et al. in [30]

showed that, under some reasonable assumptions and given past experiences,

it is possible to represent the posterior distribution over possible models of

the environment. By representing a distribution over possible models, one

can quantify the agent’s uncertainty about the dynamics of the environment

and determine the best actions to perform in every state. Their Bayesian

approach to model-free and model-based reinforcement learning is based on

simple Bayesian inference. Bayesian inference is statistical inference in which

evidence or observations are used to update or to newly infer the probability

that a hypothesis may be true. The name “Bayesian” comes from the use of

Bayes’ theorem in the updating process. Bayes’ theorem was introduced by

Reverend Thomas Bayes in 1764.
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Bayes’ theorem shows the relation between one conditional probability and its

inverse; for example, the probability of a hypothesis given observed evidence

and the probability of that evidence given the hypothesis. Bayes’ theorem

adjusts probabilities given new evidence in the following way:

P (H|E) =
P (E|H) · P (H)

P (E)
(2.9)

where H represents a specific hypothesis, and E is the observed evidence,

and:

• P (H|E) is the conditional probability of H, given E. It is also called

the posterior probability because it is derived from or depends upon

the specified value of E,

• P (E|H) is called the conditional probability of seeing the evidence E

if the hypothesis H happens to be true. It is also called a likelihood

function when it is considered as a function of H for fixed E,

• P(H) is called the prior probability of H that was inferred before new ev-

idence, E, became available (also called epistemological uncertainty3),

• P(E) is the prior or marginal probability of E and acts as a normalizing

constant.

Bayesian inference uses a numerical estimate of the degree of belief in a

3Epistemology or theory of knowledge is the branch of philosophy concerned with the
nature and scope (limitations) of knowledge [40][14].
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hypothesis before evidence has been observed and calculates a numerical

estimate of the degree of belief in the hypothesis after evidence has been

observed.

Figure 2.6: Prior, likelihood and posterior distributions for a simple example.

Prior, likelihood and posterior distributions of a simple example are shown

in Figure 2.6. It shows how the shape of the likelihood distribution affects

the prior distribution, to form the posterior distribution. The posterior is

primarily influenced by the likelihood function but is shrunk towards the prior

distribution. This reflects the fact that the expectation based on external

evidence was a higher rate than actually observed. The posterior distribution

is a formal compromise between the likelihood, summarizing the evidence
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in the data alone, and the prior distribution, which summarizes external

evidence which suggested higher rates.

Using Bayes’ updates, Dearden et al. introduced a Bayesian model-free ap-

proach [30] in which uncertainty about Q-values of actions is represented by

probability distributions. By explicitly reasoning using uncertainty about

Q-values, they direct exploration specifically toward unvisited regions of the

state space. This is a good solution to overcome the exploration-exploitation

dilemma. Their method is based on a decision-theoretic approach [42] to ac-

tion selection, where the agent chooses actions based on the value of the in-

formation it can expect to learn by performing them. The Bayesian approach

to Q-learning is not solely based on local Q-value information; however, it

keeps distributions over the Q-value and propagates them, rather than just

estimating points. In this approach, one usually estimates Q-values by treat-

ing each step in the environment as a sample from the underlying dynamics.

These samples are then used for updating Q-values based on the Bellman

equations and propagating the distributions.

Although model-free methods are computationally easier to implement, learn-

ing a model of the environment avoids costly repetition of steps in model-

based approaches.

To avoid costly repetition of steps in model-free methods, a model-based ap-

proach to learning is introduced. The Bayesian model-based approach was

first introduced by Dearden et al. in an attempt to balance exploration of
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untested actions against exploitation of actions that are known to be good.

The benefit of exploration is estimated using the classical notion of value of

information. This method explicitly represents uncertainty about the param-

eters of the model and builds probability distributions over Q-values based

on them. These distributions are used to compute a myopic approximation

to the value of information for each action.

Representing Q-values using probability distributions and estimating the

world using the possible MDPs are beneficial to learn the model of the envi-

ronment as well as giving us an opportunity to study the agent-environment

interaction. As discussed earlier, estimating the model of the environment is

helpful to finally find a compromised solution for the exploration-exploitation

problem. However, the Bayesian approach gives us an opportunity to add

prior knowledge in the shape of probability distributions. To consider the

prior experiences, the Bayesian techniques have been developed that use

Bayesian inference over the agent’s beliefs. This approach perfectly solves

the exploration-exploitation problem by considering the distribution of re-

wards and transitions. It is in fact a systematic method of inclusion and

update of prior knowledge and domain assumptions.

By representing a distribution over possible models, an agent’s uncertainty

can be quantified, which can in turn be used to inform it as to what are the

best actions to perform. More detail on this will be provided in Chapter 3

while modifications and enhancements to this algorithm are discussed.
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2.4.10 Domain Knowledge

Reinforcement learning agents always try to complete their set of beliefs

about the reward distribution and state transition by constant interaction

with the environment. The behavior of the agent changes from near-stochastic

(exploration) to near-deterministic (exploitation) over time. Bayesian RL is

a systematic way of equipping agents with useful initial knowledge about the

environment’s dynamics, social behaviors, interaction patterns, etc. As dis-

cussed in the previous section, the prior probability of a hypothesis is where

external knowledge can be coded. When agents have no prior information

about their beliefs, prior probability will have no useful effect. However, if

we have some information from a previously performed test or an external

knowledge base this can be taken into account in the computations. By pro-

viding agents with knowledge about the domain and some general guidelines,

we can reduce the random behavior of the agents and significantly speed up

the process of learning.

2.5 Norms in Artificial Intelligence

Norms are a widely observed mechanism for enforcing discipline and prescrib-

ing uniform behavior in human societies. Norms specify the way the mem-

bers of a society should behave and help societies to improve co-operation

and collaboration among their members [10].
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Norms have various definitions based on the academic fields and research

community in which they have been studied. According to sociology, “a

norm is a rule or standard of behavior shared by members of a social group”

(Encyclopedia Britannica [16]). Norms can be seen as describing expected

or standard ways of behavior [27]. According to philosophy, “a norm is an

authoritative rule or standard by which something is judged and, on that

basis, approved or disapproved” (Columbia Encyclopedia [25]). According

to economics, a norm (from norma, Latin for carpenter’s rule) is a model of

what should exist or be followed, or an average of what currently does exist

in some context, such as an average salary among members of a large group

[72].

There is a significant difference between social laws (rules) and norms. Some

norms are explicit and can be enforced by law. For example, people are

always obliged to follow the orders of a police officer. Evacuating an area in

a crisis situation is an example of such norm. These norms are enforced from

higher authorities and mostly are known as social laws (or rules). On the

contrary, some norms are established more implicitly and are being followed

by individuals based on their discretion and their understanding from the

circumstances. In a crisis situation, helping elder people or injured people is

an instance of such norm. These norms mostly rely on social connections,

behavioral interactions, and societal and environmental impacts. Both norms

are incentives to behave in a certain way but rely on different ways to exercise

their influence [33].
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Since norms are not pure constraints on behaviors, there is always a possi-

bility for them to be violated. Any system that tries to model norms should

provide a mechanism for individuals to alter or violate a norm based on their

understanding from the environment. Norms often arise from observing and

copying the behavior of others or through interactions that are beneficial, and

thus, lead to repetition of these behaviors. This is exactly what makes norms

strongly crucial in any society. As individuals interact with the environment

or other individuals, they incrementally learn about dominant norms in the

respective normative framework.

In [33], Dignum describes two distinguished types of norms: deontic norms

(that prescribe desired/required behavior) and social norms (that emerge

from collective behavior). Deontic norms can be imposed either explicitly

in a society (like a law) or as the effect of an order from higher authority.

Norms, and especially those that are imposed from outside (deontic norms),

do not automatically lead to the behavior prescribed by the norm.

Since norms arise based on interactions with the environment, they are very

likely to be changed when there is a change in interaction patterns, goals, and

beliefs. Also, conditions will change, which may lead to different behavior of

the agents.

Culture and norms are tightly coupled in every society. Culture is defined

as a set of shared attitudes, values, goals, and practices that characterizes

an institution, organization, or a group. Culture both emerges from and sets
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the behavior of a group. In a collectivist culture an individual will look after

the interest of the social group it belongs to and thus will very likely follow

all social norms pertaining to that group [33].

Current modeling tools and ways of analyzing norms only consider either the

forced behaviors of agents or completely free individuals. However, emer-

gence of norms through interaction is hardly being studied. Most of the

work in this area focuses on how to impose norms or force the individuals

to follow (or in some cases violate) norms, but there is not enough focus on

how norms emerge or can be changed in agent societies, and how individuals

actively acquire social or behavioral norms in different environments.

2.5.1 Norms and Autonomous Agents

Norms in artificial intelligence and agent communities are interesting and are

fairly new concepts. Different definitions of norms are used in multi-agent

systems and intelligent agent communities. Three different views are con-

sidered: norms as constraints on behavior, norms as ends(goals), and norms

as obligations (rules) [27]. Most research focuses on norms as constraints on

behavior via social laws. These social laws are designed off-line, and agents

are not allowed to deviate from the social laws [74]. The social laws are

designed to avoid problems caused by interacting autonomous selfish agents,

thus improving cooperation and coordination by constraining the agents’ ac-

tion choices.
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Autonomy should be considered both at the individual level and at the multi-

agent level. The most important levels of autonomy in an artificial system

are norm autonomy and designer autonomy. The latter refers to the au-

tonomy of the agents forming an agent-based system with respect to the

designer(s). Such autonomy is related to the self-organizing capabilities of a

multi-agent system, which may lead to emergent behaviors. Norm autonomy

is the highest level of autonomy, and it refers to social impacts on agents’

choices. At this level, agents choose which goals are legitimate to pursue

based on a given set of norms. Such agents (called norm autonomous agents

or deliberative normative agents [18][9]) may judge the legitimacy of their

own and other agents’ goals. Verhagen defines autonomy at this level as

the agent’s capability to change its norm system when a goal conflict arises,

thereby changing priorities of goals, abandoning a goal, generating another

goal, etc. F. Dignum, in [32], provides another view of autonomy at the norm

level, allowing the agents to violate a norm in order to adhere to a private

goal that they consider to be more profitable, including in such consideration

the negative value of the repercussions such violation may have.

In another approach proposed by Briggs and Cook in [15], less restrictive sets

of social norms may be chosen by agents if they are unable to find a solution

based on the current social norms. This introduces a possibility for deviating

from the predefined social norms; however, it is not the laws or norms that

are flexible, it is the way they are applied. The laws do not change, it is

the agent who decides to apply them or not. The agent is only allowed to
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deviate from a social law if it cannot act under the current limitations. A

similar study is done in [11] where sets of norms are used by an artificial

agent decision-support system (pronouncer) to reorder decision trees with

the agent having the possibility to refrain from using the reordered decision

tree.

Figure 2.7: Norms, institutions, and organizations

North [52] makes a distinction between institutions and organizations. While

institutions are abstract entities that define sets of constraints, organizations

are instances of such abstract entities. The parties are members of an orga-

nization (not members of an institution) that should follow the institutional

framework defined inside the organization. Figure 2.7 depicts the relation

between norms, institutions, and organizations. In [72], it is proposed to

have a link among procedures and the related norms. This allows having

quite simple agents that usually follow the procedures but, whenever they

want, can obtain the related norms to reason about them and make better

choices. These agents are called flexible normative agents.

In [74], Verhagen views agents as having personal norms and coalition norms.
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The coalition norms are subjective; therefore, every agent has an individual

view on each norm of the coalition. The personal norms emerge from the

interaction with the environment. The coalition norms emerge from interac-

tion with the other agents. From the learning perspective, this can be viewed

as emergence of norms (from a game-theoretic point of view) and acceptance

of norms (individual level of agents) [70][28].

Studies have been done on emergence of norms based on role models that

provide advice to other software agents. This helps agents to build up their

social links with other agents. While researchers have studied the emergence

of norms in agent populations, they typically assume access to a significant

amount of global knowledge. However, in real life experiences, system experts

are responsible for gathering data, evaluating the decision and actions, and

setting them as norms into the system for individual agents [60].

2.5.2 Emergence of Norms

Sen et al. in [61] studied the emergence of norms in a game-theoretic ap-

proach where individual agents learn social norms by interactions with other

agents. Moreover, in [51], the emergence of social norms in heterogenous

agent societies have been studied. They explored the evolution of social

conventions based on repeated distributed interactions between agents in a

society. They considered that norms evolve as agents learn from their in-

teractions with other agents in the society using multi-agent reinforcement
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learning algorithms [61].

As individual agents are able to adapt their behavior or strategy based on

the interaction they have with the environment or other agents [51], the

knowledge they gain throughout this process can be assessed to form their

normative behaviors.

Unlike [36] that studies norm adaptation and effects of thinking in norms

using computational approaches, we are interested in using the very natural

way of learning used by humans. In Bayesian RL, agents are able to gather

information about different environments and settings. After many experi-

ences, this information leads to knowledge of the domain in which the agents

are mostly working. Since the domain knowledge gives an understanding

about typical norms and normative behaviors, it can perfectly address the

issue of our bottom-up approach to generating norms. Bayesian reinforce-

ment learning is the best way to develop automated agents able to learn

normative frameworks.

We are interested in focusing on how dynamic norm generation changes the

decision-making behavior of the agents by changing the agents’ normative be-

haviors and beliefs. Meanwhile, having a mechanism to build up the agents’

normative framework, we are able to capture the domain knowledge and

increase agents’ performance in finding solutions. Chapter 3 discusses this

approach in detail.
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2.6 Summary

This chapter gave a broad overview to reinforcement learning techniques and

normative systems. Basic concepts in reinforcement learning such as prop-

erties of stochastic environments, model of reward, Markov property, and

Markov decision processes are discussed in detail. It was shown that there

are two main classes of algorithms in RL. Model-free algorithms, such as

Q-learning, do not require a model of the environment and instead directly

approximate a value function that measures the desirability of each envi-

ronment state. Model-based algorithms estimate the value function for each

state-action pair by modeling the environment. These algorithms try to esti-

mate the reward model and the transition model in order to find an optimal

policy. Bayesian inference is then described in detail. It is discussed that

Bayesian RL outperforms other RL techniques in finding the best equilibrium

for the exploration-exploitation problem.

Finally, the use of norms and normative frameworks in artificial intelligence

was reviewed. Norms are studied in different schools of thoughts such as

sociology, philosophy, economics, and artificial agent society. Most of the

research in artificial intelligence has studied norms and their impacts on

agent societies from the designers’ point of view. It was discussed how and

when norms affect the process of decision making. Emergence of norms in

the social context was addressed by [61]. This approach uses reinforcement

learning; however, the problem of how behavioral norms are generated in
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agents’ beliefs and how agents maintain their beliefs about norms are still

important questions to address.
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Chapter 3

A Proposed RL Framework for

Dynamic Norm Generation

3.1 Overview

This chapter proposes a two-level learning framework based on the ideas

of reinforcement learning. This framework is based on the natural element

of prior knowledge in the Bayesian reinforcement learning approach. It is

shown how one can extract behavioral norms and study the interactions in

every environment and later code them into agents as experiences in domain

knowledge.

Initially, this chapter discusses the model-based Bayesian approach and its

methodology for learning the model of the environment. Some modifications
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and enhancements to this algorithm are also discussed. The intention of

the proposed framework is to show that (1) Bayesian reinforcement learning

outperforms other learning methods in solving the exploration-exploitation

problem, and (2) initializing domain-dependent knowledge as normative be-

haviors gained over several complete simulations into agents enhances our

learning algorithm by considering the extracted norms throughout the pre-

vious experiments.

3.2 Two-level Learning Framework

This approach is looking for a framework that is able to learn the system’s dy-

namics, specifically the environment’s dynamics and interaction patterns for

each setting. As it was motivated in Chapter 2, a key factor for optimizing the

performance of agents is to provide them with knowledge about the dynamics

of the environment and behavioral norms as well as giving them information

about the social norms, interaction patterns, etc. Although social norms and

behavioral norms can be generated using the very same techniques, it is not

this thesis’s concern to focus on the social aspects of learning. Nevertheless,

social norms and their relations with behavioral norms will be mentioned

throughout this thesis whenever it is helpful.

Two types of learning are considered in this framework: first, learning while

the agent is exploring and exploiting rewards in each episode of the same
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simulation (in the same environment) and trying to learn the environment’s

dynamics and second, a high-level approach to capture the domain’s specific

normative behaviors.

For the first level, various different techniques are proposed, which were dis-

cussed in Chapter 2, to optimize the behavior of RL agents and find the

optimal policy. Dearden et al. applied the Bayesian technique to the model-

free Q-learning algorithm. In this method no explicit mathematical model

of the agent-environment interaction is utilized. Model-free approaches are

unable to maintain a model for the environment’s dynamics. To preserve the

model of the environment, a Bayesian exploration technique was modeled

based on the decision-theoretic ideas of value of information that models the

world as a Markov decision process [29].

As it is important to explore unknown states while exploiting the known

states in order to get more rewards, this approach gives a relative importance

to the exploration of states and balances the expected gain from exploration

to find the best equilibrium for the exploration-exploitation problem. More-

over, a Bayesian dynamic programming framework was proposed in [63] that

generates a hypothesis to obtain a particular example for an MDP, which

could explain the set of observations made so far. This algorithm yields a

proper policy for action-selection at each interaction step.

The second type of learning is a higher level approach to analyze and learn

the domain’s specific norms applicable to different situations. Sen and Airiau
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in [61] focused on the emergence of social norms through constant interaction

with other homogenous agents. Interactions between agents is a useful way

to understand social norms in a multi-agent environment. However, there

is still a need to automatically learn the behavioral norms by studying an

agent’s interaction with its environment. It is interesting to study how agents

maintain their beliefs about their environments and capture the behaviors

that are known as norms and are able to reuse them in various situations.

Figure 3.1: Simple sketch of the two-level learning framework

As it is shown in Figure 3.1, the first level is learning the value of each action

in a certain setting/ making better decisions (Level-1). This uses the classi-

cal reinforcement learning algorithm of Bayesian dynamic programming. The

second level involves learning best policies/set of norms and using them in

other settings (Level-2). Behavioral norms about the environment’s dynam-

ics can be extracted using the probability distribution of each state-action

pair after agents get into a reasonable confidence rate about their beliefs.
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Afterwards, this knowledge gets updated and added to all the previous data

gained in past experiences. The overall knowledge represents the agent’s be-

lief about the normative actions and can be incorporated into agents as prior

knowledge. Having an understanding (or beliefs) about the environment,

even if the beliefs are not completely accurate, helps agents to avoid random

behaviors at the beginning of simulations. This approach is like showing a

brief map of a city to the first responders before deploying them to a mission.

This way, they all have a general understanding of the environment’s dynam-

ics such as roads, residential areas, important infrastructures, etc., although

this information is like a mental blueprint.

The upcoming sections first focus on learning in a certain setting using

Bayesian model learning. Then it continues to discuss norm generation using

the knowledge gained through the agent’s interaction with its environment.

3.3 Bayesian Model Learning

The Bayesian approach is a principled, non problem-specific approach that

provides an optimal solution to the action choice problem in RL. The optimal

solution to the RL action selection problem or optimal learning is the pattern

of behavior that maximizes performance over the entire history of interactions

of an agent with the world [30][29][21]. With Bayesian learning techniques,

an agent stores a probability distribution over all possible models, in the
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form of a belief state [29]. The underlying (unknown) MDP, thus, induces

a belief-state MDP. The transition function from belief state to belief state

is defined by Bayes’ rule, with the observations being the state and reward

signals arising from each environmental transition.

We want to model a rescue agent trying to find possible goals in the envi-

ronment to increase its cumulative reward. This agent needs to visit all the

unknown states to become familiar with the reward distribution in states

and then use its semi-developed knowledge of the environment to collect re-

wards from the already known states. Assume an agent is learning to control

a stochastic environment modeled as a Markov Decision Process (MDP),

which is a 4-tuple 〈S,A, PT , PR〉 with finite state and action sets S, A, tran-

sition dynamics PT and reward model PR (as described in Chapter 2). An

agent’s objective is to act so as to maximize the expected sum of its future

discounted rewards in an infinite horizon with a discount factor 0 ≤ γ ≤ 1 :

E(
∞∑
t=0

γtrt) (3.1)

In a stochastic and non-deterministic environment, the reward distribution

and transition probabilities are not known, and so an agent must learn a

policy online based on its interactions with the environment. As discussed in

Section 2.4.4, model-based techniques such as policy or value iteration can

be used to learn an optimal policy and its value V π at each s ∈ S [68].
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At each step in the environment, the learner maintains an estimated MDP

〈S,A, P̂T , P̂R〉 based on an experience tuple of 〈s, a, r, t〉; that is, at each step

in the environment the learner starts at state s, chooses an action a, and

then observes a new state t and a reward of r. This MDP then can be solved

at each stage approximately or precisely depending on an agent’s familiarity

with state and reward distributions. Bayesian methods [30][29] allow agents

to incorporate priors to represent their beliefs over all the possible MDPs

(models) that may be describing the environment and explore optimally by

updating these priors as they gain more knowledge. The Bayesian frame-

work is considered to be the appropriate framework for dealing with optimal

learning, meaning that an agent maximizes its performance by setting an

appropriate balance between gaining short-term and long-term rewards. A

Bayesian agent models the uncertainty about the environment (discovering

PT and PR) and takes it into account when calculating value functions. In

theory, once the uncertainty is fully incorporated into the model, acting

greedily with respect to these value functions is the optimal policy for the

agent, the policy that will enable it to optimize its performance while learn-

ing. It is well known that Bayesian exploration is the optimal solution to the

exploration-exploitation problem, meaning that there is no other method

that can outperform the Bayesian solution in expectation while using the

same model space and same prior knowledge [48][5].

In the Bayesian approach a belief state over the possible MDPs is maintained.

A belief state defines a probability density. Bayesian methods assume some
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prior density P over possible dynamics D and reward distributions R, which

is updated with an experience tuple 〈s, a, r, t〉. Given this experience tuple,

one can compute a posterior belief state using Bayes’ rule. We are looking

for the posterior over reward model distribution and also the posterior for

the transition model, given an observed history of H. Considering H to be

the state-action history of the observer, an agent can compute the posterior

P (T,R|H) to determine an appropriate action at each stage. As the density

P is the product of two other densities P (T s,a) and P (Rs,a), that is, the

probability density of choosing action a in state s and the probability density

of getting the reward of r by choosing an action a when in state s, we should

make an assumption to simplify this calculation.

Based on [29], our prior satisfies parameter independence, and thus the prior

distribution over the parameters of each local probability term in the MDP

is independent of the prior over the others. This means that the density P is

factored over R and T with P (T |R) being the product of independent local

densities P (T s,a) and P (Rs,a) for each transition and each reward distribu-

tion. It turns out that this form is maintained as we incorporate evidence.

The learning agent uses the formulation of [29] to update these estimates

using Bayes’ rule:

P (T s,a|Hs,a) = zP (Hs,a|T s,a)P (T s,a), (3.2)

P (Rs,a|Hs,a) = zP (Hs,a|Rs,a)P (Rs,a), (3.3)
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where Hs,a is the history of taking action a in state s, and z is a normalizing

constant.

It has been assumed that each density P (T s,a) and P (Rs,a) is a Dirichlet [31]

as the transition and reward models are discrete multinomials. These priors

are conjugate1, and thus the posterior after each observed experience tuple

will also be a Dirichlet distribution [29][21].

In probability and statistics, the Dirichlet distribution is of a family of multi-

variate probability distributions. It is, in fact, the multivariate generalization

of the beta distribution, and conjugate prior of the categorical distribution

and multinomial distribution in Bayesian statistics. That is, its probability

density function returns the belief that the probabilities of k rival events are

xi given that each event has been observed αi − 1 times. We take this as an

opportunity to enhance our Bayesian method.

Dirichlet distributions consider the number of actions to be done in every

state as a multivariate probability distribution. This makes the implementa-

tion and tracking of the algorithm quite hard because the transition model

will be sparse, with only a few states that can result from a particular action

at a particular state. If the state space is large, learning with a Dirichlet

prior can require many examples to recognize that most possible states are

1If the posterior distributions p(a|x) are in the same family as the prior probability
distribution p(a), the prior and posterior are then called conjugate distributions, and the
prior is called a conjugate prior for the likelihood. For example, the Gaussian family is
conjugate to itself (or self-conjugate) with respect to a Gaussian likelihood function: if
the likelihood function is Gaussian, choosing a Gaussian prior over the mean will ensure
that the posterior distribution is also Gaussian [57].
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highly unlikely [29][63].

To overcome this problem, we suggest using beta distributions for every state

and action. As described in [6], when solving a problem using model-based

methods, it is always useful to consider state-action pairs when running the

value iteration algorithm to compute the Q-values. In Bayesian statistics, it

can be seen as the posterior distribution of the parameter p of a binomial

distribution after observing α− 1 independent events with probability p and

β − 1 with probability 1 − p, if there is no other information regarding the

distribution of p.

We consider a binomial probability distribution for every state-action pair.

These distributions actually show us the number of times in which every

state-action pair succeeds or fails during the simulation. We need to maintain

the number of times, N(s
a−→ s′), state s is successful to make transition to

s′ when action a is chosen, and similarly, N(s
a−→ r) for rewards. With the

prior distributions over the parameters of the MDP, these counts define a

posterior distribution over MDPs.

To model P (T s,a), a binomial likelihood of a distribution is used. Given this

probability distribution model, one of the parameters we want to estimate

using our data is the probability of success for a given question, where success

(denoted as p) can be defined as the probability that state-action is chosen;

therefore, it is a success. The letter q can be used to denote “failure” and

has a probability value equal to 1− p.
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The maximum likelihood estimate of the transition probability T (s
a−→ s′)

is the proportion of times that action a in state s led to s′. The maximum

likelihood estimate of E[R(s, a)] is the average of the rewards received when

action a was taken in state s. Hence, dynamic programming provides a

solution to the reinforcement learning problem without the need for a learning

rate (as opposed to the Q-learning approach).

A drawback to the dynamic programming approach is that it requires an

assumption that the underlying reward distributions and transition proba-

bilities are statistically stationary. The implication of this assumption is that

retraining the system is required whenever the environment changes signifi-

cantly [63]. We will discuss non-stationary environments later in this chapter

and discuss the fact that learning domain-dependent norms can significantly

help agents to act in non-stationary environments, due to the fact that they

can extract general guidelines and norms for their actions and use them in

different settings under the same domain.

3.3.1 Value of Information Exploration

To capture the uncertainty about the model, the estimation of a distribu-

tion over MDPs is used at each stage. Then to improve exploration one

can use this knowledge of uncertainty. As discussed earlier, one important

question to address is to find a balance between the expected gain from ex-

ploration, resulting in more information about state space and thus having
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more improved policies, and the expected cost of doing a potentially subopti-

mal action. To compute this value of new information, a technique based on

the decision-theoretic ideas of value of perfect information [42] was proposed

by [29][30]. This exploration method is known as VPI exploration.

Let qs,a be a possible value of Q∗(s, a) in one of the possible MDPs that is

a random variable depending on an agent’s belief state. If this knowledge

does not change the agent’s policy, then future rewards would not change,

and it has no interest for us. However, when the new knowledge changes the

agent’s policy, learning the true value q∗s,a of qs,a would have some positive

gain for the agent.

The value of perfect information gives an upper bound on the myopic value of

information for exploring action a [29]. The expected cost for this exploration

is the difference between the value of action a and the value of the current best

action. Therefore, the agent should always choose the action that maximizes

this addition:

E[qs,a + V PI(s, a)]. (3.4)

where V PI(s, a) is the expected value of perfect information when the agent

does not know about the value of q∗s,a and needs to compute the expected

gain given our prior beliefs. When the agent is confident in the estimated

Q-values, the VPI of each action is close to zero, causing the agent to always
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choose the action with the highest expected value.

Suppose that, given the agent’s current belief state, a1 is the action with the

highest expected Q-value at state s and a2 is the second-highest. The gain

associated with learning the true value of qs,a is:

Gains,a(q
∗
s,a) =


E[qs,a2 ]− q∗s,a if a = a1 and q∗s,a < E[qs,a2 ]

q∗s,a − E[qs,a1 ] if a 6= a1 and q∗s,a > E[qs,a1 ]

0 otherwise

(3.5)

In the first and the second case, the new information affects the decision

process and changes the agent’s policy. For the first case, suppose that a1

is the action with the highest expected value and a2 is the second best ac-

tion. The new knowledge indicates that the expected value of taking this

action E[qs,a2 ] is bigger than qs,a1 ; thus, action a2 should be performed re-

sulting in the expected gain of E[qs,a2 ] − q∗s,a. For the second case, the new

information shows that even though a1 was supposed to be the best action

(for all actions a′), action a (which was considered sub-optimal) is a better

action to take compared to the previous best action a1. Thus, the amount

an agent gains from learning this new knowledge and changing the action is

q∗s,a − E[qs,a1 ]. Obviously, if the information has no impact on the decision

at s, it is considered to have zero gain.
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3.3.2 Estimating Q-value Distributions

There are many different ways to estimate the Q-value distribution such as

naive sampling, importance sampling, global sampling with repair, and local

sampling. One simple solution proposed by [29] to this problem is naive

sampling. This approach samples k MDPs from the density describing the

agent’s belief state. For each state-action pair (s, a) there exists k solutions

q1s,a, ..., q
k
s,a. Every MDP can be easily solved using the value iteration algo-

rithm. The mean Q-value is estimated as follows:

E[qs,a] ≈
1∑
iw

i

∑
i

wiqis,a (3.6)

Similarly, the VPI can be estimated by summing over the MDPs:

V PI(s, a) ≈ 1∑
iw

i

∑
i

wiGains,aq
i
s,a (3.7)

where wi denotes the weight of each sample (for simplicity all weights can

be set to 1), and qis,a is the optimal Q-value given the ith MDP. Since our

prior satisfies parameter independence as discussed in Section 3.3, then we

can sample each distribution independently of the rest. Thus, the sampling

problem reduces to sampling from simple posterior distributions.
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3.3.3 Complexity

By considering state-action pairs in binomial distributions, we keep the same

complexity in solving the learning problem. If |S| is the number of states in

our state space, and |A| is the number of permissible actions in each state,

the number of state-action pairs that should be maintained using binomial

distributions are |S||A|. The same complexity is assumed when considering a

Dirichlet distribution. The computational complexity of the value iteration

algorithm, per iteration, is linear in the number of actions and quadratic

in the number of states (O(|A||S|2)). However, the number of iterations re-

quired can grow exponentially in the discount factor because, as the discount

factor approaches 1, the decisions must be based on results that happen fur-

ther and further into the future [47] [19].

3.4 Dynamic Norm Generation

3.4.1 Introduction

As discussed in Chapter 2, there are many different classifications defined in

the AI literature for norms and normative frameworks. However, two major

categories (which include all the other classifications) are more interesting.

In every community of individual agents, norms can be considered either in

social or individual levels. Social norms mostly refer to the norms between
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agents in a society. They define the normative behavior of agents when

interacting with other agents or communicating with other intelligent entities.

In any multi-agent setting, social norms effectively impact the behavior of

agents when interacting with other agents. Norms such as trust, reputation,

social acceptance, etc., are examples of social norms.

On the other hand, behavioral norms mostly affect individual agents’ beliefs.

It is the way an agent learns to behave and act in an environment without

considering the communications with other agents (communication is con-

sidered to be active and aware interactions between agents; anything besides

that is considered to be part of the environment). These norms are usually

developed based on the perceptions that an individual has when interact-

ing with its environment. These norms mostly affect the decision making

of agents and their beliefs toward the circumstances. Behavioral norms are

domain-dependent and context-sensitive norms, meaning that in every situ-

ation based on the signals one perceives from its environment, these norms

can be changed or altered.

Figure 3.2 shows the two classes of social and behavioral norms and their

respective interaction patterns.

The need for effective norms to control an agent’s behavior is well-recognized

in multi-agent and intelligent-agent societies [10],[73]. Norms and normative

actions drive the behavior of agents and their ways of decision making. Thus,

norms are key issues in optimizing the behavior of agents. Most of the
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Figure 3.2: Social norms and behavioral norms

research in artificial intelligence on norms has focused deeply on logic or

rule-based specification and the enforcement of norms [73]. Other works

with a game-theoretic approach also concentrate on norm derivation and

enforcement. They lack the ability to describe the ways norms and normative

frameworks are established and assume a centralized authority that defines

the rules and dictates norms to the agents.

Conventional approaches to normative frameworks assume that every system

has a predefined set of rules and norms that are static. It is the system

experts’ responsibility to extract the domain-dependent norms by carefully
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Conventional Methods Dynamic Norm Generation

Top-down Bottom-up
Predefined rules/norms Self-organized norms
Set by system experts Set by individual agents
Static Dynamic
Offline Online
Testing, updating: time consuming Testing, updating: constantly via interaction

Table 3.1: Conventional methods vs. Dynamic Norm Generation

studying the system’s dynamics, applying statistical analysis, considering

permissible actions and level of control, and defining roles in agent societies.

Also, several experiments and training should be done to evaluate and test

these extracted norms. This is a time-consuming process that may or may

not lead to a robust framework. Moreover, the offline nature of norm creation

prevents any proactivity and flexibility on the side of agents.

In reality, norms often evolve in a bottom-up manner. Agents have a quite

useful understanding of the environments, roles and goals, possible actions,

and policies as they are constantly interacting with the environment and

other homogenous (or heterogenous) agents. Since agents have the best view

of the problems and are actually in action, they can easily obtain information

about the domain where they are active. This way, norms can be established

in their natural form and can be updated or even altered without the heavy

expenses of top-down decision-making procedures. Norms are being created

on the fly and can be dynamically changed depending on the environment’s

dynamics.
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3.4.2 Generating Behavioral Norms

Every domain has its specific set of norms (known as behavioral norms) that

can be generally valid in other environments. As discussed earlier, these

norms arise from the agent-environment interaction and usually guide the

behavior of agents. There is a mutual connection between behavioral norms

and domain-dependent knowledge in reinforcement learning. Norms can be

extracted through reinforcement learning (RL), and RL can be improved by

incorporating behavioral norms as prior probability distributions into learn-

ing agents.

Section 3.3 discussed that the Bayesian approach allows the natural incor-

poration of prior knowledge as a prior probability distribution over all pos-

sible MDPs; also, approximations to optimal Bayesian exploration can take

advantage of this model, enabling the mass of the posterior to become pro-

gressively focused on those MDPs in which the observed experience tuples

are most probable [29]. The distribution maintained over possible MDPs and

the Q-values of each of these MDPs, induce a distribution over the Q-values

at each state-action pair. The Q-value distribution is then used for action

selection. This can be done by incorporating the actions’ value of perfect

information [42],[29] in the agent’s exploratory policy.

Agents gain knowledge about the environment’s dynamics using dynamic

programming iterations and updates. By visiting every state or choosing

actions, agents gradually build up their knowledge about the environment
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as probability distributions over state-action pairs. This information can be

considered to be incomplete or false during the simulation until agents are

confident about their beliefs. From the exploration-exploitation perspective,

this confidence is gained when the agent has knowledge about most of the

states and the permissible actions in them or the value of each action in

every state. Thus, agents are said to be confident on their beliefs when (1)

The algorithm has converged into an optimal policy (or cumulative reward

becomes steady in the recent episodes), and (2) Most of the states have been

visited by the agent.

In the first condition, it is not really easy to understand whether an algorithm

will converge to an optimal policy or not. It needs complicated and time-

consuming mathematical calculations. Bayesian dynamic programming is

proved to converge [7]. As it is complicated to check this criterion, another

approach will be used.

I introduce an element to check at the end of each episode. When an episode

is finished, the goal state is reached, and we are able to look at the cumulative

reward gained in that episode by our agent. If this cumulative reward is in

a steady state in recent episodes, it is a good measure to be sure that our

Bayesian algorithm is in a reliable state, meaning that the algorithm is in

equilibrium.

The amount of cumulative reward or the number of steps to the goal is

not solely a good metric to measure the level of confidence. What also is
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important for agents is to make sure that they have at least some sort of

sufficient information about the world and the majority of states. This can

be measured by counting the number of explored states so far, indicating

how many states have been visited by an agent.

The level of exploration (LOE) is defined simply as follows:

LOE =
E

N
(3.8)

where E is the number of explored states so far in the simulation, and N is

the total number of states. LOE is always smaller than or equal to 1. The

closer it gets to 1, more states of the environment have been explored.

It is proposed that the agent can be confident about its beliefs when LOE >

0.9 and CRn satisfies equation 3.9.

CRn = [
n−1∑
i=n−k

CRi/k]± (1− LOE + ε) (3.9)

where CRn is the cumulative reward gained in the nth episode, and k is a

desired number of recent episodes. Based on every experiment and the size

of the state-space, one can decide to consider k previous cumulative rewards

to average them (In this thesis k = 5).

The cumulative reward gained in each episode can be different even after

converging to the optimal policy, as the agent is always in the learning process
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and may explore some other states. Therefore, the value of CRn should fall

into a plus/minus interval to be acceptable. This interval depends on the

value of LOE. If not many of the states have been explored so far, the interval

gets larger. The cumulative rewards become closer and closer to each other

when the majority of states have been covered. In a nutshell, the more states

that have been explored by an agent, the smaller the interval gets. Although

LOE rarely reaches 1, the ε in this formula makes sure that there is always

an interval even when 1− LOE is equal to 0.

When an agent meets these two conditions and becomes confident about its

information on normative behaviors, it should simply update its belief state

and add this newly learned knowledge to its knowledge base.

3.4.3 Updating Prior Knowledge as Norms

An agent’s knowledge is considered to be probability distributions over state-

action pairs, which are represented in the form of prior probabilities. By the

ending of each episode, if an agent is confident about its knowledge gained

so far, it should update its beliefs by adding the new information to its

belief. When working with Bayesian inference, every density for transition

and reward (i.e., P (T s,a) and P (Rs,a)) is considered to be in the form of a

beta distribution2, which is a discrete binomial. Updating these priors is

2 The beta distribution is a family of continuous probability distributions defined on
the interval (0, 1) parameterized by two positive shape parameters, typically denoted by
a and b. It is the special case of the Dirichlet distribution with only two parameters.
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very simple and easy as they are conjugate, and thus the posterior after each

observed experience tuple is also in the form of a beta distribution.

Updating the Bayes parameter estimate with new information is easy by

using the concept of a conjugate prior. The parameter estimate obtained

from the previous episodes should be combined with the estimates an agent

already has about its states and actions. Essentially, a conjugate prior allows

agents to represent the Bayes parameter estimation formula in simple terms

using the beta parameters a and b:

aposterior = aprior + adata

bposterior = bprior + bdata

(3.10)

This thesis considers state-action pairs as binomial probability distributions

showing us the number of times each state-action succeeds or fails. The beta

parameters in beta distributions are the number of successes and the number

of failures. The posterior is simply given by adding the prior parameter and

data parameter (the number of successful transitions from state s to s′ under

a).

Updating norms is exactly the same as updating posteriors. Agents are con-

tinuously building and updating their posteriors using the aforementioned

process. As this information is obtained by agents interacting in the envi-
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ronment (to solve a problem or to pursue a goal), it is representative of the

environment’s dynamics and norms. When an agent is in a confident level

about its knowledge, it keeps a copy of the reward and transition models and

then updates its posterior by replacing the posterior gained so far with the

prior distribution of tested data (data parameter).

This way, whenever an agent is confident in an environment about its norms

and the environment’s dynamics, it automatically captures this information

and uses it as domain knowledge or domain-dependent behavioral norms.

Testing and changing norms is a trivial task due to the fact that agents are

constantly updating and altering their beliefs about behavioral norms.

3.4.4 Representing Norms

Although generating norms as domain knowledge using reinforcement learn-

ing leaves no need for representing norms in a logical form, one might want

to represent results in such form. We use an example to show such analysis

to represent norms using descriptive logic:

Let’s consider an example of first responders in a crisis situation. First

responders such as firefighters, police officers, etc., are members of their

respective organizations who should follow orders from higher authorities

in their own organizations. If a crisis such as flooding or an earthquake

happens, individual agents try to find victims, apply basic medical care, and
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help people by taking them to safe places. The condition of the environment

is not known to the agents; however, they can learn by the interaction they

have with the environment and then decide to take an appropriate action. If

a road is blocked, they tend to explore the zone behind the blocked area to

find injured people. The agents learn this behavioral norm by dynamically

generating it through many simulations, training, and real-life incidents.

Chapter 4 describes the experiments and some analysis based on a grid-

world scenario. The following helps to better associate our experiment with

the aforementioned example:

An agent’s goal is to find a policy that maximizes the cumulative rewards

while learning the world’s dynamics. The agent is trying to find a state

with a positive reward (people who need help) by exploring unknown states.

After it finds a state with some amount of positive reward, it still explores

the other poorly known states in order to find more rewards (and eventually

increase its cumulative reward). For instance, if the agent finds more rewards

close to the blocked states during a simulation and is confident about this

knowledge, it adds this information to its belief state. The agent preserves

the probability distribution of each state-action pair and updates them as

described in the previous section. When this agent is set to accomplish a

task in another setting, the information about actions in each state help him

to push the mass of posterior in a way that makes him explore the parts

closer to the blocked states.
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3.4.5 Behavioral Norms and Organizational Norms

There is a tight connection between the methods used to generate norms in

organizations and behavioral norms. Organizations set predefined policies

as norms for members to follow in different situations. These norms (which

assign a predefined action to every state) are usually extracted by system

experts and experienced members of organizations with higher rankings. Af-

ter many simulations and training sessions and also analyzing the observed

behavior of decision making in real practices, a set of norms is set to be gen-

erally defined by expert members [72] [28]. As this process is usually done in

every organization manually, there is usually a chance of misinterpretation

or faults in setting these organizational norms.

Automating the process of generating and validating organizational norms

can be done using similar learning methods used to extract behavioral norms.

For simplicity, every organization is considered to be a set of decision nodes

with permissible actions with a probability. Taking each action in a decision

node will get the overall organization into another state. This way, one

can use the dynamic norm generation framework and extract norms in an

automated process. The generated set of norms is shown to be the most

optimized policy for the organization.

Moreover, one can abstract each organization and treat them as individual

agents. The relation between all the organizations can be considered as an

open multi-agent system where there are several heterogeneous agents with
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different goals, and sometimes these goals may interfere or may cause them

to compete with other agents or organizations.

3.4.6 Sensitivity Analysis

Bayesian analysis is perhaps best seen as a process for obtaining posterior

distributions or predictions based on a range of assumptions about both

prior distributions and likelihoods: arguing in this way, sensitivity analysis

and reasoned justification for both prior and likelihood become vital.

When computing the posteriors and other probability distributions for state-

action pairs, there is a chance of getting into errors. This makes it reasonable

to have a mechanism to take the error density out of the results. In this

thesis, we have used the averaging system to make sure that the results are

consistent. Every example is run many times with exactly the same elements,

and then the average of the results is considered to be the final solution. This

approach is not a precise and robust technique; however, it helps our results

to have a better and more reliable form.

3.4.7 Norms and Culture

Culture can be seen as an expression of a certain set of values common to a

group or society [34]. Thus, there is a connection between culture and behav-

ior in every society. Agents learn social or behavioral norms by interacting
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with the environment or other agents. This leads them to integrate into new

societies and worlds. Individuals try to learn norms in order to understand

the whole normative system. This normative system can be seen as culture,

as it is usually the dominant behavior of individuals in a society or the main

interactions between the members of an organization. On the other hand,

culture is established by the aggregation of social and behavioral norms in a

normative framework. This explicitly shows the mutual connection between

norms and culture3.

3.5 Summary

This chapter explained the main ideas in our approach to dynamic norm

generation using Bayesian reinforcement learning. A two-level reinforcement

learning framework that uses the ideas and concepts in Bayesian RL was

proposed. First-level learning refers to learning a certain environment with

specific dynamics. The second level uses the results from the first-level learn-

ing in different environments and generalizes this knowledge to set them as

domain-dependent behavioral norms. Bayesian RL is a systematic way to

incorporate prior knowledge about the domain into the learning iterations.

Generating norms in an autonomous way using learning agents was shown

to have many advantages over the conventional methods of norm assign-

3Chapter 5 draws an interesting line of research as a future work on cultures and
norms.
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ments. Better interactions, better decision-making processes, automated up-

dates and changes, proactive flexible agents, and easier analysis of norms and

domain knowledge are some of the reasons to use this framework. Moreover,

it helps to better understand the ways our beliefs about behavioral norms

and our environment’s dynamics become established.

78



Chapter 4

Experimental Results and

Analysis

4.1 Overview

This chapter evaluates the ideas proposed in this thesis on the introduced

two-level learning framework for dynamic norm generation. A series of ex-

periments are shown to test the performance and the effectiveness of these

approaches. The first section provides an introduction to these experiments

and defines some of the terms repeatedly used in this chapter. The second

section gives a broad comparison between three different reinforcement learn-

ing techniques. Finally, the third section sets up three different experiments

to fully explore the performance of the proposed framework where the agent
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is asked to adapt its beliefs in a world with different dynamics and different

norms.

4.2 Introduction

This chapter uses a simple maze problem to experiment with the proposed

ideas on behavioral norms and also to show how these norms can affect the

performance of learning agents. Although real-world problems of norm gen-

eration are much more complicated, representing the world and its dynamics

in a simple way can help us show a proof of concept. Furthermore, every

decision-making situation where a learning agent needs to take an action

under uncertainty can be easily mapped into a belief-state MDP. Then, us-

ing the proposed techniques, an agent will be able to solve the MDP, learn

the model of the environment, and generate norms if the confidence level is

reached.

In the upcoming examples, one can think of behavioral norms as a series of

actions an agent takes in every state based on its discretion and its previously

gained beliefs. The agent should take an action based on the learned norms

that are believed to get the agent closer to accomplish its goals, although this

action is not necessarily the optimized action. If the chosen action is found

to be not exactly aligned with the agent’s intentions, the agent updates its

normative system in order to adjust its beliefs to the new dynamics.
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To experiment with the ideas and advantages of the framework proposed in

this thesis, I choose a world represented in the form of a grid world. The

same techniques and ideas can be applied to any problem involving learning

agents and decision making. The implementation framework that is used

to code these ideas is the one developed by Sutton in the RLAI lab1. This

framework provides the basic tools to implement any desired algorithm.

Figure 4.1 shows the maze problem. The agent can move left, right, up, or

down by one square in the maze. If it attempts to move into a wall, its action

has no effect. The problem is to find a navigation path from the start state

(‘S’) to the goal state (‘G’) with the fewest possible steps and the highest

cumulative reward. The agent also should gather as much information as

possible about the environment and its dynamics. When it reaches the goal,

the agent receives a reward equal to 1, and the problem is then reset. Any

step has a small negative reward of −0.05. The agent’s goal is to find the

optimal policy that maximizes its cumulative reward. A policy is a series of

actions that an agent takes in different states to reach its goal. The problem

is made more difficult by assuming that the agent occasionally “slips” and

moves in a direction perpendicular to the desired direction (with probability

0.1 in each perpendicular direction). The world’s state is not observable, so

it must be inferred from the history of sensory input and action.

Throughout this section, some terms will be used that are defined below:

1http://rlai.cs.ualberta.ca/
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Figure 4.1: A small grid world

• Episode: every trial or iteration that starts from the start state and

ends at the goal state,

• Steps: the number of steps an agent takes to find the goal state in each

episode,

• Explored states: the number of explored states throughout the simula-

tion in all the episodes so far,

• Cumulative reward: the amount of reward that an agent receives in

each episode by trying a policy.
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4.3 Comparison Between Different RL

Techniques

This section provides some comparisons between different reinforcement learn-

ing (RL) techniques in environments with a small number of states and en-

vironments with many states. The advantages and disadvantages of each

technique will be discussed later in this section.

4.3.1 Small State-Space

As shown in figure 4.2, there are 98 reachable locations in the maze (including

the goal and the start state) and there are 4 permissible actions in each state.

The agent was given no layout information in the beginning of simulation

and has no knowledge about the domain. Three standard algorithms were

simulated and their learning performances were compared:

1. Q-learning algorithm

2. Dyna architecture

3. Bayesian DP with VPI

The experiment computes averages for cumulative rewards and the explored

states to evaluate these algorithms. This is to ensure that the results are

consistent and did not happen by chance (results are not coincidental).

83



Figure 4.2: Experiment 1- a map of a 12x10 grid world

This experiment evaluates the algorithms by computing the average over 10

runs for each of the results. The experimental results over 50 episodes show

differences in cumulative reward, the number of explored states, and the

number of steps to the goal state. The agent is trying to find an optimal

policy in each state while learning the environment’s dynamics. The figures

below show the comparison of these factors.

As demonstrated by the figures, the Bayesian dynamic programming algo-

rithm with VPI has slightly better results compared to the Dyna approach.

Both of these approaches outperform the model-free approach of Q-learning

with a significant difference. This is due to the fact that Q-learning does not

try to learn the model of the environment.

84



Figure 4.3: A comparison between the number of steps to the goal for
Bayesian, Dyna, and Q-learning agents (average over 10 runs)

The number of steps to the goal state converges rapidly in the beginning after

about 10 episodes for the Bayesian and Dyna agent; however, the Bayesian

agent finds the best policy, to a small extent, faster than the Dyna agent.

The Q-learning agent starts with a higher number of steps, and it finds the

best policy very slowly.

In the small grid world, all three techniques perform similarly in exploring

states; however, early in the learning process the Q-learning agent has a

higher exploration rate. Because of the trial-and-error nature of this algo-

rithm, the agent has no planning strategy and randomly visits states. The

85



Bayesian agent, on the other hand, intentionally is looking to explore the

world while trying to find the optimal policy. In other settings, if the start

state and the goal state are set to be close to each other, the Q-learning agent

will dramatically underperform in exploring the world.

Figure 4.4: A comparison between the number of explored states: Bayesian,
Dyna, and Q-learning agents (average over 10 runs)

Figure 4.5 shows the cumulative reward gained by the agents in 50 episodes.

As the graph shows, the Bayesian technique performs better compared to

all the other ones in terms of cumulative rewards gained over each episode.

Although Dyna has a very good performance, the Bayesian agent starts to

learn the model of the environment faster, and hence it has slightly better
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results in general.

Figure 4.5: A comparison for the cumulative rewards: Bayesian, Dyna, and
Q-learning agents (average over 10 runs)

4.3.2 Large State-Space

For this experiment, a larger grid-world maze is considered to test the three

techniques. State space and its complexity plays an important role in the

performance of the agents, and so I decided to study the performance of

each algorithm in a larger state space. As shown in figure 4.6, this scenario

is in a 20x20 scale maze with 365 reachable states. As with the previous
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experiment, the agent can choose 4 permissible actions in each state.

Figure 4.6: Experiment 2: A map of a 20x20 grid world

Figure 4.7 shows that the number of steps to the goal state converges rapidly

in the beginning after about 10 episodes for the Bayesian and Dyna agent;

however, the Bayesian agent has a better performance in finding the best

policy. This is due to its ability to learn the model of the environment and

make some hypotheses based on the Bayesian inference. The Q-learning

agent starts with a higher number of steps. After 50 episodes, it is still

unable to reach an optimal policy. It finds the best policy after 90 episodes

(The experiment has been tested for 100 iterations; however, the figure does

not show more than 50 episodes).

88



Figure 4.7: A comparison between the number of steps to the goal for
Bayesian, Dyna, and Q-learning agents (average over 10 runs)

As in the previous experiment, Figure 4.8 shows that the Q-learning agent

is better in exploring most states; however, this is due to the random nature

of Q-learning, so it cannot be considered as a “smart” action.

Figure 4.9 shows the cumulative reward for the three techniques. The Bayesian

technique surpasses other techniques throughout the learning process. Dyna

has a reasonable rate of convergence and performs much better than Q-

learning. However, it has many small fluctuations overall. The performance

of the Bayesian agent is better than the performance of Q-learning (or Dyna)

as it converges faster to an optimal policy. Moreover, a paired t-test demon-
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Figure 4.8: A comparison between the number of explored states: Bayesian,
Dyna, and Q-learning agents (average over 10 runs)

strates that the difference in means between Bayesian DP and Q-learning

is statistically significant with p = 1.88521E-06 (in this thesis, a 0.05 level

of statistical significance is being implied throughout the experiments). In

statistics, a result is called statistically significant if it is unlikely to have oc-

curred by chance. The amount of evidence required to accept that an event is

unlikely to have arisen by chance is known as the significance level or critical

p-value.

As with Figure 4.7, the Q-learning gets to an optimal policy after more than

90 episodes. It converges very slowly and gradually overall; however, due to
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its planless characteristic, it has large fluctuations throughout the learning

process.

Figure 4.9: A comparison for the cumulative reward: Bayesian, Dyna, and
Q-learning agents (average over 10 runs)

The Bayesian technique converges more gradually and quickly than Dyna.

Although Dyna has a fast and reasonable convergence overall, we notice

wavery changes with some irregularities. This is because Dyna chooses k

random samples (in this example 20) and tries these hypotheses to find the

best policy. The randomness of choosing these samples is the reason for these

small irregularities throughout the learning process. On the other hand,
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the Bayesian technique converges more steadily because it considers several

hypothetical MDPs to solve based on the probability distributions of each

state-action and the natural inference in Bayesian updates.

4.3.3 Discussion

Table 4.1 shows the three different techniques in reinforcement learning and

their characteristics. Overall, the Bayesian approach has a better perfor-

mance than Dyna and Q-learning. It finds the best policy quickly and ex-

plores the environment to form its belief about the model of the world. The

Bayesian technique uses the value of perfect information (VPI), as described

in Chapter 3, to examine the value of each new piece of information and to

avoid taking suboptimal actions.

RL technique Bayesian RL Dyna Q-learning

Type model-based mid-ground model-free
Exploration rate high (smart) high (smart) high (dumb)
Convergence rapid rapid(with fluctuations) slow
Model learning intelligent(Bayes’ updates) random samples None

Table 4.1: The comparison of three different RL techniques

Although Dyna also converges really fast, it has some small fluctuations

throughout the learning process. It tries to learn the model of the environ-

ment simply by considering random samples and solving the MDPs based on

these samples.

The Q-learning approach converges slowly especially in larger-space environ-
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ments where it cannot rapidly update the Q-values based on the previous

values. This technique does not try to learn the model of the environment

explicitly; therefore, its exploration is solely near stochastic. Nevertheless,

it is one of the most interesting reinforcement learning techniques, as it is

computationally easier to implement.

4.4 Normative Agents With Prior Knowledge

The previous section examined the performance of the Bayesian approach

in learning the model of the environment. It showed that Bayesian model

learning with the VPI approach [29] outperforms the model-free approach

of Q-learning and the Dyna approach, which is a middle-ground between

the model-free and model-based RL approaches. However, these agents pre-

serve no knowledge after each simulation and start up from scratch in a

new environment. They have no prior over the environment’s dynamics and

behavioral norms; therefore, they start exploring with absolutely no infor-

mation about the domain or the environment, and their behavior is random

early in the learning process.

This section experiments with the effectiveness of the two-level reinforce-

ment learning framework to dynamically generate norms. As described in

detail in Section 3.4, this thesis focuses on the behavioral norms that affect

the behavior of agents in the process of decision making based on their in-
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teractions with the environment. An agent’s behavior in any environment

is tightly dependent on its understanding of the surrounding environment.

Norms extracted from the interactions with the environment are incorpo-

rated as domain-dependent knowledge into agents. Agents build up their

beliefs about the normative framework of the environment and its dynamics

and then use this aggregated knowledge in other settings with different dy-

namics. This will help the agent to avoid random behaviors in the beginning

of a mission under a new and unknown dynamic.

Three different experiments are considered with two agents: a Bayesian agent

with no prior knowledge about the dynamics and behavioral norms, and

a Bayesian agent with some training in a different environment under the

same domain. The environment’s dynamics and its behavioral norms will

be changed to study which agent better performs when confronting a new

setting.

An interesting approach to study this difference is to consider the differences

based on the percentage of changes in settings. This way we are able to study

the effectiveness of the learned normative behaviors in different environments.

Nonetheless, as it was emphasized earlier, the domain in which the agent is

finding an optimal policy to the goal state will remain the same. In these

experiments, changes can occur in every element of the environment such

as blocked states, goal states, start states, etc. Three different experiments

have been done based on the percentage of changes:
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• Only change in the goal state

• 20% change in the environment

• 50% change of dynamics + change in the goal state

4.4.1 Experiment 1: Goal Change

This experiment tests the rate of convergence to the optimal policy, and the

cumulative reward for an agent with no prior knowledge over the behavioral

norms and the system’s dynamics versus an agent trained in another setting

with semi-developed knowledge about the domain. I would like to study how

fast the agents can adapt their belief to the changes in the goal.

Here in this experiment, I consider a map of 12x10 with 98 reachable states

(the exact map used in Section 4.3.1). I change the goal state from the

top-right of the map to the top-left.

Figures 4.10 and 4.11 show the performance of both agents with regard to

steps to the goal and cumulative rewards gained in each episode. The results

are averages over 10 runs. Both of the agents find the best policy quickly

in fewer than 15 trials. The normative agent starts up with a worse result

compared to the Bayesian agent with no prior. This is due to the fact that

the normative agent needs some exploration to adapt its beliefs to the new

environment’s dynamics, so it has to update its beliefs about the environ-

ment. However, after the first exploration of the map it rapidly finds the
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Figure 4.10: The number of steps to the goal for an agent with no prior
knowledge vs. a normative agent with prior knowledge (average over 10
runs)

best policy and converges after 5 trials, as opposed to the Bayesian agent

with no training.

The next section studies to what degree the generated norms and knowledge

will help an agent to adapt to the new environment’s dynamics.
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Figure 4.11: Cumulative reward for an agent with no prior knowledge vs. a
normative agent with prior knowledge (average over 10 runs)

4.4.2 Experiment 2: World Change (20%)

To better study the effectiveness of having prior information on a certain

domain, I make more changes (20% change) and see how a normative agent

adapts to the environment when it is set to work in an environment with a

20% margin of difference. As shown in Figure 4.13, the changes are in the

locations of blocked states and the location of start state, however, the goal

state remains the same. This represents a world in which the dynamics are

20% different from the dynamics of the previously learned world, but the
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agent’s goal does not change (in this example, the agent’s purpose is to find

the goal state while maximizing the overall cumulative reward).

Figure 4.12: 20-percent difference- the number of steps to the goal for both
agents (average over 10 runs)

The agent is trained and learned in the map from Figure 4.2 and tested

to learn the new environment’s dynamics and adjust its behavioral norms

(Figure 4.13).

The result of this experiment shows the importance of incorporating prior

information especially in the early stages of the learning process. The agent

that has practiced and captured knowledge about the domain has some sort

of understanding of the environment and has less random behavior.
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⇓

Figure 4.13: The agent learns and extracts knowledge in the first map and
then uses it in the second environment
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Figure 4.14: 20-percent difference- the cumulative reward for both agents
(average over 10 runs)

In the very first trials of learning, the normative agent starts with finding the

new optimal policy. On the other hand, some fluctuations in early phases

show the agent’s attempts to explore the new environment and find out the

dynamics as well as exploiting the already known states. In the early learning

process, the performance of the normative agent with prior knowledge is

statistically significant (p = 0.027152704) compared to the Bayesian agent

with no knowledge about the normative actions.

A trained agent learns the probability of finding the goal state in each zone
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of the map so the agent focuses more on the areas that have been learned

to be more probable in containing the goal state. In this example, this leads

the agent to focus more on the central areas and avoid exploring behind the

blocked states in right and left side of the map.

The agent is able to adjust itself to the new environment’s dynamics with

20% of change. The next section evaluates this idea under the situations

where 50% of dynamics are different. Also, to make it more difficult, the

goal will be changed to another state.
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4.4.3 Experiment 3: Goal and World Change (50%)

To make a thorough conclusion about the normative agents, a 50% change

in the environment is considered. The agent trains in an environment with

certain dynamics and tries to learn the behavioral norms in this setting, and

then is asked to perform under a different circumstance where there is just

50-percent similarity in the locations of blocked states and the location of

start state(Figure 4.17). To make it more difficult, the goal state has also

been changed to another state.

Figure 4.15: 50-percent difference- the number of steps to the goal for both
agents (average over 10 runs)
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As soon as the normative agent extracts the behavioral norms and learns

the system’s dynamics, and the level of confidence about its beliefs meets

the requirements (as described in Chapter 3), it is deployed to a different

environment with more than 50% of dissimilarities.

Figure 4.16: 50-percent difference- the cumulative reward for both agents
(average over 10 runs)

Although the normative agent starts with a higher number of steps to the

goal, Figure 4.15 shows a considerable performance early in the learning pro-

cess. It converges quickly after two or three episodes of exploration. During

this process, the agent adjusts its beliefs based on the new environment and
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quickly updates its normative system.

⇓

Figure 4.17: The agent learns and extracts knowledge in the first map and
then uses it in the second environment
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As shown in Figure 4.16, we notice some increased drop in the value of

cumulative reward in the first episodes because the agent is adapting its belief

state under the new dynamics. However, the value of cumulative reward rises

more rapidly and converges to the value of the optimal policy after about

5 episodes. This proves the effectiveness of having prior knowledge about

the domain-dependent norms even if the environment changes over time and

the agent wants to start learning in a world with different dynamics and

different normative system. A paired t-test demonstrates that the difference

in means between the normative agent and the agent with no prior knowledge

is statistically significant (p = [0.022022831]).

4.4.4 Discussion

The performance of an agent, whether it has prior knowledge about the

normative behaviors or not, converges at some point at a reasonable pace.

However, an important factor is to avoid any random exploratory behavior

at the beginning of a simulation. More specifically, reinforcement learning

agents (even the ones that are very quick) spend some time at the start of

every new simulation to find out about the dynamics and the environment

by visiting states randomly.

The purpose of the proposed learning framework essentially is to endow

agents with some prior knowledge about the domain and the dynamics, in-

cluding the normative framework. To automate the process of norm gen-
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eration, learning agents should have a mechanism to perceive from the en-

vironment, process the new knowledge, update their beliefs, and reuse this

information when dealing with new problems. This can be using the rein-

forcement learning techniques and their ability to learn through interactions.

The Agent builds up its beliefs on behavioral norms in a certain environment

by representing the state-action pairs in the form of probability distributions.

Although this knowledge about the behavioral norms is different in any other

environment, the agent will adjust the learned norms to the norms in a new

environment; therefore, it finds the optimal policy and the model of the en-

vironment more quickly. The experiments showed a considerable amount of

performance early in the process of learning.

As we can see in Figure 4.18, the normative agent performs better both in

gaining cumulative reward and finding the optimal policy to the goal. The

more similar the new environment is to the environment where the agent

has been trained, the faster and better it can adjust its beliefs to the new

situations. Another interesting observation is that whenever the goal state

is very different from the one learned by the agent, the agent has to vio-

late or alter its beliefs to the new situations. Thus, this adjustment process

makes the agent override some of the behavioral norms and spend some time

to explore the new environment. However, as the agent carries its domain

knowledge from the previous experiments, it easily adapts its normative sys-

tem after just a couple of episodes. The more it takes for the agent to find the

best policy, the more it should update/alter its belief systems on behavioral
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norms.

Figure 4.18: The comparison between different values of change

The figure shows that the agent performs better in an environment with 20%

change in its dynamics. It adapts itself under the new dynamics rapidly and

then starts to visit other states in order to update its beliefs and behavioral

norms. On the other hand, when the agent has to perform in an environment

with 50% change, it takes more stages at the beginning for the agent to

adjust its knowledge to the new environment. Moreover, in the early stages

of learning (3 or 4 episodes), the agent gets a highly negative reward as the

goal has been changed, and the agent needs to explore and unlearn its current
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beliefs. By reducing the similarities between the environments, in the early

process of learning the behavior of the normative agent changes from high

performance to near stochastic as the agent should alter most of its beliefs

when confronting an entirely different environment.

4.5 Summary

This chapter illustrated the experimental results and analysis to the intro-

duced framework for generating and using norms. First, it compared three

different learning algorithms (Bayesian RL, Dyna, and Q-learning). It is

shown that either in a small state-space or large state-space, the Bayesian

agent outperforms other learning techniques by learning the model of the

environment and the world’s dynamics.

Second, the ideas of generating norms dynamically and incorporating them

into agents are discussed and examined in various experiments. Each of the

experiments showed the efficiency of a trained agent working in the environ-

ments with different dynamics. When the world’s dynamics are similar to

those of the previous environment, the agent adjusts itself rapidly to the new

settings by updating its belief set. It was shown that a normative agent can

adjust its behavioral norms and its belief rapidly when operating in a new

environment. Thus, the performance of the agent increases, especially in the

early stages of the learning process.
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Chapter 5

Conclusion and Future Work

5.1 Conclusion

This thesis presented a broad overview of reinforcement learning (RL) tech-

niques and normative systems. Two classes of algorithms (model-free and

model-based) in RL were described. A middle-ground approach of Dyna and

its pros and cons were explained. Bayesian inference was then described in

detail. It was discussed that Bayesian RL outperforms other RL techniques in

finding the best equilibrium for the exploration-exploitation problem. Then

the use of norms and normative frameworks in artificial intelligence was re-

viewed.

Later, in Chapter 3, I explained my ideas in building a two-level learning

framework for dynamic norm generation. This is an automatic process to for
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extracting norms using reinforcement learning techniques and then using this

knowledge to enhance the behavior of the learning agents. First-level learning

refers to learning a certain environment with specific dynamics. The second

level uses the results from the first-level learning in different environments

and generalizes this knowledge to set them as domain-dependent behavioral

norms. Bayesian RL is a systematic way to incorporate prior knowledge

about the domain into the learning iterations. The agent should be confident

about its beliefs in order to generalize them and use them in the future

settings. This confidence level is obtained by checking two conditions: how

familiar the agent is with the current world and its dynamics (including the

norm system) and whether it has converged to an optimal policy.

Generating norms in an autonomous way using learning agents was shown

to have many advantages over the conventional methods of norm assign-

ments. Better interactions, better decision-making processes, automated up-

dates and changes, proactive flexible agents, and easier analysis of norms and

domain knowledge are some of the reasons to use this framework. Moreover,

it helps to better understand the ways our beliefs about behavioral norms

and our environment’s dynamics become established.

Chapter 4 of this thesis reported the effectiveness of the proposed framework.

First, the three different techniques in reinforcement learning were compared

in a small state-space and a large state-space to depict the performance

of each algorithm. It was discussed that the Bayesian approach to model
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learning outperforms the other techniques as it learns the model of the world

using Bayes’ updates.

Second, the ideas of generating norms dynamically and incorporating them

into agents are discussed and examined in various experiments. Each of

the experiments demonstrated a high efficiency of a trained agent working

in the environments with different dynamics. When the world’s dynamics

are similar to those of the previous environment, the agent adjusts itself

rapidly to the new settings by updating its belief set. It was shown that

a normative agent can adjust its behavioral norms and its beliefs rapidly

when operating in a new environment. Thus, the performance of the agent

increases, especially in the early stages of the learning process.

5.2 Future Work

In this thesis, I proposed a two-level learning approach that is applicable to

any decision-making problem where agents need to learn domain-dependent

knowledge about some dynamics. There are many ways to extend this work,

either from the theoretical or practical point of view. I will try to sketch

some of these ideas for future work:

• Multi-agent systems

An interesting topic to tackle would be to apply the proposed frame-

work to a multi-agent system. The multi-agent view of systems is
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becoming more important because most of the communities feel the

need to consider other entities or agents while making decisions or

taking actions. There have been much work done in the multi-agent

reinforcement learning area. One can use the introduced framework

and run many agents in a world to learn the world’s dynamics and its

normative system. This might need a small change in the method for

updating the beliefs because the correct view of the world would be the

aggregation of all the agents’ beliefs. Applying the proposed framework

into these systems will bring up other issues such as trust, reputation,

benevolence, malevolence, etc.

• Conflicting norms

Norms can be inconsistent. This happens especially when norms have

different origins. As it was shown in [33], the problem of these conflicts

is not that they are general (logical) conflicts between the norms, but

that they are only conflicts in very specific situations or even in ways

in which norms are fulfilled. Conflicts might arise when individuals

are members of several groups in which conflicting norms emerge due

to the different circumstances in those groups. An important question

is how one can handle these conflicting norms when agents confront

groups or societies with completely opposite norms.

• Behavioral norms and social norms

This thesis discussed how behavioral norms can be learned and incor-
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porated into agents. One can make use of this approach and study the

behaviors of agents by considering social and behavioral norms at the

same time. Using a simulation purely based on individual agents would

not be correct. This would model a situation where there are no social

structures that connect and limit individual autonomy. Thus, one can

use a modeling framework that combines both a societal and an indi-

vidual point of view. Of course these two categories overlap at some

points, but because norms, in general, guide the behavior of agents and

the ways agents make decisions, there are many ways that social and

behavioral norms affect each other.

• Extracting domain culture

Culture can be seen as an expression of a certain set of values common

to a group or society. Thus, there is a connection between culture and

behavior in every society. Agents learn social or behavioral norms by

interacting with the environment or other agents. This leads them to

integrate into new societies and worlds. Individuals try to learn norms

in order to understand the whole normative system. One can use the

techniques provided in this thesis in order to learn the culture among

the agents of a community. Any agent has its beliefs and normative

behaviors; however, averaging these norms and trying to find the nor-

mative framework of the majority of agents will lead to the emergence

of the dominant culture between the agents of a certain society.
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