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Abstract 

Delivering high-quality software on time and on budget is a challenging endeavor but it 
can be made more likely by adhering to an approach where guidance is provided through 
the use of software development policies. Software development policies represent 
standards and best practices that a company has chosen to follow throughout their 
software development effort.  For our purposes, a software policy is a statement of 
conduct intended to guide and constrain development activities. Policies can be written to 
capture company guidelines, industry best practices, empirical research, and even past 
experience. A simple example of a policy might read “a preliminary design must be 
completed before implementation begins.” Policies help to ensure the existence of certain 
environmental conditions that are conducive to a successful outcome. Depending on the 
situation, however, the policies in use may not have the expected effect. Currently, there 
does not exist a formal way to evaluate a company’s policy set without resorting to 
extensive experimentation or case study on each policy. We propose a method that 
monitors weekly success indicators on project aspects such as quality, time, budget, and 
morale. The policies in use are then evaluated against these indicators resulting in a 
summary of those policies thought to impact process performance. Due to the many 
complexities of this problem (e.g. policy interactions, delayed effects of changes, etc.), 
our method consists of a combination of several different analysis techniques that are 
combined to yield a more complete solution. Our set of analysis methods currently 
includes: a form of linear regression adapted for greater sensitivity; a check that extreme 
values coincide; a trend analysis that detects whether data generally deviates in the same 
(or opposite) direction; and a special check adapted specifically for discrete measures. 
The results from each method are then combined using a meta-learner that compares the 
similarity of the ranked results produced by each individual technique, and provides a 
single indicator of how strongly they agree. To ensure our method works and is practical, 
we validated it against industry data from a leading Canadian business-solutions provider. 
Despite the many challenges inherent with real-world data (e.g., missing, inconsistent, 
incorrect, biased, sparse, and limited data), our validation work indicates that our method 
can identify more potential effects than other traditional approaches, especially the more 
subtle weaker effects, which can serve as a trigger for further investigation.  These results 
shall be of special interest to project managers in their efforts to deliver on successful 
projects. 
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Chapter 1: Introduction 

Managing a software development project to a successful conclusion is a difficult task. 

Project managers often quip “quality, time, budget – pick any two.”  Indeed achieving all 

three of these project aspects collectively is a challenge but the chances of success can be 

improved by adhering to an approach where guidance is provided through the use of 

various frameworks pertaining to software development process [Per01], and software 

development governance [CWY08].  For our purposes, we adopt the following definition 

of process taken from [FeH93]: 

 

A process is a set of partially ordered steps intended to reach a goal; in software 

engineering the goal is to build a software product, or to enhance an existing one; in 

process engineering, the goal is to develop or enhance a process. 

 

A focus on software development process and its improvement can lead to a number of 

benefits including increased productivity, fewer defects, more accurate estimates, and 

improved morale [Mcc99].  There are several well-known process frameworks such as 

the Capability Maturity Model Integration (CMMI) [CKS03] and the International 

Organization for Standardization (ISO/IEC 12207) [ISO08] that define best practices that 

lead to improved software development.  These process frameworks help to communicate 

and facilitate an understanding of process improvement, management, guidance, reuse 

and evolution [CKO92]. 
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Software development governance frameworks seek to define high-level organizational 

principles and assign decision rights aimed at empowering employees to do their work 

more effectively.  Governance frameworks can help employees to achieve their goals 

which are specifically defined to be well-aligned with the overarching goals of the 

organization.  The Carver Policy Governance Model [Car06], for example, defines 

responsibility chains for accountability but leaves it up to the employee to decide how to 

best approach their work.  Such governance frameworks provide the opportunity for 

employees to take ownership over their work items and to find the most creative solutions 

to their problems. 

 

At the heart of these process and governance frameworks is the reliance on policy.  

Policies found at this level are most often written as overarching organizational principles 

that capture the spirit and values of an organization [CKS03].  These higher-level policies 

or principles are so important to software development that the CMMI relies on them 

when defining its five levels of maturity.  Progression through these CMMI maturity 

levels is achieved through the implementation and adherence to organizational policies 

written specifically to support each Key Process Area [Per01, CKS03].   

 

A high-level policy for the process area of Software Quality Assurance (SQA), for 

example, might dictate that “management must be kept informed on all software quality 

processes and audits, to ensure compliance with organizational standards [Per01].”  This 

high-level policy can then be used to guide the creation of lower-level policies that 

contain the details of how certain practices are to be done.  Continuing with this example, 
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a few lower-level policies might include that “SQA practices must be in place for all 

projects”, that “there exist an independent reporting channel directly to the executive”, 

and that “the executive must review SQA activities periodically [Per01].”  In this context, 

a software development policy can be seen as a statement of conduct intended to guide 

and constrain development activities [Per01].   

 

Policies such as this can be written to capture company guidelines, industry best 

practices, latest research, and even past experience.  Policies can be written to support 

everything from outlining certain project management principles to defining lower-level 

development rules.  Other policy examples could include: “no more than 10% overtime is 

permitted within a single week of a project”, “all new work requests must be directed 

through the project manager”, and “all source code must be reviewed before being 

checked into the code repository.”  In addition to the various levels of applicability, 

policies can also be applied to virtually any aspect of software development, including 

the deliverables themselves.  For example, a policy targeting the actual codebase might 

read “in a design, all classes must have only 1 to 5 responsibilities.”   

 

Considering policies in this way, as supporting different levels from the more general 

organizational principles to the more specific software development rules, a meaningful 

hierarchy begins to emerge where we can better understand a policy’s intent.  In fact, we 

can begin to see how policies can provide support all the way up to the highest level.   
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Such policies are an invaluable mechanism for ensuring the existence of certain 

environmental conditions that are conducive to successful outcomes.  Policies provide 

tangible proof of executive positioning and illustrate a formal commitment to process 

improvement.  Policies help to capture and formalize the practices that enable the 

predictable delivery of quality software in a reliable and repeatable way [Per01]. 

 

In order for these process and governance frameworks to be applied successfully, 

however, organizations need to have the confidence that applying a set of supporting 

policies is actually going to help in achieving a successful outcome from the software 

development project.  While it is true that many policies are continuously evaluated 

informally using experience-based evaluation, and often to good effect, there has been a 

recent call for embedding quantitative statistical process controls into the development 

process [CDD08, CSR08].  The work presented in this thesis is therefore a timely 

contribution that moves us forward from experience-based to a more modern data-driven 

approach. 

 

1.1    Problem Definition 

According to Humphrey [FeH93], software development policies are the guiding 

principles of process development.  Policies are used to impose the necessary constraints 

that influence and focus software development [Per01].  It is also commonly accepted 

that certain practices are essential in order for policies to be effective [Per01].  For 

example, policies need to be signed off, or formally committed to, by senior management 

to convey the expectation that a policy is to be followed.  To ensure accountability, 
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policies need to be both documented and communicated.  That is, policies need to be 

disseminated and made accessible to all employees to provide a unified view of 

expectations.   

 

While there tends to be strong consensus that these practices are essential for a policy to 

be effective, there currently does not exist a way to formally evaluate a company’s policy 

set without resorting to extensive experimentation or case study on each individual 

policy.  This is a significant limitation in our ability to influence project outcomes 

because of the various situations in which policies do not behave as expected.  Some 

policies, while intuitively making sense, have been shown in the long-term to have a 

negative effect on project outcomes.   

 

As an example of an intuitive policy that could have an unexpected longer-term 

consequence, consider the notion of optimum class size.  There are many software 

professionals who accept the Goldilocks Conjecture which states that if a program class 

file is too big or too small, then the class will contain a disproportionate number of 

defects [FeN99].  This intuitive idea may seem compelling enough to some that a 

company may attempt to define a policy to capture it.  Before incurring the cost of 

refactoring 1   a software system to be in compliance with this policy, however, 

management would be well advised to review [EBG02] in which the authors show, 

through empirical case study, that there is no such optimum class size.  This is a powerful 

example of a policy that, without a method in place to continuously evaluate the policy 

                                                 
1 The term refactoring was coined by Martin Fowler in his 1999 book “Refactoring: Improving the Design 
of Existing Code.”  Refactoring is the disciplined approach to restructuring code while not changing the 
code’s visible behaviour. 
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set, would appear to be beneficial when, in fact, it would be causing a lot of unnecessary 

work for very little gain.   

 

Another example of a commonly held belief is that “too many cooks spoil the broth”, or 

too many developers working in the same area leads to an increase in the number of 

software defects within the associated code.  Again, this is a very intuitive idea that could 

affect resource planning.  Before making decisions based on this belief, however, 

management may be interested in reading [WOB08] where the authors find, through 

empirical research, that the number of developers does not significantly impact the 

number of defects introduced into the codebase. 

 

In addition to those policies that do not behave as expected, there are also those policies 

that may not behave consistently in all situations [FoH01].  Many policies, in fact, affect 

development outcomes differently across companies, and even across projects of 

different types within the same company.  As an example, consider a policy prescribing 

the ideal frequency of team meetings which may vary widely depending on the nature of 

a particular project.   That is, a well-established, ongoing product development effort may 

be best served by weekly meetings while a newer, more opportunistic project may require 

daily scrum-style gatherings.  It is important to remember that there is no one-size-fits-all 

policy that meets the needs of every situation.  It is essential, therefore, to have the ability 

to formally evaluate how well a policy behaves within a particular environment to best 

tailor both the process and supporting policies to that particular project.  In this example, 
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it would mean having the ability to fine-tune the meeting frequency to optimize 

development outcomes.   

 

Recognizing that there are various situations in which policies do not behave as expected, 

our goal is to provide a formal way of evaluating the set of all software development 

policies at a single time to avoid needing multiple separate experiments.  Having this 

formal method that enables evaluation across all policies is essential as studies show that 

often people’s perception of the factors affecting project outcomes are not supported by 

the actual data once gathered [ETM10].   

 

As a brief, high-level example of how this shall work, consider ‘data’ as referring to any 

time series data collected on each and every policy under study, along with various 

success indicators, or measures reflecting project aspects of interest.  A success indicator 

is a measure of how well the project is doing in terms of things like schedule and budget.  

Any data that can be used to indicate how well, or thoroughly, a policy was followed is of 

interest.  Data can be gathered at regular intervals from any applicable source including 

timesheet data, status reports, issue logs, change requests, and other policy usage records.  

This policy data is then analyzed against success indicators representing the project 

aspects of interest to see if a change in the adherence to a policy has any effect (positive 

or negative) on the success indicators.   

 

Take for instance a policy stating that “all code must be reviewed before being integrated 

into the company’s codebase at the end of each day.”  Code reviews are generally 
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accepted as being a good practice [MKA14], but it is also possible that there exists a 

threshold of testing that achieves the desired level of quality while minimizing the effort 

of doing so.  That is, each day some code must be reviewed before being integrated, and 

the percentage of the code that was actually reviewed is captured.  This assumes that 

sometimes code may not be reviewed for various reasons including lack of time.  

Monitoring the percentage of code that is reviewed over time as a time series may allow a 

company to compare against various success indicators to find the optimum threshold 

where the benefits of the policy are the most beneficial.  If the analysis discovers that the 

policy varies in its effectiveness depending on how well it is followed, management 

could then investigate further to fine tune the policy.  To this end, further analysis could 

be done on additional measures like the frequency of code reviews, and the level of 

reviewer participation, to possibly find the best parameters to optimize the policy for the 

current development environment. 

 

Since isolating effects in a real-world environment is extremely difficult, our aim is to 

identify as many potential effects as possible, highlighting the most important ones, 

which can then be confirmed through further investigation.  In the above example, if an 

effect is found and is further corroborated by similar effects found in other projects, then 

this insight should be used to inform changes.  Depending on how much time one has, or 

the goals one has in mind, it should be possible to modify the sensitivity of the method to 

either focus on only the more certain effects, or take a more exploratory approach to find 

interesting smaller effects, recognizing that this could be at the expense of likely 

generating more false positives, or spurious relationships.  Such a mechanism would 
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allow project managers to go beyond searching for suspected relationships, to identifying 

previously unconsidered process insights.  

 

With our goal stated above (i.e., to provide a formal way of evaluating the set of all 

software development policies at a single time to avoid needing multiple separate 

experiments), our solution needs to explore all effects within a single dataset, and 

mitigate against any adverse risks of doing so.  That is, our approach needs to take the 

risk of using multiple hypotheses into consideration.  To this end, further investigation as 

mentioned above will be required.  Such exploratory approaches are recommended in 

[Rot90].     

 

1.2    Problem Requirements 

To satisfy the above problem, the solution must allow for the formal evaluation of a set of 

policies consistent with the following non-trivial requirements: 

 

Timely, Accurate, and Meaningful Results: Managers often have many competing 

demands on their time, thus we need an unobtrusive method that can identify policies that 

may not be having the intended effect as early as possible.  Providing a mechanism for 

identifying such policies can serve as an early trigger for deeper investigation so that 

necessary changes can be identified and implemented in a timely fashion.  Analysis 

results must be presented and prioritized in a meaningful way as to quickly inform project 

managers where to focus their attention.  Results must be reliably accurate to earn and 

maintain user trust.  Any method that does not produce accurate and meaningful results 
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that can guide further investigation in a timely fashion, preferably early on in the project, 

is of limited value. 

 

Limited Amount of Data:  Having the ability to perform analysis using very small 

datasets is essential.  Software development projects are relatively short in duration, with 

only the most established companies and projects having enough historic information that 

limited data would not be an issue.  This problem stems from the fact that many statistical 

analysis techniques require a significant amount of data.  For instance, the rule-of-thumb 

for performing a regression analysis is to have 10 times the number of data points as one 

has predictor variables [BrB94].  In the case of using policies as predictor variables, 

which could easily number into the dozens, one would need hundreds of data points.  

This is especially challenging if a company is only gathering data on a weekly or even 

monthly basis.  In this case, it would take several years to have enough data to analyze.  

Compound this issue with the fact that the data being gathered is likely only available 

during specific phases of the development lifecycle where a particular policy is likely to 

be applicable, and the challenge becomes even more clear.  Increasing the frequency of 

data collection does not help this situation since project outcomes typically do not change 

fast enough to detect effects any quicker. 

 

Continuous, Discrete and Normalized Data: Software process data can be either 

continuous (i.e., able to assume any value within a given range) or discrete (i.e., able to 

assume only a finite number of values within a given range).  A measure relating to the 

percentage of new code in a class file, for example, would typically be represented as a 
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continuous value.  A measure relating to whether or not a particular deliverable exists or 

not would typically be represented as a discrete value.  The type of variables being 

analyzed can be of concern depending on the statistical method being used, since some 

are not suitable for both types.  Consequently, the analysis method employed must work 

with both continuous and discrete data.  Further, to bring all variables into a consistent 

range for comparison purposes, a means for normalizing values to a standard numeric 

range is also necessary.  

 

Delayed Effects: One of the most complex issues with the evaluation of policies is that 

not all policy changes result in an immediate effect on the development process.  The 

analysis method developed must, therefore, provide a means for detecting whether or not 

a policy is having an effect on project outcomes, even if that effect is only discernible 

sometime in the future. 

 

Flexible: A software development environment may select its process from a wide array 

of different process and governance framework options.  Consequently, the analysis 

method must be flexible enough in its implementation to support whatever framework is 

currently being followed.  Additionally, since managers have limited amounts of time to 

invest in fine-tuning the development process throughout a project, the method should 

provide a prioritized view of potential effects, which can then be further investigated to 

provide the opportunity to make the informed decisions that matter most. 

 



 

 12 

Ease of Use: Having the ability to perform analysis easily and quickly without spending 

too much extra time is essential for successful method adoption.  To this end, to be as 

practical as possible, tool support is required to automate as much of the analysis process 

as possible.  Such automation improves adoption rates by helping to alleviate costly 

overhead and minimizing human error.  The importance of tool support in the 

improvement and adoption of new process methods is discussed in [BMJ96]. 

 

1.3    Proposed Solution 

The solution presented in this thesis is a method that uses time series data collected 

weekly – or monthly – on the level that each policy is satisfied during the period under 

study, and compares those to time series data collected weekly – or monthly – on success 

indicators covering key project aspects such as quality, time, budget and morale.  For our 

purposes, we adopt the traditional definitions of quality, time and budget as delivering a 

solution capable of meeting a specified set of requirements, within an agreed upon 

schedule and cost [AgR06].  The importance of these three elements is reflected by the 

fact that quality is the most widely studied project aspect, followed by budget and time 

[UGI12]. 

 

While these three elements are the most commonly studied, what constitutes success can 

actually be considered as a multifaceted variable where additional project aspects or 

success indicators can be included depending on the priorities of the project [RaK14].  To 

this end, through the author’s own experience as a software engineer, a fourth success 

indicator of morale was included in this work.  To quote Alistair Cockburn, "Process and 
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technology are a second-order effect on the outcome of a project. The first-order effect is 

the people” [Mar02].  The decision to include morale is consistent with the recent trend to 

recognize people as a key factor in improving the likelihood of software process success 

[KJS13].   

 

With the adoption of this multifaceted variable, the concept of success becomes not just a 

binary outcome but a combination of outcomes where it is possible to succeed on one 

project aspect but fail, or do badly, on another.  Our proposed solution is able to perform 

separate analyses on each success indicator thus enabling the detection of such 

multifaceted effects during situations where, say, morale does not improve along with 

other success indicators like quality [PMW12].  Having the ability to monitor such 

situations provides valuable insight into the development process, highlighting cases 

where project managers may be sacrificing things like long-term morale and motivation 

for short-term gains in other areas [VBC14].  This is just one example of an extra project 

aspect of interest and indeed, it has been shown to be the single largest factor in 

productivity [VBC14].  Pushing people too hard to achieve success on other project 

aspects has been shown to have other negative outcomes like losing key resources at the 

conclusion of a project [Hum95].   

 

The solution to the multifaceted variable problem above is to maintain separate time 

series for each policy and success indicator.  The analysis approach is then to separately 

analyze the set of policy time series against each success indicator time series using 

custom techniques created specifically for the sorts of data that is characteristic to our 
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problem, as discussed in the previous section.  For example, traditional regression 

analysis requires more data than what is typically available during software development 

projects.  Consequently, one of our custom techniques includes an exploratory form of 

linear regression adapted for greater sensitivity.   We also have a check that extreme 

values coincide; a trend analysis that detects whether data generally deviates in the same 

(or opposite) direction; and a special method adapted specifically for discrete measures.   

 

The results from each of these individual techniques are then combined using a meta-

learner ensemble approach as one would find in data mining [WFH11, Zho12].  In this 

context, the meta-learner is a second-order learner that operates on the results from each 

of the individual techniques, or first-order learners. This meta-learner compares the 

similarity of the results produced by each technique, and provides an indicator of how 

strongly they agree.  This ensemble approach essentially combines the different analysis 

techniques, or base methods, to complement each other and provide a stronger result.  

This is akin to asking the advice of multiple experts where the more techniques that 

agree, the stronger the overall result is. 

 

To maximize the value of our method, it was developed to allow analysis to be performed 

early and often in an attempt to identify quickly those policies impacting process 

performance, allowing action to be taken in a timely fashion.  Since there are numerous 

environmental variables that could affect the project outcome (including programmer 

skill level, problem complexity, etc.), our method takes a heuristics-based approach at 
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being sensitive enough to detect as many potential effects as possible, even if those 

effects are not absolutely sure.   

 

The goal of our analysis is to highlight the policies that are most likely having an effect. 

In particular, the result of our analysis is the identification of those policies potentially 

having a positive effect on the project outcome, those policies having a negative effect on 

the project outcome, those policies having no effect on the project outcome, and those 

policies that do not display enough variation to tell one way or the other.  Satisfying this 

goal shall enable project managers to make informed decisions on policy management 

and enforcement.  Analysis results are presented in a summarized form to allow project 

managers to focus on the most likely areas of potential value.   

 

Since we cannot perform individual experiments on every policy and project aspect 

combination, our method allows us to evaluate many relationships as a group.  The 

chapters that follow illustrate in detail how this method satisfies each of the above 

requirements to provide a viable solution to this problem. 

 

1.4    Research Method 

Since it is not practical to exercise control over a real-life software development project, 

our research method relies heavily on the preparation and execution of a case study 

approach [RuH09].  Having defined the detailed problem requirements above, and having 

a well-informed idea of what the input data would look like from past personal 

experience in industry, development of the core concepts that would ultimately form the 

foundation of this solution began.  As the work progressed, it was important to be 
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mindful that the methods and tools developed had to be as generic as possible to allow 

enough flexibility to apply them in a variety of project environments.  The first iteration 

of our approach culminated in a proof-of-concept prototype where the ideas were 

validated on process data from a previous software project in which this author was 

involved.  This initial method showed promise and was encouraging, bringing to light 

several additional interesting complexities.  The second iteration of our approach 

consisted of a pilot project where a solution was developed that closely resembles the 

final solution presented in this thesis.  The goal of this pilot project was to construct a 

more complete version of our analysis method that adequately addressed each of the 

above detailed requirements.  The final iteration of our approach consisted of fully 

validating our method via a series of case studies using actual industry process data.  A 

detailed discussion of this validation work is presented in Chapter 7. 

 

1.5    Thesis Organization 

The rest of this thesis is organized into the following chapters.  Chapter 2 presents the 

background information necessary for understanding the solution to our problem, and 

presents a real-world example to illustrate the type of data that one can expect.  Chapter 3 

provides an overview of the existing literature pertaining specifically to our problem area.  

Chapter 4 offers a brief high-level overview of our solution architecture and details the 

setup, collection, and monitoring of the data.  Chapter 5 presents the analysis techniques 

that were developed and how they were combined into a comprehensive and cohesive 

solution.  A summary is also provided detailing the different traditional statistical 

techniques that were considered but abandoned.  Delayed effects and the strategies used 

to deal with them are discussed in Chapter 6.  A series of case studies validating this 
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work, along with key findings for the real-world development projects analyzed during 

the validation, are presented in Chapter 7.  Finally, Chapter 8 summarizes this entire 

thesis with a brief discussion of conclusions, lessons learned, and future work. 
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Chapter 2: Background 

In the previous chapter, we introduced and outlined the focus of our research.  The 

objective of this chapter is to provide the reader with the necessary context and sufficient 

background to allow for a deeper understanding of the problem area and its subsequent 

solution.  This chapter begins with a discussion of software policies – the principal 

concept to which this thesis work pertains.  Two rich sources of software policies are 

introduced in subsequent sections on process and governance frameworks, respectively.  

Measurement programs are then introduced along with a discussion of how measures are 

normally selected, collected, combined and monitored.  Agile software development is 

also discussed as an effective process improvement strategy compatible with popular 

process frameworks [Bak05].  A real-world example is then provided to better illustrate 

the exact problem that we wish to address.  Finally, a summary is presented to conclude 

this chapter.  Collectively, these sections provide a comprehensive view of the landscape 

that is necessary to understand the significance of this thesis work. 

 

2.1    Software Policies 

As stated in Chapter 1, a policy is a statement of conduct or course of action, meant to 

guide and constrain the development process [Per01].  Policies are an effective way to 

impose structure to a process but typically are not tracked with respect to how well they 

are being followed.  Instead, employees know that they are responsible to follow 

company policies and simply take a best-effort approach to following them.  In the 

author’s personal experience as a lead software developer, often only the negative policy 

deviations that catch management’s attention are typically dealt with.  In fact, many of 
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these deviations are not even noticed unless they lead to some observable negative 

consequence and, even then, they are often treated as one-off events.   

 

A different approach is to accept and even embrace that most policies are never truly 

satisfied 100% of the time.  From this perspective, there are visible opportunities to 

measure the satisfaction rates of policies and possibly correlate deviations to other 

process outcomes.  To this end, policy satisfaction measures can be evaluated on a scale 

from 0 (not satisfied at all) to 1 (fully satisfied).  For example, a policy stating that 

“developers shall not work more than 10% overtime per week” could be evaluated by 

setting the satisfaction level to 1 when fully met, and decreasing the level by 0.1 for each 

extra hour worked above this tolerance level (obviously not going lower than a 

satisfaction level of 0).  Such measures may be collected using techniques such as 

periodic questionnaires [KrK10, Tas06], automated queries to some form of project 

database [Tas06], or by the mining (automated extraction) of developers’ timesheets.  

Caution should be used when automatically extracting data, as it has been shown that 

such databases often contain significant inconsistencies more often than not [ArV09]. 

 

Of a similar flavour, there are tools that exist which can help identify and reconcile 

development processes from the current enacted process, to keep the current process 

definitions up to date [GFB08].  Such tools could also be used to identify those policies 

that are not being adhered too.  Having a formal model defined can enable process 

validation, or the detection of an enacted process that is deviating from the expected, 

defined process [CoW99].  Process discovery and prediction can also be done using 
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machine learning techniques on historical process event data [CoW95].  At the lowest 

level of these process definitions, we can evaluate policy satisfaction rates. 

 

While some policies may assume several discrete values ranging from 0 to 1, there are 

still other policies that may only ever evaluate to 0 or 1.  As an example, consider the 

policy that “a test strategy document must exist for each project version release.”  This 

policy may evaluate to false or true, corresponding to 0 or 1.  Another example, could be 

a policy that states “all code must be merged and checked into the source repository at the 

end of every day.”  Both of these policies are examples of the discrete case, where the 

values of each policy will only ever take on a finite set of specific values.   

 

A continuous case also exists where policy satisfaction rates may take on any value 

between 0 and 1.  For example, consider the policy “every line of code must be exercised 

using appropriate test cases.”  When evaluated, either manually or through automated 

software telemetry tools [JKP05], it is possible for the percentage of code exercised to 

assume any value between 0 and 1. 

 

Evaluating policies is essential to fully capitalize on their benefits.  As previously 

mentioned, there are several sources of high-quality policies including industry best 

practices, company guidelines, past experiences and empirical research.  One such source 

of industry best practices that may be used to extract useful policies is the Software 

Engineering Body of Knowledge, or SWEBOK [ABD04].  The SWEBOK contains 

references to proven best practices for each major sub-discipline of software engineering 
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(e.g., requirements, design, construction, testing, etc.).  As an illustration, the sub-

discipline relating to ‘quality’ suggests that, to maintain the support of management, it is 

necessary to have proactive communication activities and maintain a suitable level of 

sponsorship from the management team.  This best practice could be formalized into a 

policy stating something to the effect: “project managers must provide weekly status 

updates to the management team.”  This policy, if evaluated weekly, would be an 

example of a discrete case where the values would always assume a value of 0 or 1 (i.e., 

false or true).   

 

Taken together, these different types of policies can form the basis of a concrete 

performance framework where the satisfaction rates can be evaluated against success 

indicators representing the project aspects of interest. 

 

2.2    Process Frameworks 

As stated in the previous chapter, a process is a set of partially ordered steps intended to 

reach a goal.  A process framework provides process guidance by defining best practices 

that are consistent across projects [OGM93].  Process frameworks are of particular 

interest in our work because they are firmly rooted in policy.  Such frameworks provide 

structure to the development process and can be linear in nature or iterative.  Traditional 

process frameworks are typically more linear, like the waterfall model that flows, for the 

most part, downwards in a single direction through each of the various development 

phases (e.g., analysis, design, construction, testing, etc.).  This linear approach could also 

be turned into an iterative one by applying the solution framework several times in 
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succession to deliver smaller releases containing incremental features.  Most modern 

process frameworks are iterative in nature with the goal of mitigating risk early on.   

 

Additionally, process frameworks can range from being very lean and agile, to being very 

heavy and more rigorous.  Agile approaches favour principles that help a project move 

quickly through iterations using concepts like prototyping, requirements time-boxing, and 

automated testing suites.  Some process frameworks take this concept a step further with 

practices like those seen in extreme programming, which typically observe shorter, one or 

two week iterations where changes to requirements can be accommodated at any time 

[Bec00].  Conversely, some heavier more rigorous frameworks attempt to offer additional 

structure to project development.  For instance, the Rational Unified Process 2 , is a 

popular iterative framework that is designed to be adapted to the needs of an organization 

[Kru03].  This framework centers on the concept of roles, work items and specific tasks 

to be assigned.  Tasks are assigned to 1 of 9 different disciplines ranging from business 

modeling to deployment, and are scheduled into 1 of 4 phases consisting of inception 

(scoping of project), elaboration (mitigating risk), construction (building), and transition 

(moving from development into production). 

 

Another process framework of particular interest to us due to its reliance on policies is 

the Software Engineering Institute’s Capability Maturity Model Integration (CMMI) 

framework [CKS03].  The CMMI is actually a process improvement framework that 

indicates how to improve a software process by recommending the order of introducing 

                                                 
2 Created by the Rational Software Corporation (now a part of IBM), the Rational Unified Process (RUP) is 
an iterative software development process framework that is adaptable to a wide range of project types. 
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process controls.  For example, it wouldn’t make sense to do advanced quantitative 

management if one cannot yet do basic project planning.  Still, as a whole, the CMMI 

does ultimately provide some best practices that should be followed, and the authors of 

this framework formally advocate the importance of using such practices as the 

foundation of any process framework.  The CMMI consists of five levels of maturity: 

Initial (ad hoc or chaotic), Repeatable, Defined, Managed, and Optimizing.  These levels 

are essentially based on Conway’s Law which states that the structure of a computer 

program will reflect the structure of the organization that built it [Con68].  In other 

words, a chaotic organization will build unpredictable software whereas a well-managed 

organization will develop solid, stable software.  In addition to the levels of maturity, the 

CMMI also defines a number of Key Process Areas (KPAs).  For example, Level Two is 

called Repeatable and has five such KPAs: Requirements Management, Project Planning, 

Project Tracking, Configuration Management, and Software Quality Assurance.  To 

progress through the process maturity levels, it is necessary to implement and adhere to 

certain policies relating to each KPA.  It is the belief that by adhering to the policies 

within each KPA, one can better ensure the existence of certain environmental conditions 

that are conducive to achieving success. 

 

The process framework selected by a particular organization is heavily dependent on its 

priorities and goals.  Typically, heavier methodologies are suitable for larger more well-

established projects whereas agile methodologies are most appropriate for smaller, more 

opportunistic projects.  An organization creating software over a long-term project that 

may affect public safety, for example, will most likely require a heavier, more involved, 
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process framework whereas an organization involved in shorter, smaller projects may be 

better served by a leaner, more agile process framework.  Whatever the framework 

selected, the ultimate goal is to provide guidance throughout all development activities in 

the hopes of increasing the likelihood of a successful outcome.   

 

2.3    Governance Frameworks 

Another excellent source of policies within the software development domain arises from 

the use of software governance frameworks.  Software governance frameworks are a 

more modern mechanism for managing software development projects and are focused 

on defining organizational goals and assigning decision rights to individuals.  The major 

principles of software governance are [CWY08]:  

 

(1) establish chains of responsibility, authority and communication to empower people 

within an organization and (2) establish measurement and control mechanisms to enable 

employees to carry out their roles and responsibilities. 

 

Employees are essentially given near-autonomy to do their work so long as they 

accomplish their goals (which should be well-aligned with the organization), and operate 

within the parameters defined by the governance framework being followed.  These 

parameters are typically formalized as a set of high-level policies.  An example of a high-

level governance policy could be “project managers must report and be on target for 

quarterly budgets.”  How management achieves these budget targets is really up to them, 
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so long as they also conform to other high-level policies, for example, “having to keep at 

least 90% of team resources working full-time on project delivery.” 

 

The benefit of adhering to policies that are inspired by governance frameworks is that 

they add structure to the process while empowering employees to achieve their goals.  

This approach is consistent with the very spirit of agile methodologies [BBB16].  Such a 

management style can be far more beneficial than traditional prescriptive management 

techniques because one can expect employees to be more engaged, leading to more 

positive performance outcomes like increased creativity and productivity.   

 

Interestingly enough, the process frameworks described in the previous section can fit 

naturally within a governance framework as described in this section.  That is, within this 

high-level organizational structure, managers are still able to follow any desired 

development process as a means to an end, so long as the outputs of the selected process 

are consistent with the defined organizational goals.  The type of frameworks selected, 

both process and governance, will depend on the challenges and characteristics of each 

individual organization. 

 

2.4    Measurement Programs  

Recall that one of the major principles of software governance frameworks, as discussed 

above, is the requirement for establishing a mechanism for measurement and control.  

Indeed, measurement programs are an essential first step towards understanding what is 

happening within an organization, at any level [HBW06].  Organizations that do not have 
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sufficient line-of-sight on appropriate metrics are essentially flying blind and are more 

likely to be forced into making ad hoc decisions [AmK07].  Simply put, to enable 

continuous improvement of software processes, it is critical to have the ability to measure 

them [KeB12].   

 

One example of a useful measurement paradigm is the Personal Software Process, or PSP 

[Hum95].  This paradigm is centered on continuous measurement and improvement at the 

personal level.  One example of a collected metric might include how much time is spent 

on various tasks during different phases of development (e.g., design, coding, testing, 

etc.).  These metrics can then be compared against time estimates to improve, or fine-

tune, the estimation process as more experience is gained.  Another metric might be the 

counts of different types of defects that are found during testing.  As the project 

progresses, these counts can be used to prioritize code inspections by focusing mostly on 

the types of defects that are most prevalent [Hum05]. 

 

As indicated in Section 1.3, our proposed solution relies heavily on various metrics that 

are collected on a weekly, or monthly basis, on the level of adherence to polices and 

high-level project aspects, which are formalized as success indicators for quality, time, 

budget, and morale.  The general goal of this thesis fits well within any measurement 

program where metrics are used to make informed decisions about how using particular 

policies can be used to improve the development process.  This can be achieved by better 

selecting the policies to be used in particular situations, or by developing new policies 

that are fine-tuned to the current project context.  Since this is a key aspect of our own 
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work, it is important to understand and apply the principles of existing measurement 

programs, including their challenges and possible tool support, to successfully implement 

our proposed solution. 

 

When implemented correctly, a measurement program can provide valuable insight into 

the key challenges that are most crucial to the success of the organization.  Measurement 

programs can provide guidance into the definition, collection, management and 

monitoring of key indicators of performance.  Such metrics can be specific to a single 

data-point of a particular type, or can be composite metrics made up of a combination of 

other related metrics [LBT00].  For example, a single data-point type metric might be the 

number of defects found, which could be combined with other single data-point type 

metrics to create a composite metric of a particular success indicator, say, code quality.  

To calculate a composite metric, individual metrics must be combined using some 

weighted combination, where the importance of a particular metric is reflected in its 

associated weight.  For example, if three equally important metrics were identified as 

representing quality, these could be combined by weighting each metric by one-third, and 

then summing them together.  In this thesis work, the additional step of normalizing 

metrics to a consistent scale is also taken so that no single metric overpowers the effect of 

another.   

 

Some catalogs exist where attempts have been made to document the hundreds of metrics 

that appear in the literature [MoO11].  It is useful to have a central location such as this 

as a comprehensive list of metrics that are sorted and classified into cohesive groups, 
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attempting to remove duplicate or very similar metrics that only serve to capture 

redundant information.  This particular catalogue given above shares a similar flavour to 

this thesis work, where metrics are analyzed for their effect on different indicators of 

success.  This particular collection of metrics can also provide some hints as to which 

metrics could be used to evaluate the success indicators necessary in our approach. 

 

Putting a measurement program in place usually involves a significant amount of extra 

time to collect the data.  However, many tools exist that can be used to help collect data 

on various metrics.  One interesting data gathering approach is presented in [WaT07], 

which consists of a multi-agent event-based monitoring process.  In this system, events 

such as the number of defects, service delays, community activity and intensity can be 

correlated against indicators of project status.  Such an approach is appropriate for 

decentralized projects like those found in the open-source domain where contributor 

activity can be captured and analyzed as an early indication of project status.   

 

There are also several examples of measurement tools that attempt to automate the 

collection and monitoring of measures, so as to minimize user efforts.  Johnson et al. 

[JKP05] have presented a system capable of gathering and monitoring massive amounts 

of information pertaining to software project telemetry.  Project telemetry is an 

automated process where measures are communicated, collected and transmitted to 

receiving devices. Examples of telemetry could include real-time metrics on lines of code 

written per minute, number of errors found during compilation, or even the amount of 

time spent within a particular block of code.  Such metrics might be used to highlight 



 

 29 

possible complexities or trouble areas within a code base.  Further, since this system is 

automated, any number of tolerance alerts may be defined, which could be used for fine-

grained alerting and control.  The output of this particular system is useful but telemetry 

monitoring requires a great deal of attention: in this case, the use of 9 computer monitors, 

which may introduce the possibility of alert fatigue. 

 

Another automated collection method is presented in [JSS06], where the authors present 

a tool called ProM (ProMetrics) that is used to overcome the challenges of manual 

collection of measures, again for the case where the metric of interest is in digital format.  

Related to this work is the code-level extension for the Eclipse development environment 

as presented in [SJS04].  This extension is part of the ProM framework and allows the 

user to collect data with no additional effort.  Finally, the Hackystat tool, described in 

[JKA03], is yet another automated measure collector aimed at minimizing the overhead 

and context switching that typically plagues the process of measure collection.  This tool 

presents the collected data as a daily diary.   

 

Finally, there are also many automated approaches that enable the mining of software 

repositories such as bug tracking systems, configuration tools, and even communication 

channels like email [KCM07].  As far as repositories go, these can include any data 

source that contains product-based artifacts [HeZ11].  Such data sources can be related to 

source code, version control, or even requirements information.  Such sources are said to 

contain unbiased information about the development process and thus hold the potential 

of unlocking many valuable insights.  There are many examples of the sorts of metrics 
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that can be extracted from such repositories.  FLOSSmole, for example, is an online 

archive containing several terabytes of open-source, product-based artifacts [HCC06].  

These include data on millions of projects, their developers, and even their 

communications.  From such repositories, one can extract a near infinite number of 

metrics for analysis, with the possibilities being limited only by one’s creativity.  For 

example, systems like Boa provide a language and infrastructure to make the mining of a 

variety of open-source projects easier and more accessible [DNR13].  While Boa targets 

the open-source arena, it is easy to imagine similar tools being built for private 

companies.  Having access to such data has created the opportunity for a broad range of 

innovations including: managing software risks based on historical information [Cha13]; 

predicting the changeability of classes based on current class changes [PaC16]; predicting 

the locations where the code is likely to require such changes [HaO04]; automatic 

recommendation of reusable open-source user interfaces based on current feature graphs 

[SLD16]; and even the analysis of software developer sentiment contained in repository 

commit logs [SLS16].  The opportunity for extracting new types of interesting data for 

analysis is so extensive that mining software repositories has grown into one of the most 

active research areas in software [ZNZ09]. For our purposes, we could use such mining 

systems to extract the necessary data for our analysis. 

 

Each of these automated tools can help reduce the effort of collecting data on policy 

satisfaction percentages, thus integrating well and improving the practicality of the 

analysis approach presented in this thesis.  However, caution should be taken when 

automatically extracting data to manage the many possible inconsistencies [ArV09].  
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Also, while automated approaches are preferred, a manual approach may still be 

necessary on occasion [Shu14].  For instance, process and policy data may sometimes 

relate more to the approach used in producing deliverables than to metrics specific to the 

deliverables themselves, which may be information contained only in peoples’ minds.  

Manually extracting such data is likely to result in smaller datasets by today’s standards. 

 

Measurement programs such as these are helpful in providing stability to processes that 

are heavily influenced by people [BBC04].  These types of processes are said to be 

process diverse and are difficult to predict, monitor and improve.  Having the ability to 

collect and analyze such data allows organizations to increase both data quality and 

support from all levels of the organization, leading to a stronger, more cohesive 

development effort [ElM99].  This notion is reinforced in [Cla02], where several lessons 

learned from software measurement programs are outlined, including the need for senior-

level sponsorship.  Such sponsorship is essential to address organizational and cultural 

issues that need to be considered for successfully implementing such programs.  Ignoring 

such issues can increase the likelihood of program failure.  Along this same vein, several 

other reasons why measurement programs tend to fail are outlined in [Met03].  These 

reasons include the realization that most measurement programs tend to be too tedious 

and time consuming to be of real value.  The available tools and processes are often too 

difficult to use, and the benefits of such programs often do not justify the cost. 

 

The best way to succeed with a measurement program is to consider it as iterative work 

in progress that shall never be perfect due to ever-evolving environmental conditions and 



 

 32 

challenges.  The sooner that a company can start a measurement program, the earlier they 

shall see the benefits of knowing how policies are truly affecting the software 

development process.  As indicated earlier, measurement programs play a central role in 

our research because our analysis method relies on the existence of such high-quality 

measure data. 

 

2.5    Agile Software Development 

A discussion of software process improvement would not be complete without 

acknowledging the importance and contribution of agile software development principles.  

Agile development principles focus on using light process rules that are formalized using 

only general statements that are then paired with more specific concrete examples for 

illustration purposes.  Such principles enable iterative reflection and feedback and have 

become almost ubiquitous in software development in that they are used by most 

software development companies [Amb09].  Agile principles allow companies to 

embrace change better than traditional processes, which are more rigid in their approach.  

Much of the knowledge of how to build a system is kept in people’s heads and evolves 

over time [Coc06].  Agile processes are also an accepted mechanism for achieving 

process improvement, and are compatible with other improvement and maturity 

frameworks like the CMMI [Bak05]. 

 

The Agile Manifesto defines several key principles that combine to make a process agile 

[BBB16].  One such principle is to place a high value on communication.   Such 

communication is seen as a sort of cooperative game between team members and 
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stakeholders, and essentially replaces many of the formal processes of traditional 

methods [Coc06].  Software development done within this collaborative environment is 

both incremental and iterative, with the goal of doing only that which adds business 

value.  Higher value is also put on having working software at all times versus having 

comprehensive documentation.  Other principles include embracing self-organizing, cross 

functional teams, defining user stories that contain discrete portions of work, and keeping 

models to a minimum to encourage emerging architecture.   Focusing on such principles 

allows teams to keep their processes light, and to minimize waste and rework.  Further 

descriptions of all of these agile development principles can be found in [Mar02]. 

 

Along with these principles are several metrics that are typically found in agile 

environments.  These metrics can provide concrete performance feedback on how well a 

project is progressing [JIR16].  This feedback can then be used to forecast deadlines and 

make changes to process.  The standard metrics typically found in agile include: burn-

down charts that track effort remaining (by story, epic, and release), velocity indicating 

the average work done each sprint or iteration, control charts that track cycle time from 

'in progress' to 'done' statuses, and cumulative flow diagrams that balance effort between 

major activities like development, integration and testing. 

 

Several tools exist that can facilitate the management and tracking of agile software 

development environments using the metrics discussed above.  For example, FogBugz by 

Fog Creek and JIRA by Atlassian are both widely used [Fog16, JIR16] management 

platforms.  These tools can also be used for the automated extraction of metrics that can 

be mined for insights.   
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For our purposes, agile principles can serve as policies and the metrics gathered and 

extracted using these tools can be used in our analysis method.  More specifically, agile 

principles empower teams, but these teams should still operate within some boundaries, 

which can be defined using policies.  Pairing automatically gathered data with manually 

collected data is still recommended because metric data is often incomplete [ArV09]. 

 

2.6    Real-World Examples 

To provide context for the forthcoming chapters, a sample of data from two real-world 

project examples are given in this section.  All of the data used in this thesis was provided 

to us by a leading Canadian business-solutions provider.  Due to the sensitive and private 

nature of process data, all information that could potentially be used to identify the 

participating company has been omitted from this thesis.  We are grateful to this 

organization for showing an interest in our research and entrusting us with such intimate 

organizational data. 

 

The provided process data was delivered to us in the form of monthly questionnaires 

pertaining to each of 98 projects, spanning a fixed period of 24 months.  Each 

questionnaire contained approximately 25 questions that were organized into higher-level 

sections pertaining to 5 separate project aspects.  These project aspects were Adherence 

to Process, Schedule, Sign-Offs, Budget & Revenue, and Customer Perspective.  

Individual questions were assigned scores based on the values recorded, and were then 

combined into an overall score for their corresponding high-level section.  The scores for 

each section were then further combined into an overall project score for the entire 
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month.  Additional boilerplate data such as project size, project phase and total available 

budget, for example, was also included.  This additional information was helpful to 

categorize projects into similar groups for subsequent follow-up analysis between 

comparable projects.   

 

Table 2.1 contains names, descriptions and codes for those variables that were extracted 

from the monthly questionnaires.  The first two variables in the table correspond to 

success indicators for schedule and budget.  The third variable, CompatibilityProgress, is 

an example of a variable that can be treated as either a success indictor or a policy, 

depending on the situation.  As a success indicator, the CompatibilityProgress may 

depend on other policies whereas, as a policy, the CompatibilityProgress may also 

contribute some effect to other success indicators.  The remaining variables in the table 

are used exclusively as policy variables.   

 

As one can see, the process data collected by our participating organization was heavily 

focused on project management practices.  Our method, however, shall work just as well 

for policies that are focused on any other types of activities as well.  One may also notice 

that not all of the success indicators that were planned for were actually contained in the 

data received.  That is, we had planned for the success indicators of quality, time, budget 

and morale but the real-world data only contained success indicators of OnSchedule, 

OnBudget, and CompatibilityProgress.  This difference provided us with the opportunity 

to showcase how flexible our method is by providing insight into the overall health of the 

project regardless of what sort of success indicators are available. 
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Name Description Code 

Schedule Success  
Indicator Index  

Enables monitoring of schedule, which can be 
modified as long as changes are approved and 
proper funds are provided.  Score is penalizes if 
schedule changes without corresponding budget 
increases. 

OnSchedule 

Budget Success  
Indicator Index 

Used to monitor how well the project is 
progressing with respect to allotted resources. OnBudget 

Compatibility 
Spending  

Progress Index 

Helps to ensure progress consistency through 
checking that the percentage increases in 
completion match the percentage increases in 
budget expenditure. 

CompatibilityProgress 

Project Plan 
Index 

Assigned the value of 1 if project plan is 
completed before the defined deadline.  This is an 
example of a policy that is only set once and never 
deviates.  For our purposes, such policies are 
removed from analysis as they do not vary.  
Future work shall include analyzing such policies 
for differences across similar projects. 

ProjectPlanComplete 

Status Report  
Produced Index 

Used to monitor that necessary status reports are 
produced at the required frequency. StatusReportProduced 

Issues Log  
Produced Index 

Used to monitor that issues are properly 
recorded. IssuesLogProduced 

Risk 
Management  

Log Index 

Tracks that a log continues to be used and risk is 
recorded. RiskManagementLog 

Entries Missing  
Approval Index 

Used to flag instances where changes were done 
without appropriate approval. EntriesMissing 

Milestone 
Invoice  

Submitted Index 

Used to monitor invoicing activity at key 
deliverable deadlines as a way to ensure proper 
milestone management. 

MilestoneInvoice 

Process 
Adherence Index 

Monitors the level of adherence to general 
development processes. ProcessAdherence 

Contracts Index 

Ensures that a signed contract exists before 
starting work.  Similar to the project plan index, 
this check is done once up front and does not 
change again. 

ContractsExist 

Months Skipped 
Index 

Tracks instances where progress was not recorded 
properly the previous month. MonthsSkipped 

Policy No Errors 
Index 

Used as a mechanism to track thoroughness. 
Begins at 1 and is penalized for mistakes in 
reporting. 

PolicyNoErrors 

Table 2.1     Industry policies and success indicators 
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Table 2.2 and Table 2.3 contain actual data from two of the real-world projects that were 

analyzed using our method.  For presentation purposes, variables not varying at all have 

already been removed leaving 7 variables for the first project, and 6 variables for the 

second project, which were tracked over the course of 12 and 15 months, respectively. 

 

These two tables are representative of the types of data that we received for each of the 

included projects.  As one can see, the data can range from examples that vary very little 

as shown in Table 2.2, to examples that vary quite widely as shown in Table 2.3.  From 

such data, we wish to identify relationships between policy and success indicator 

variables that would be of interest to project managers.  Such relationships could include, 

for example:  Does more thorough and accurate reporting impact the consistency between 

increases in completion and increases in budget (PolicyNoErrors vs. 

CompatibilityProgress)?  Does adhering to general development processes have an effect 

on budget (ProcessAdherence vs. OnBudget)?  Does tracking instances where process 

was not properly recorded have any effect on schedule (MonthsSkipped vs. 

OnSchedule)?  Is schedule affected when there is an increase in instances where work 

was done without appropriate approval (EntriesMissing vs. OnSchedule)?  Does 

consistency between increases in completion and increases in budget actually affect 

budget (CompatibilityProgress vs. OnBudget)?  Are there any effects in which the 

benefits of a practice or a policy are not realized until sometime in the future? 
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Variable Name 
Mo.  

1 
Mo.  

2 
Mo.  

3 
Mo.  

4 
Mo.  

5 
Mo.  

6 
Mo.  

7 
Mo.  

8 
Mo.  

9 
Mo.  
10 

Mo.  
11 

Mo. 
12 

OnSchedule 1.00 1.00 1.00 1.00 1.00 1.00 0.14 0.14 0.14 0.14 0.14 1.00 

OnBudget 1.00 1.00 1.00 0.83 0.83 0.83 0.83 0.83 0.92 0.92 1.00 0.92 
CompatibilityProgress 1.00 1.00 1.00 0.00 0.00 0.00 0.17 0.00 0.00 0.00 0.00 0.00 
IssuesLogProduced 0.00 0.00 0.00 0.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 
ProcessAdherence 0.82 0.82 0.82 0.82 0.9 0.9 0.9 0.9 0.9 0.9 0.9 0.9 
MonthsSkipped 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.60 

PolicyNoErrors 0.80 0.80 0.80 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 

Table 2.2     Example 1 - policy and success indicator data spanning 12 months

 
 

Variable Name 
Mo. 

1 
Mo. 

2 
Mo.  

3 
Mo. 

4 
Mo. 

5 
Mo.  

6 
Mo. 

7 
Mo. 

8 
Mo. 

9 
Mo. 
10 

Mo. 
11 

Mo. 
12 

Mo. 
13 

Mo. 
14 

Mo. 
15 

OnSchedule 1.00 1.00 1.00 1.00 1.00 1.00 0.55 0.55 0.55 0.55 0.00 0.00 0.00 0.00 0.00 

OnBudget 0.60 0.60 0.60 0.60 0.60 0.60 0.01 0.72 0.72 0.72 0.72 0.72 0.72 0.72 0.72 

CompatibilityProgress 0.87 0.90 0.93 0.80 0.00 0.94 0.00 0.94 0.00 1.00 1.00 1.00 1.00 1.00 1.00 
EntriesMissing 0.83 0.83 0.83 0.60 0.60 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 
ProcessAdherence 0.93 0.93 0.93 0.86 0.86 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 0.98 

PolicyNoErrors 1.00 1.00 1.00 1.00 0.80 1.00 0.80 1.00 0.80 1.00 1.00 1.00 1.00 1.00 1.00 

Table 2.3     Example 2 - policy and success indicator data spanning 15 months 
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The method and tool support presented in this thesis were developed for answering such 

types of questions, and those questions specific to the projects presented above will be 

answered in Section 7.6 Real-World Results. 

 

2.7    Summary 

In this chapter we have provided an overview of the landscape that is required to 

understand this thesis work.  We have expanded on the core concept of software 

development policies and have given several rich sources of where they are commonly 

found.  Two specific areas in which policies are relied upon heavily include software 

process frameworks and software governance frameworks.  The importance of 

measurement programs is considered, along with modern agile software development 

practices.  Finally, this chapter concludes with the presentation of two real-world 

examples that are given for context and understanding of our developed method 

presented in Chapter 5. 
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Chapter 3: Literature Review  

Having provided an overview of our problem domain along with the necessary 

background to understand it, this chapter advances the discussion to the current state of 

research as it pertains specifically to our problem – evaluating the effect that a policy or 

group of policies is having on the project outcome.  This chapter begins with a discussion 

of a popular measurement framework and how it may be loosely applied to our problem.  

A case study approach is then presented to show how independent studies may be used to 

evaluate individual policies one at a time.  Several additional works that attempt to 

predict the success of software development projects are then explored.  This chapter 

concludes with a look at some of the existing policy management tools and texts, along 

with a brief summary of the material presented. 

 

3.1    Goal Question Metric Paradigm 

 In the previous chapter, general measurement programs were introduced as a key 

component of this research.  In this section, a more specific measurement program is 

discussed that can be used, at least in a limited way, to actually evaluate development 

policies.   

 

Basili and the Software Engineering Laboratory (SEL) have developed several 

mechanisms for the improvement of software processes including the Quality 

Improvement Paradigm (QIP) and the Goal Question Metric (GQM) paradigm [Bas92, 

VBC02].  The QIP is used to gather and record experiences with the goal of enabling 

continuous process improvement.  It can be viewed as both a way to work towards 
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improvement, or a framework for performing experimental studies [WHH03].  The 

GQM, on the other hand, provides a framework that can be used to define targeted 

software metrics.  The goal of the GQM is to quantitatively formalize, manage and 

improve processes, and feed the lessons learned from metrics back into the process 

[BaR88].  This paradigm is comprised of 3 levels.  Conceptually, the first level consists 

of defining the goal, or desired outcome of study.  Once this goal is defined, a set of 

questions can then be formulated at the second paradigm level.  These questions, when 

answered, should satisfy the goal of study.  Finally, at the third or quantitative level, a set 

of metrics is defined that is used to answer the previously formulated questions.  Since 

the entire GQM process is ‘goal based’, any subsequent set of metrics will tend to be 

more concise and focused on the specific goal. 

 

As an example of how the GQM paradigm can be leveraged towards policy evaluation 

and improvement, one could start by defining a goal, say to evaluate the effect that a 

particular policy has on the number of defects introduced during each development cycle.  

Following the definition of this goal, a series of questions could be formulated such that, 

when answered, provide insight into how well the defined goal has been satisfied.  One 

question might ask what the average number of defects is when the policy under study is 

satisfied.  Such questions link naturally and specifically to the underlying metrics that 

need to be collected to answer them.  Since metrics are selected specifically for 

answering the formulated questions, the resulting set of metrics should be smaller and 

more focused than it would be if they were chosen without the guidance of such an 

approach.  Further, such an approach should help identify possible composite metrics that 
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may be formed from individual ones, by keeping a focus on the high-level goal of 

interest. 

 

The GQM is a proven approach but has not been previously applied to the area of policy 

management.  Although it could be used as such, it does not contain specific analysis 

methods to truly identify the policies having a positive or negative effect on success 

indicators, like this thesis provides.  Still, this work can greatly support the research 

presented in this thesis by enabling the effective formulation of the metrics necessary for 

the timely analysis of an entire set of policies. 

 

3.2    Independent Case Studies 

Our work can also be compared, on a smaller scale, to individual case studies or 

empirical investigations.  Many case studies exist that focus on very specific areas of 

software development in which the researchers have attempted to answer whether or not 

a particular practice leads to improved project outcomes.  For example, such studies have 

been performed to: identify an optimal class size [EBG02], identify a limit of growth 

across versions for a controlled and stable software evolution [LeR01], analyze the use of 

work teams to increase productivity [MDD09], reduce rework through the use of 

incremental vs. plan driven approaches [PeW10], and address product complexity using 

Test-With Development [BaM11], to name but a few.  One recent study by Matalonga et 

al. [MSF14], investigated the effect that two independent variables, process conformance 

(process training) and technology skills, had on the development process.  The authors 

used a simulated environment to determine that both of these variables had a positive 
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effect on defects and process stability, however, process training resulted in less variation 

and fewer defects overall [MSF14].   

 

Case studies like these are time consuming to perform and are specific to one or two 

ideas at a time.  Even when successful, these case studies often do not provide enough 

context to allow effective application of identified best practices in other environments 

[KKR08].  Presently, companies have no way to generalize analysis to a larger set of 

policies without running individual experiments, or simulating environments, to test the 

usefulness of each one. 

 

3.3    Predicting Success 

There are many researchers who attempted to provide insight into what project 

characteristics or factors lead to successful outcomes.  Their work may be used to help 

predict outcomes and allow one to make changes to optimize processes and increase the 

likelihood of success.  This is very close to our own work where we are also interested in 

predicting and influencing success, but the factors we are interested in are in the form of 

software development policies.   

 

Some of these studies, for example, have focused on identifying the underlying reasons 

why software development projects fail, and attempt to identify the project characteristics 

that increase the chances of an unsuccessful outcome.  In Abe et al.’s work [AMK06], 29 

factors such as complexity and developer skill level, were evaluated for each of the 28 

projects within an organization, with the goal of building a prediction model of success.  
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To this end, a Bayesian classifier was used to build such a model, which can be used at an 

early stage of development. Similarly, Wohlin and Andrews [WoA03] looked into the 

development of an early predictive model of success, this time using 27 project variable 

descriptors from the NASA-SEL database, and analyzed them against 6 success factors 

measured across 46 projects.  Variable descriptors included items like complexity, 

requirements stability, team ability and testing methodology, whereas the success factors 

included items like the agreement of the software with requirements, the quality of 

design, and the smoothness of acceptance testing.  These studies focused on identifying 

only the descriptors that are the key drivers in such predictive models, using principal 

component analysis (PCA) and rank order measures.  Similar work was done by Cerpa et 

al. [CBK10], this time using data across organizations through a survey sent to multiple 

practitioners.  The factors of interest were subjectively evaluated a single time, only after 

the project under study had been completed.  In this case, logistic regression was used to 

build the predictive model.  These three approaches, although providing important 

results, do not allow assessing the impact of each individual factor, since the prediction 

models, both PCA and logistic regression, tend to focus only on the factors that generate 

the main impact.  Also, by focusing on the factors that can be evaluated only at an early 

stage ([AMK06, WoA03]), they are not taking into account the possibility that maybe a 

project could succeed, but a related change or decision made some time during the 

development process prevented such a successful outcome.  Further, none of the factors 

under study were selected from actual best practices. 
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Egorova et.al. [ETM10] have studied the usefulness of 18 such best practices through a 

survey covering 62 projects over 28 companies.  The presence or absence of these 

practices was again checked only once, at the end of the project.  Aspects covered 

included whether or not the project manager was experienced, there was a good team 

spirit, and the quality was reduced to meet the schedule and budget constraints.  The 

analysis technique used was simply testing the hypothesis that the practice was equally 

present in both the successful and the unsuccessful projects, using Fisher’s exact test.  

This work, although providing a good first indication about the impact of a particular 

practice, does not take into account the fact that a practice might be partially used, or 

might be more or less applied at different times during the development process.  This is 

a major difference with our approach presented here, that studies the effect over time 

looking for changes in how the practice (or policy) is applied.  Such a study of variables 

over time has been identified by Rainer as important, but missing from the literature 

[Rai10].  Additionally, none of this work satisfies our goal of identifying as many 

policies as possible, even if not absolutely sure. 

 

3.4    Policy Management Tools and Texts 

The need for tools is evident from the manual nature of dealing with policies within 

existing process frameworks.  Consider again the Capability Maturity Model Integrated 

(CMMI), discussed in Chapter 2.  Persse [Per01] indicates that one should define and 

implement a few policies for each of the Key Process Areas within the CMMI to progress 

upward to a higher level of maturity.  It is also recommended that policies be reviewed on 

a regular basis to keep them as up-to-date as possible.  Further, policies should be 
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inspected to ensure that they do not conflict with CMMI program objectives.  These 

recommended reviews and inspections are manual in nature, and no advice is offered as 

to how to detect whether or not a policy or set of policies is actually having a material 

effect on the development process. 

 

Several policy management tools have been developed to help alleviate some of these 

issues, albeit not necessarily in the context of software development.  Two such policy 

management tools are the Policy and Procedure Manager by Policy Technologies Inc. 

[Per09], and the VigilEnt Policy Center by NetIQ Corporation [VPC10].  These tools 

generally provide mechanisms to automate the creation, editing, review, distribution, 

education, and compliance checking of corporate policies.   

 

The Policy and Procedure Manager, for example, has become a popular option resulting 

in the company being named to the 2009 list of Inc.’s 5000 Fastest-Growing American 

Companies.  This software, which is designed to be flexible enough to be used across 

industries, provides end-to-end support from policy inception to policy monitoring and 

enforcement.  The VigilEnt Policy Center is another example of a policy management 

tool that applies to many different industries.  This web-based application was originally 

created to make corporate policies more accessible to business managers by replacing the 

thick binders that are too time-consuming to read [Rut13].  Similar to the Policy and 

Procedure Manager, this tool provides mechanisms to automate the creation, editing, 

review, distribution, education, and compliance checking of corporate policies.  Again, 

while this tool has many effective procedures pertaining to the management of policies, 
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there are no methods for determining the effect that a policy or set of policies is having 

on the project outcome.   

 

Several texts are also available such as “Writing Effective Policies and Procedures” by 

Nancy Campbell [Cam98] and “Effective Policy Management” by Rocco Tarasi [Tar02].  

These texts provide a general look at what policies are and provide some useful 

guidelines for their successful adoption and use.  Again, while these tools and texts 

provide valuable support around the management of policies, they do not provide the 

ability to evaluate the effect that a policy or set of policies is actually having on the 

project outcome. 

 

3.5   Summary 

This chapter has highlighted several significant works that are more closely related to our 

own area of research.  A popular measurement framework was examined followed by a 

discussion of several case studies aimed at evaluating individual policies.  Several works 

on predicting the success of software development projects were then explored before 

turning to the examination of some tools and texts that apply specifically to the 

management of policies.  While many aspects of these works could be applied to our 

problem in varying degrees, none of the approaches addresses our problem satisfactorily.   

 

A final related work is our own peer-reviewed publication [StT07], which shall be 

introduced in the next chapter.  This work pertains to a proof-of-concept that was 

completed to validate the merits of our approach.  This work was presented at an 
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international conference and addresses the ongoing need to create statistical methods that 

can be embedded in software processes to quantify uncertainty and inform the best 

possible decisions [CDD08, CSR08].   

 

To our knowledge, our work is the first to address satisfactorily the problem of evaluating 

software development policies. 
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Chapter 4: Solution Architecture 

Now that the nature of our problem has been described, along with the background and 

related work necessary to understand it, the rest of this thesis is dedicated to presenting 

and validating its solution.  The purpose of this chapter is to provide context via a top-

down, high-level overview of the solution architecture.  The sections that follow 

introduce this architecture and provide detailed explanations of how each individual 

component contributes to the comprehensive and cohesive solution framework that is 

capable of satisfying the problem requirements given in Chapter 1.  Measurement 

considerations are then discussed followed by a summary and discussion to conclude the 

chapter. 

 

4.1    High-Level Overview 

In this section we present an overview of our developed architecture which consists of a 

suite of stand-alone tools that communicate between each other by passing data contained 

in text files. This approach of using stand-alone components was followed to allow later 

integration with existing, or newly developed, components in the future.  Figure 4.1 

shows a high-level dataflow diagram of our solution architecture and the relationship 

between each stand-alone component.  The screenshot icons represent tools that were 

built as part of this thesis work, while the toolbox icon represents a pre-existing tool that 

we make use of.  The lines in the diagram represent the flow of data.   
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Figure 4.1 High-level solution architecture 

 

Each component shown in this figure has a specific role to play in the larger process of 

analyzing the relationships between success indicators and the policies being followed.  

The role of the Process Setup component includes defining the software process 

framework to be followed, along with all related parameters.  The Measure Collector 

component provides a mechanism for unobtrusively collecting measure data directly from 

development team members, to be used for evaluating success indicators.  Data from the 

Process Setup and Measure Collector is then used by the Process Monitor component for 

ongoing process monitoring, and tolerance alerting when the success of the project 
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becomes at risk.  The Policy Analyst component represents the core of our work and is 

responsible for analyzing the set of policies, to determine what effect they are having on 

the project outcome.  The Policy Checker is the only component that was not developed 

as part of this thesis work.  It was developed earlier as part of Tassé’s work [Tas06].  This 

component is responsible for providing information relating to the satisfaction rates of 

individual policies.  These satisfaction rates are used in conjunction with the collected 

measures in a method of analysis performed by the Policy Analyst component.  All 

components were designed and created along with tool support to facilitate their adoption 

and subsequent use. 

 

The overall approach presented in this thesis is heavily rooted in measurement.  That is, 

the success of the developed analysis method depends greatly on the quality of the 

measures collected.  All of the above components combine, along with a suitable 

measurement program that provides measures taken on a regular basis, to provide a 

viable solution to our problem.   

 

This solution architecture and individual components were validated in principle early on 

with a preliminary proof-of-concept published in [StT07].  This proof-of-concept work 

was also presented at the 15th Annual International CASCON Technology Showcase 

Conference hosted by the IBM Centers for Advanced Studies.  The actual data used in the 

proof-of-concept was from a previous industry project in which this author was involved.  

In summary, this project was set up as a single iteration of the Rational Unified Process 

(introduced in Chapter 2, on page 21), and our analysis focused on the Construction and 
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Transition phases that took place over a twenty-two week period.  More specifically, the 

Construction and Transition phases were twenty, and four weeks in duration, respectively, 

with a two week overlap.  Leaving the explanation of our work until later, we showed 

that it was possible to evaluate the policy satisfaction rates as provided by Tassé [Tas06] 

against certain indicators of success to produce a summary of those policies thought to 

impact process performance.  Our paper described the overall idea of monitoring success 

indicators and comparing them against policy compliance data.  It did not, however, 

provide details on how to perform the subsequent statistical analysis.  This is the aspect 

of our work that is truly novel and the main topic of the remaining chapters of this thesis. 

 

The following subsections describe each component from Figure 4.1 in further detail, in 

the context of the proof-of-concept example introduced above. 

 

4.1.1    Process Setup 

The first component described in this chapter is the Project Setup tool that allows for the 

definition of all parameters necessary to manage a measurement program pertaining to a 

specific project.  Figure 4.2 shows this Project Setup tool with a single phase defined for 

software construction.  All defined parameters are organized by a high-level phase to 

allow for a different set of measures to be active during each.  Within this particular high-

level development phase, it is possible to also define several sub-phases.  In this case, 

sub-phases have been defined for the activity of setting up development environments 

and the actual development work, for example.  Additionally, for each defined high-level 

phase, a set of measures can be assigned to each project aspect of quality, time, budget 



 

 53 

and morale.  These measures can be selected from a pre-populated list of suggested 

measures, shown in Figure 4.2 under Master List of Metrics.  Sources of such measures 

were discussed in Chapter 2, on page 26. 

 

Figure 4.2 Project Setup tool 

 

When defining a measure, a mapping is also created that enables the conversion of the 

measure into a success indicator value using a five-point Likert scale [LiG75]. This scale 

ranges between 1 and 5 with the understanding that a value of 1 represents a very poor 

performance with respect to the aspect in consideration, a value of 5 represents a very 

good performance, and a value of 3 would be considered as merely a satisfactory 
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performance.  The following is an example of how the measure “percentage of code unit 

tested” would be defined and mapped to a five-point scale: 

 

Measure: Percentage of Code Unit Tested 

 

Definition: Reported weekly, this measure is defined as the total percentage of code 

within the source repository that has been unit tested. 

 

Rationale: Each public method should have a corresponding up-to-date unit test that 

exercises every line of code through a number of common situations [Bec00].  Each 

developer is responsible for ensuring that their unit tests are written and up-to-date for all 

new and modified code that is checked into the source repository.  The process of 

collecting data for this measure may be automated by comparing the source code’s public 

interface signatures against the corresponding methods contained in the project test suite. 

 

Mapping: The percentage of source code having corresponding up-to-date unit test cases 

is mapped to a Likert scale based on Table 4.1.  The categories provided here were 

selected using the author’s experience as a software engineer.  From this table one can 

see that, for example, a reported value of 90% for the “percentage of code unit tested” 

would be mapped to a value of 4, meaning ‘good’ on the Likert scale. 
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% of Code Unit Tested Level of Success 

                    91 – 100%              5 – very good 

                    81 – 90%              4 – good 

                    71 – 80%              3 – satisfactory 

                    61 – 70%              2 – poor 

                       <= 60%              1 – very poor 

Table 4.1     Mapping of percentage of code unit tested 

 

Mappings are provided for each and every measure defined, based on what managers and 

developers believe are good target values.  Once all measures have been normalized to 

this consistent scale, they may be combined into composite measures, one for each 

project aspect, using the weights that are also defined during project setup (weights and 

parameter normalization are both introduced in Chapter 2, on page 26).  Weights are 

required since not all measures contribute equally to the success of a particular project 

aspect.   

 

Figure 4.3 shows how measures collected for the quality aspect during the construction 

phase may be combined into a composite measure.  The individual measures collected are: 

“percentage of code unit tested”, “percentage of code reviewed”, and “percentage of the 

design model that is up-to-date.”  Note that here, the measures used are the mapped ones 

(on the Likert scale), not the actual percentages.  Of these 3, it may be decided that 

having the design model up-to-date is less important than having the code thoroughly unit 

tested and reviewed.  The weights could thus be assigned as 40%, 40%, and 20%, for 
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“percentage of code unit tested”, “percentage of code reviewed”, and “percentage of the 

design model that is up-to-date”, respectively.  Such weights should be chosen by project 

management based on their priorities and past industry experience.  As mentioned earlier, 

the idea is to select and collect a small set of focused measures for each project aspect, 

thus minimizing the number of total measures required for the measurement program. 

 

 

Figure 4.3 Calculating a composite measure 

 

The definition of all project parameters (measures, mappings, and weights) is purposely 

left flexible enough to give project managers the ability to apply this analysis method to 

any process framework currently in use.  It is assumed for now that the selected set of 

measures, mappings and weights are reasonable enough to justify moving ahead with the 

necessary analysis work and the crux of this thesis.  Future work shall include developing 

heuristics for defining and assessing measures, mappings, and weights, as well as for 

defining strategies to select the fewest most representative measures possible. 

 

4.1.2    Measure Collector 

Recall from Section 2.4 that measurement programs are essential to providing visibility 

into the software development environment [AmK07].  Measurement programs are also a 

prerequisite to having accurate analysis results and having data that is reflective of the 

Construction Phase 
𝑄𝑄𝑄𝑄𝑄𝑄𝑄𝑄𝑄𝑄𝑄𝑄𝑄𝑄 𝑆𝑆𝑄𝑄𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 𝐼𝐼𝐼𝐼𝐼𝐼𝑄𝑄𝑆𝑆𝑄𝑄𝑄𝑄𝐼𝐼𝐼𝐼

= % 𝐼𝐼𝑜𝑜 𝑆𝑆𝐼𝐼𝐼𝐼𝑆𝑆 𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄 𝑄𝑄𝑆𝑆𝑆𝑆𝑄𝑄𝑆𝑆𝐼𝐼 ∗ 40% + % 𝐼𝐼𝑜𝑜 𝑆𝑆𝐼𝐼𝐼𝐼𝑆𝑆 𝐼𝐼𝑆𝑆𝑟𝑟𝑄𝑄𝑆𝑆𝑖𝑖𝑆𝑆𝐼𝐼 ∗ 40%
+ % 𝐼𝐼𝑜𝑜 𝐼𝐼𝑆𝑆𝑆𝑆𝑄𝑄𝑑𝑑𝐼𝐼 𝑚𝑚𝐼𝐼𝐼𝐼𝑆𝑆𝑄𝑄 𝑄𝑄𝑢𝑢 𝑄𝑄𝐼𝐼 𝐼𝐼𝑄𝑄𝑄𝑄𝑆𝑆 ∗ 20% 
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project aspects of interest.  For software, those aspects typically include quality, time, and 

budget.  As stated in Section 1.3, we also took interest in the additional aspect of morale.  

In our work, these four aspects correspond to the project success indicators of interest.  

Since these aspects cannot be measured directly, it is necessary to collect multiple metrics, 

albeit as few as possible, to evaluate them against the policy set under study.  Measures 

relating to each project aspect are then combined into composite measures, as described 

in the previous section using the formula given in Figure 4.3. 

 

As previously mentioned, defining a collection of measures is the first step towards 

taking control and improving the software development process.  Many measurement 

programs suffer from the problem of collecting too much data, or collecting data that is 

unrelated to the project aspects of interest.  Not knowing what to collect is a common 

problem and contributes to process improvement failure [IvN06].  Other problems 

include missing scope, context and semantics of what is actually being measured 

[UGI12].  As it turns out, the identification of these four aspects of quality, time, budget 

and morale, serves as a stepwise refinement simplifying the selection of which measures 

to collect.  After defining these four aspects, it becomes increasingly more intuitive to 

select focused measures pertaining to each particular project aspect, resulting in a 

collection of fewer but more meaningful measures.  In fact, it may be more beneficial to 

take this approach of selecting fewer more meaningful measures, rather than falling 

victim of information overload by attempting to collect all possible data.  At the very 

least, one can be confident that our method is already contributing a level of value due to 

the inherent benefits of implementing a formal measurement program [BaM92]. 
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When selecting a measure for collection, consideration needs to be given as to whether or 

not its collection can be automated.  It is important to use automation wherever possible 

to minimize the required overhead and improve the chances that a company will embrace 

the new method of analysis, or at the very least not outwardly reject it.  It is 

recommended, therefore, to first attempt to gather data from existing artifacts wherever 

possible.  For example, it may be possible to run a tool against a code repository to 

extract the necessary measure data, or query against a database, or even parse through 

weekly timesheets.  Recall from Chapter 2 that there exist a number of automated tools to 

facilitate the task of measure collection (e.g., Hackystat [JKA03]).  Undoubtedly, 

however, it shall be necessary to gather some measure data from actual project team 

members.  To lessen the impact on these individuals, the Measure Collector tool that is 

shown in Figure 4.4 may be used.  

 

This Measure Collector utilizes client-server architecture to administer a brief 

questionnaire at the end of each reporting period to all project participants.  Note that, 

while the collection of many quality metrics can be done automatically, research shows 

that automatically gathered metrics are often incomplete [ArV09], and pairing such 

metrics with manually collected ones provides a more complete view [MaL06].  The 

interface of this tool is dynamically generated to display questions relating to the current 

phase of the project, which is defined during process setup.  From Figure 4.4, one can see 

that each project aspect is given its own tab, and multiple measures are collected for each.  

These measures are combined into a composite measure for each project aspect using the 
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weights that are defined during project setup, as shown in the previous section.  Defined 

questions may be of various types, including true or false, multiple choice, or even fill in 

the blank.   

 

 

Figure 4.4 Measure Collector tool 

   

Questionnaire responses are sent directly to a centralized database upon submission to 

further reduce the required effort of collection and collocation of results.  To minimize 

possible bias, future work shall include designing questionnaires to adhere to more 

sophisticated surveying principles, like avoiding certain terminology and taking into 
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consideration the order and method of presentation [CTL01, MaW10].  To ensure our 

method is as practical and unobtrusive as possible, questionnaires should be used 

sparingly (e.g., weekly or monthly with as few questions as possible), and only used to 

collect data that cannot otherwise be extracted automatically from existing data sources.  

The Measure Collector is a valuable tool that can help to alleviate many of the challenges 

surrounding measurement programs as described in Chapter 2. 

 

4.1.3    Process Monitor 

As stated in Section 2.4, having visibility into the data allows organizations to increase 

data quality and support from the organization, leading to a higher quality development 

effort [ElM99].  Once the project has been set up and measures are being collected, the 

Process Monitor is used to provide this visibility into the data.  The Process Monitor 

component is shown in Figure 4.5.  This component takes as input all measures collected, 

along with a mapping file containing the mappings and weights, which were defined 

during process setup (in Section 4.1.1).  As the project progresses, more and more data is 

gathered for each project aspect of quality, time, budget and morale.  This data is 

combined into formal success indicators, one for each project aspect, using the weights 

mentioned above.  Each success indicator is stored in vector format with each data point 

representing one reporting period’s calculated scores.  The Process Monitor computes the 

latest success indicator values using all collected measures and compares them to the 

previous period’s indicator values.  If a success indicator’s value differs from the 

previous reporting period by more than a defined tolerance level, or exceeds an absolute 

bound (both of which are also defined during project setup), the indicator in question is 
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flagged for review.  This process of monitoring data over time enables a project manager 

to keep their finger on the pulse of the project. 

 

 

Figure 4.5 Process Monitor tool 

 

The Process Monitor is compatible with the automated measurement tools discussed in 

Section 2.4.  This monitor enables us to see at a glance when something is out of sorts 

and requires attention.  For example, a time period’s values may be flagged (denoted as 

the small circle with an exclamation mark inside) when a reported success indicator 

changes direction (denoted as the up and down arrows), or when a reported success 

indicator changes by more than some user-defined tolerance (denoted by the letter ‘T’), 



 

 62 

or even when the reported indicator slips above or below some user-defined bound 

(denoted as the letter ‘B’).  In addition, flags can also be configured for other situations 

that may be of interest. 

 

In Figure 4.5, in addition to the success indicators for each project aspect, one can see 

that an overall success indicator is also calculated for each period of the project.  This 

overall success indicator is used to quantitatively express the current overall level of 

project health at any given time, and allows for project monitoring at the aggregate level.  

This overall success indicator is a weighted summation of all other project success 

indicators.  Individual success indicators may be weighted differently depending on the 

type and priorities of the project.  As stated earlier, often what constitutes as a project 

success depends on your perspective and it is possible to succeed in one aspect but fail in 

another [RaK14].  Quality, for instance, may be considered far more important than 

budget for software systems relating to public safety.  Again, these weights are assigned 

by project management during project setup using the Project Setup Tool shown in 

Figure 4.2. 

 

During the proof-of-concept work (mentioned at the beginning of this chapter), it was 

determined that it was actually possible to anticipate a process issue several weeks in 

advance of the actual problem being detected.  For example, from Figure 4.5, by week 7 

the success indicators for two of the four project aspects have slipped beneath the 

satisfactory level (a Likert value of 3) and the overall success indicator is threatening to 

follow.  It was at this point in the actual project that the project manager introduced a new 
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policy stating that developers shall not work more than 10% overtime in a given week 

from this point forward.  It was the hope that this new policy would help get the project 

back on track by reducing the likelihood of developers becoming burned out.  Since 

changes in policy may not have an immediate effect, we see that the situation appears to 

worsen with three out of four success indicators slipping beneath the satisfactory level by 

week 8.  In subsequent weeks, however, the success indicators do, in fact, improve.  

Recognizing that it is currently impossible to isolate policy effects completely, which is 

discussed in Section 7.7 Threats to Validity, this proof-of-concept validated that our 

research question was worth pursuing further.  In this case, if the effect was real, this 

monitoring component would have allowed a potential issue to be detected as early as 

week 5 or 6.  We can see this from the figure when four out of five reported success 

indicators (including the overall project success indicator) had shifted negatively, and the 

first success indicator slipped under the satisfactory range.  This ability to detect shifts in 

the quality of the development environment several weeks in advance is significant.   

 

4.1.4    Policy Analyst 

Each of the components presented up to this point are considered ‘enabler’ components.  

That is, these components were built to provide the necessary architecture required to 

support the actual policy analysis, which is the truly novel part of this work.  Shown in 

Figure 4.6, the Policy Analyst accepts vector data taken from both the Process Monitor 

and the Policy Checker, and is responsible for identifying policies having a potential 

positive effect on project outcomes, policies having a negative effect on project 
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outcomes, policies having no effect on project outcomes, and policies that do not vary 

enough to tell one way or the other.   

 

 

Figure 4.6 Policy Analyst tool 

 

From this figure, one can see that an input file may be specified and, when loaded, the 

table is populated with the high-level project aspects across the top and the policies down 

the side.  To keep the analysis tidy and to minimize bias, the policies being investigated 

are coded from P1 to PN.  These are converted back to descriptive text once the results 

are known.  The checkmarks indicate whether or not the analysis will search for evidence 

of a given relationship.  For example, the upper-left most checkbox indicates that the tool 
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will search for a relationship between quality and policy P1, which pertains to how well 

issues are logged throughout the project. 

 

When the tool is run, all output is provided on screen organized by tabs.  The first four 

tabs (Regression, Standard Deviation, Satisfaction and Trend), contain detailed results 

from the execution of each individual analysis method, which are explained in the 

following chapter.  The tabs Ph1 Details and Ph1 Ranked, read phase 1, correspond to the 

first phase of analysis and contain the detailed and ranked results from tuning our method 

to the most appropriate delayed effect, for each policy and success-indicator pair.  Such 

delayed effects are considered in an attempt to detect whether or not a change in the 

satisfaction level of a policy corresponds to a later change in outcome.  If a possible 

delayed effect is found, it is used in the second phase of analysis.  The details of the 

selected delays are provided in the Delays tab.  The tabs Ph2 Details and Ph2 Ranked 

correspond to the second phase of analysis, and contain the detailed and ranked results 

showing the effect that each policy is having on each success-indicator pair.  For example, 

on the Ph2 Ranked tab, the Summary of Ranked Results is provided containing the letters 

P, N, and NDE indicating positive, negative and no detected effect, respectively.  All of 

these tabs taken together provide the opportunity for further investigation into how strong 

each effect was.   

 

4.1.5    Policy Checker 

As indicated earlier, the Policy Checker is the only component in our solution 

architecture that is an external tool and was not developed as part of this thesis work.  
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This tool was developed previously by Tassé [Tas06] and is used to report on the extent 

to which policies are being satisfied.  As mentioned in Chapter 2, the level of policy 

satisfaction is expressed as a number ranging from 0 to 1.  Like the Process Monitor, all 

data is maintained in vector format, with one vector for each policy and each data point 

representing one reporting period’s worth of satisfaction rates. All of the adherence rate 

vectors are subsequently made available to the Policy Analyst tool. 

 

4.2    Measurement Considerations 

While designing the solution architecture, there were several challenges encountered that 

required special attention.  The first challenge was the situation where there is missing 

data present.  There are many accepted strategies for dealing with missing data, for 

example, using an average value, using the most frequent value, or even omitting the 

record altogether [HKP11].  For our purposes, because we are using weighted 

summations of different variables, we were able to simply omit the missing value without 

having to throw away the entire data point by dividing the weighted summation by the 

total weight of the available variables.  This essentially removes the missing measures 

from the equation without introducing additional noise from using, say, an average value.  

If the same measure is found to be missing frequently, it should be flagged for review.  

This might be an indication that the missing measure was not as important as first thought, 

or perhaps that there is a larger issue surrounding the inability to collect it regularly.  It 

could also be the case that the particular measure in question is of a type that may only be 

collected at certain milestones.  These types of measures are still important but may need 

to be dealt with differently during the analysis process. 
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The second challenge that had to be dealt with pertained to the introduction of new data.  

During the lifespan of a project, it is likely that a new measure or measures will be 

identified for collection.  When defining these new measures, we must also assign 

weights to each and adjust the existing weights of the original measures accordingly so 

that the total weight remains at 100%.  In some situations, it may be possible to collect 

historical data for the new measure even though it wasn’t formally introduced previously.  

In these situations, the manager may choose whether or not they wish to include this 

historical data.  If included, the weights of the original measures are adjusted accordingly 

and the past success indicators are recalculated for the affected time period.  If this 

historical data is not available then the evaluation of the new policy would begin at the 

time of its formal introduction. 

 

The third challenge that had to be accounted for occurs when transitioning between two 

development phases.  Quite often, the start and end dates of each phase do not line up 

exactly.  Rather, as a new phase is beginning, the previous phase is winding down.  This 

situation presents an interesting problem of having to calculate success indicators during 

the transition period such that the reported values are still reflective of the current 

development environment.  To accomplish this, two success indicator values are 

calculated for each project aspect during the transition period, one using the measures 

collected during the previous phase, and one using the measures collected during the new 

phase.   These two success indicators are then merged back into a single success indicator 

using a weighted average.  The weights used to merge the two success indicator values 
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are chosen to reflect the level of effort being spent on activities within the two 

overlapping phases at the current point in time.  For example, it may be the case that only 

20% of the total effort is spent on the previous phase’s activities, since most of the 

scheduled work would have been completed when heading into the new phase.  The 

actual percentages would come from the difference in planned and actual work item 

progress.  In this situation, we would combine, say, two quality success indicators into a 

single quality success indicator using a weight of 20% and 80%, respectively.  This 

process is repeated for the remaining success indicators.  Any data that is missing during 

the transition period is handled like any other missing data, as discussed above. 

 

4.3    Summary and Discussion 

In this chapter, detailed descriptions were given for each component of the solution 

architecture that was developed in support of evaluating software development policies.  

Mechanisms were developed for setting up a project along with the corresponding 

measurement program.  A process was shown to convert measure data into success 

indicators for each project aspect of quality, time, budget and morale.  It was then shown 

how these success indicators may be monitored and used as an early warning mechanism, 

highlighting possible problem areas within the development environment before they are 

actually felt by project team members.  This monitoring process is simple yet effective 

and produces meaningful results while avoiding the problem of information overload that 

many other measurement programs suffer from.   
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Before concluding this chapter and turning our attention to the truly novel part of our 

work, it is important to remember that we are working with people.  To this end, there are 

a few cautions that should be kept in mind when developing a measurement program to 

improve the chances of success.  Experience has shown that there is a greater willingness 

to participate in process changes when individuals feel that they have some control over 

the process and believe that changes to that process will benefit them personally [Chr94].  

Even process-oriented individuals who tend to be more open to changes may respond 

negatively if it is felt that an external process is being imposed on them with little 

consultation.  To minimize this possibility, it is recommended to meet with team 

members at the onset of the measurement program.  It is important to explain the goals of 

the program, and what each participant has to gain by actively participating in it.  

Meetings should be held at regular time intervals to provide feedback to team members as 

to how their input has been used thus far.  Any reciprocal feedback should be taken into 

consideration and worked back into the measurement program where appropriate. 

 

It is important to realize that not all measurement programs are supported by the 

participating organization.  It should be kept in mind that project managers, and even 

senior management, may be tempted to use the collected measures to evaluate the 

performance of their employees.  While in some instances, this may be a reasonable thing 

to do, it is important to keep in the mind that measurement programs already suffer from 

the fear of ‘big brother’ [CSS09].  That is, employees fear that organizations are watching 

them and will use additional data to exercise even more control over them.  If steps are 

not taken to ensure that this does not happen, by ensuring the anonymity of employees for 
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example, measures may be skewed towards what the organization wishes to hear rather 

than what is actually happening, leading to measurement dysfunction [Joh99].  In 

situations where it is impossible to ensure anonymity, employees must be made to feel 

that it is acceptable to report what is actually happening without repercussion.  Project 

managers who don’t foster an open environment are destined to be ‘the last to know’ 

[KSP04].   Instead, management should work towards a culture that recognizes the 

important role that failure plays on the path to success, and accept a certain level of 

calculated risk [CSS05].   

 

It is also important to realize that, no matter how well planned or implemented the 

program is, a certain number of team members will simply not cooperate.  The research 

suggests that many people do not value measurement programs.  In fact, in one study, 

only 27% viewed measurement programs as very important, and even then they were 

only deemed valuable for cost and schedule estimations [JKP05].  Worse still, some team 

members may, in fact, purposely circumvent policies [ZLW05].  This could lead to a 

difficult situation since many policies may be difficult to actually enforce.  Even those 

team members that initially take part may lose interest eventually and stop recording their 

measures as conscientiously over time [JKA03].  This should not discourage 

improvement efforts but rather serve as a reminder that program execution is paramount 

and must be done very strategically.  

 

As a final note, some believe it is possible for measurement programs to have a 

measurable effect even in unsupportive environments, through the simple act of 
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observing.  The Hawthorne Effect [LiK98] occurs when the subjects being observed 

make slight improvements to their work habits because they know others are paying close 

attention to them.  This effect can be leveraged by providing team members with goals 

and continuous feedback to coach them towards better performance [Got96].  It is a good 

idea to keep these human factors in mind when implementing a measurement program to 

provide an edge towards being successful. 
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Chapter 5: Core Method of Analysis 

Having set the stage in the previous chapter with a high-level overview of our solution 

framework, we now turn our focus to how the data is actually analyzed.  The description 

that follows is the first of a two-part story that begins in this chapter, with the assumption 

that policies are having an immediate impact on project success indicators.  Of course, 

this is not always the case, and thus we shall expand this story in the next chapter to 

account for the additional complexity of delayed effects.  This particular chapter begins 

with a brief reminder of research goals, along with an introduction of some of the 

inherent challenges that exist when working with data that is typical to software 

development projects.  A sample dataset is presented, along with examples, to illustrate 

these challenges.  The developed solution is then presented, which consists of four 

individual analysis techniques, each developed to address a specific characteristic of the 

data.  Each of the four techniques possesses a particular strength, and is later combined 

into a final solution by means of a meta-learner that calculates and compares how well 

each technique agrees.  This chapter concludes with a discussion of the more traditional 

techniques that were first considered but abandoned in favour of the ones developed here. 

 

5.1    Overview and Challenges 

Recall that the goal of this research was to identify and distinguish between those 

practices that work well, and those practices that do not work so well, so that one can 

improve their chances of managing a project to a successful conclusion.  Software 

development environments are extremely diverse and ever-changing and, consequently, 

what might work well in one environment may not necessarily work so well in another.  
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Even the most widely accepted best practices may lead a project astray when applied in a 

slightly different context.  Our method was developed to enable analysis to be performed 

early and often in an attempt to identify those practices or policies that are impacting 

process performance, without having to resort to time-consuming experimentation on 

each policy.  The results of this analysis can increase awareness of potential effects, 

especially when those effects are unexpected and, after being confirmed by additional 

evidence, can then inform policy management decisions.  Since there are so many factors 

at play within the software development environment, we cannot make up for this 

completely no matter how sensitive our methods are.  Our approach is to provide first 

level insight into as many effects as possible so that further investigation may be targeted 

where it matters most. 

 

As mentioned in Chapter 1, there are several challenges that our developed method had to 

overcome.  As a reminder, these include being able to (a) provide timely, accurate and 

meaningful results, (b) handle both continuous and discrete data, (c) work with a limited 

amount of data, (d) detect delayed effects, (e) provide support in various situations, and (f) 

be easily put into practice.  Each of these challenges will be addressed moving forward, 

but for now we focus on one of the foremost challenges specifically related to software 

development projects – that of having a limited number of data points available.   

 

It is assumed that measures are collected on a regular basis (weekly or monthly, for 

example) on the level of satisfaction of each policy, and the level of performance of each 

success indicator (i.e., quality, time, budget, and morale).  This allows us to perform 
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analysis to reveal whether a change over time in one or more policies seems to coincide 

with a change in one or more of the defined success indicators.  Since there are so many 

environmental variables that could be affecting the project outcome, our method aims at 

being sensitive enough to detect potential effects, even if those effects are not absolutely 

sure.  The idea is that the analysis results should provide useful indicators of where to 

target further analyses and potential improvements.  To this end, our method highlights 

those policies as potentially having a positive effect on the project outcome, those 

policies having a negative effect on the project outcome, those policies having no effect 

on the project outcome, and those policies that do not display enough variation to tell one 

way or the other.    

 

While the amount of data available today continues to grow, the data available at the 

process level is still small enough that it can only be evaluated periodically.  Recall the 

real-world example that was presented as context in Section 2.6.  In this chapter we use 

similar but contrived data that contains several situations of interest.  This allows us to 

present our developed solution as clearly as possible using a succinct dataset.  Again, this 

data is for illustration purposes only, and we return to real-world data in Section 7.6. 

 

Table 5.1 contains this contrived sample data which is characteristic of a typical software 

development project.  In this dataset, we have four success indicator variables (S1 to S4) 

and six policy variables (P1 to P6), recorded over a ten-week period.  The success 

indicator variables S1 to S4 correspond to the project aspects of quality, time, budget and 

morale, respectively.  Policies may correspond to whatever best practices are currently 
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being followed within an organization.  For example, P1 may refer to the policy 

mentioned in earlier chapters that “developers shall not work more than 10% overtime 

per week.”  

 

Success 
Indicator 
& Policy 

Week 
1 

Week 
2 

Week 
3 

Week 
4 

Week 
5 

Week 
6 

Week 
7 

Week 
8 

Week 
9 

Week 
10 

S1 0.95 0.90 0.95 0.90 1.00 0.95 0.95 0.90 0.10 0.05 

S2 0.40 0.65 0.40 0.70 0.60 0.50 0.70 0.60 0.35 0.40 

S3 0.50 0.60 0.20 0.65 0.55 0.45 0.80 0.65 0.50 0.55 

S4 0.60 0.30 0.60 0.60 0.30 0.70 0.40 0.30 0.60 0.20 

P1 0.50 0.70 0.40 0.80 0.65 0.50 0.65 0.70 0.35 0.45 

P2 0.40 0.45 0.75 0.45 0.40 0.40 0.20 0.45 0.40 0.45 

P3 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 

P4 0.70 0.50 0.60 0.55 0.40 0.50 0.60 0.50 0.70 0.50 

P5 0.00 1.00 0.00 1.00 1.00 0.00 1.00 1.00 0.00 0.00 

P6 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.90 0.10 0.10 

Table 5.1     Example process data spanning 10 weeks 

 

For each variable in this table, we have only ten data points available.  That is, we have 

one data point per week for ten weeks. Having such a limited number of data points is 

actually quite common, except for the rarer longer-running projects.  Even for longer-

running projects, a significant number of policies only apply to a specific development 

phase (e.g., construction), thus again limiting the number of data points available for each 
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individual policy.  All of the data shown in this example has been normalized to a 

consistent scale, as described in Chapters 2 and 4. 

 

One problem that arises when working with such a limited amount of data is that many of 

the more traditional statistical analysis techniques, like the Pearson correlation coefficient, 

fail to accurately describe the observed behavior present in the data.  To illustrate this 

point, Figure 5.1 contains a graph of the policy variable P1, plotted against the success 

indicator variable S2, over the ten-week period shown in Table 5.1.  

 

 

Figure 5.1 Robust correlation between variables 

 

Notice that the two solid lines representing these two time series are nearly identical and, 

as expected, the correlation coefficient for these two variables is calculated as 0.94.  An 

issue arises, however, with the use of small datasets.  While still considering Figure 5.1, 

notice how a single modification to one of the policy’s data points at week 9 (incremental 
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changes are shown as dotted lines labeled P′ and P′′) quickly causes the calculated 

Pearson correlation coefficient to be dramatically reduced to 0.44, even though the 

overall shapes are still relatively the same from a practical standpoint.  Our method, when 

applied to this data, proves to be more robust in that the two variables are still considered 

strongly correlated. 

 

A second example illustrating the limitations that are typical when applying standard 

analysis techniques to software development data is presented in Figure 5.2.  Here we 

have a graph containing the policy variable P6, plotted against the success indicator 

variable S2, over the same ten-week period.  This time, our issue is related to the nature 

of the data, which can often be somewhat discrete in some situations, and continuous in 

others.  As one can see from the graph, the policy variable P6 is a discrete variable and 

only ever exhibits one of two values, 0.9 and 0.1.  

 

 

Figure 5.2 The case of discrete variables 
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From a practical standpoint, the two variables in Figure 5.2 do not display a similar 

enough shape to be considered related.  However, because of the significant drop in the 

value of both variables during the ninth week, the calculated Pearson correlation 

coefficient is a relatively high 0.6.  Our method, when applied to this data, still finds a 

positive relationship, however, it is found to be a more subtle effect.  This sensitivity of 

our method more accurately represents what one would expect by visually inspecting the 

graph.  

 

Having the ability to work on small datasets gives us the additional advantage of making 

the approach usable early in a project to identify potential immediate or emerging effects.  

This is a significant benefit because software development environments are examples of 

‘complex social systems’ [CDD08].  Such complex systems are said to be extremely 

sensitive to initial conditions where small events can have a large impact later on 

[HaP99].  Consequently, having the ability to evaluate policies early on promises to help 

project managers identify, correct or reinforce behaviors that positively influence this 

expected evolution.  Since we know project environments evolve over time, our method 

was developed to be suitable for iterative application throughout the entire lifecycle of a 

project. That is, our method can be applied at any given time or milestone to produce 

results that make it possible for managers to investigate and adapt quickly to emerging 

environmental conditions.  An example of how these results can drive action is given at 

the end of Section 5.3. 
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5.2    Individual Techniques 

The analysis method presented in this chapter combines the results of four individual 

analysis techniques, each addressing a particular characteristic typically present within 

software development data, into a single solution that is stronger than the sum of its parts.  

That is, each technique on its own has certain limitations but together they complement 

each other to effectively mitigate many of their individual weaknesses.  All four of our 

techniques are presented in the subsections below along with a running example based on 

the dataset given in Table 5.1.  Each technique analyzes the set of all policies in use 

against each success indicator, and generates a ranked list of policies that are thought to 

be impacting each indicator, ranked by the size of the effect.  Consequently, each 

technique produces four ranked lists of policies, one for each success indicator.  The lists 

generated by each technique are later combined during the meta-learning step described 

in Section 5.3 to obtain a final result.  Figure 5.3 is a flowchart representation of this 

analysis process: the four boxes on the left are the individual techniques, while the last 

one represents the meta-learner that combines all results into a final result.  It should be 

noted that since the individual techniques are independent of each other, they could be 

executed in any order, or in parallel. 
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Figure 5.3 Overview of core method of analysis 

 

Prior to applying these techniques, all policies not varying at all are removed from the set 

to be analyzed, because it is impossible to find any correlation in such cases.  In our 

current example, it means that the policy P3 is removed from consideration because its 

value does not change from 1.  It should be noted that, while we cannot evaluate for an 

effect without variation, it is possible for the non-varying policy to be very important to 

project outcomes. 

 

5.2.1    Regression Analysis 

The first technique developed for our solution framework is a modified multiple linear 

regression analysis.  Multiple linear regression [NKN96] is a natural choice for the kind 

of analysis needed here.  It allows us to take into account the inherent interrelationships 

between many of the policies within a development environment.  Unfortunately, 
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multiple linear regression, at least in its traditional form, requires significantly more data 

points than what is typically available in our situation, especially when working with a 

potentially large set of policy variables.  As a general rule of thumb, when performing 

multiple linear regression, one should have at least 10 times the number of data points as 

they do predictor variables [BrB94].  There are indeed special cases where this rule can 

be relaxed [ViM06] and, in consultation with a resident statistician, it was decided that 

our method qualified as a special case requiring just 5 times the number of data points.  

Even with this relaxed rule, however, we would still require far more data than what we 

have available in most software projects.  For example, for the sample data provided in 

Section 2.6 showing 13 policies, we would need about 65 data points to explore all 

possible relationships.  The frequency in which we gather our data points can vary but, 

for practical purposes, it may be unreasonable to take measures more often than on a 

weekly basis.  Thus, to analyze our sample data using traditional multiple linear 

regression we would need about 250 weeks of data, which would take almost 5 years to 

accumulate.  This is an unrealistic expectation given the realities of a typical software 

development project.  Consequently, while we don’t have enough data to analyze all 

variables at the same time, we can analyze the data we do have by exploring many 

smaller models. 

   

To overcome this challenge, while still maintaining the possibility of taking relationships 

into account, we have created an automated regression model builder that explores every 

possible model that could be built, using every combination of policy variables3.  For 

                                                 
3 Note that other regression approaches were tried, including stepwise regression, but without success.  
Section 5.4 discusses this and other approaches that were investigated. 
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example, having three policies X, Y, and Z, and one success indicator S, our model 

builder creates the set of models shown in Figure 5.4.  Note that the index i represents 

each data point available, typically a week or a month.  The coefficients (all β0’s to β3’s) 

are evaluated using multiple linear regression individually on each corresponding subset 

of policy variables.  In the case that more than one success indicator is available, such 

work is performed independently on each indicator – results across indicators are never 

merged.  This unbiased exploration of all possible models is important so that we are not 

performing our analysis with any preconceived notions about which policies are 

correlated, and thus risking their hasty preclusion.  

 

 

Figure 5.4 Models generated by regression analysis 

 

Before moving on to the next step in our regression analysis process, there are two 

potential issues that warrant acknowledgement.  First, we acknowledge that we are 

indeed exploring multiple hypotheses on the same dataset with this approach.  That is, we 

are looking for any possible effect within a single dataset, which may very well lead to 

false positives – i.e., the identification of a policy as having an effect when, in fact, it 

does not.  This in itself is not a problem so long as it is acknowledged and adjusted for 

1) Si = β0 + β1Xi + εi 
2) Si = β0 + β1Yi + εi 
3) Si = β0 + β1Zi + εi 
4) Si = β0 + β1Xi + β2Yi + εi 
5) Si = β0 + β1Xi + β2Zi + εi 
6) Si = β0 + β1Yi + β2Zi + εi 

7) Si = β0 + β1Xi + β2Yi + β3Zi + εi 
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[CLP15].  In our case, we adjust for this risk by using an ensemble approach with 

additional methods discussed below.  Note that our false positives would be by policy, 

not by model.  For a given policy effect to be considered a false positive, it would need to 

be identified as an effect in many more models than the true effects.  Then, the false 

positive would need to survive being blended into the effects found by an ensemble of 

different techniques which are designed to percolate the strongest effects to the top of the 

list.  Finally, since we wish to identify all effects even if not absolutely sure, rather than 

risk missing something important (consistent with [Rot90]), we provide guidance at the 

end of this chapter on how to use the results to guide further investigation.  This is 

expanded upon later in this chapter, and in Section 7.7 Threats to Validity.  

 

The second potential issue that warrants acknowledgement here is the possible existence 

of multicollinearity.  Multicollinearity is said to exist when two or more predictor 

variables are highly correlated with each other.  Using such variables together is typically 

avoided due to the potential problems that may arise with their usage [NKN96, Fro13].  

That is, the more correlated the variables are, the harder it is to determine the precise 

individual effect that each one is having on the response variable.  The variability of the 

coefficients can be high enough to cause instability, which may even lead to possible sign 

changes.  Note that the resulting model itself is still valid, only the behaviour of the 

individual coefficients may be in question.  Such situations make settling on an 

appropriate model more difficult.  In fact, stepwise regression, for example, which uses 

an automated model building approach, does not work well when multicollinearity is 

present [Fro13].  The variance inflation factor (VIF) can be used to evaluate whether or 
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not multicollinearity exists for each predictor variable [Fro13].  A value of 5 or more 

indicates severe multicollinearity and that care should be taken when interpreting the 

individual coefficients. 

 

In our own testing, we found that multicollinearity did not adversely affect us for several 

reasons.  Firstly, we are not trying to settle on a single particular model.  Our approach is 

to explore all models containing every combination of variables.  Secondly, if a flipped 

sign is encountered, it is generally not a significant variable and consequently would not 

be included in our aggregated results.  Thirdly, multicollinearity typically occurs more 

often when interaction terms are present.  In our exploratory approach above, we do not 

include interaction terms.  Finally, if the above technique does somehow register an 

incorrect effect, it shall be labelled as a conflict later during the meta-learning step 

discussed in Section 5.3.  Failing all of this, if multicollinearity is still deemed an issue, 

we can correct for it by standardizing or centering the variables by subtracting the mean, 

or by removing the offending variable altogether. 

 

With these acknowledgements made, the next step in our process is to look at the test 

statistics that our model builder generates for each model.  For example, a p-value is 

calculated and stored for every term appearing in every model.  We also calculate and 

store the values for R2, Adjusted R2, and the F-Test statistic showing the amount of 

variability explained by each model and how significant each model is.  While such 

information is not used directly in our calculations, it can be used later when delving 

deeper into the results to obtain a more complete understanding of the effects of each 
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policy.  For example, one can review the models along with their corresponding test 

statistics (e.g., R2, Adjusted R2 values), to possibly discover other interesting and perhaps 

unexpected insights.  Table 5.2 provides several R2 ranges and defines how each can be 

interpreted according to [Hum95]. 

 

R2 Value Reliability and how result can be used 

R2 >=  0.9 Relationship is considered predictive and can be used with a 
high level of confidence. 

0.7 <= R2 <  0.9 Relationship has a strong correlation and can be used for 
planning purposes. 

0.5 <= R2 <  0.7 Relationship has an adequate correlation and can be used 
cautiously for planning purposes. 

R2 <  0.5 Relationship is not considered reliable for planning purposes. 

Table 5.2     Meaningful usage of R2 values [Hum95] 

 

Cohen and Cohen define a useful range for quantifying the size of an effect from one 

model to another.  A difference in R2 of 0.02, 0.13, and 0.26 is considered a small, 

medium, and large effect change, respectively [CCW02]. 

 

Once every possible model has been created, our technique then analyzes the generated 

test statistics and takes note of each and every time that a policy variable was present and 

found to be significant (i.e., had a p-value <= 0.05).  For every policy variable, we then 

calculate a number of aggregate values that will be used to analyze the impact of 

individual policies, as well as ranking them in an overall list according to the magnitude 
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of impact that they are having on the success indicator.  Note that these aggregated values 

are created from the generated models – they are not inputs to models.   

 

One such result element is the percentTimeSignificant element, which is the percentage 

of time that a policy variable was found to have a significant effect on the success 

indicator variable. That is, it is the number of models in which the policy was found to 

have a significant effect, divided by the total number of models created containing the 

policy.  The next result element is the averageCoefficient element, which is the average 

value of the policy variable’s coefficients in those models that the variable was found to 

have a significant effect.  This provides an indication of the average contribution that a 

policy is having to the corresponding models containing that policy variable.  The 

averageEffect result element is then calculated as the averageCoefficient multiplied by 

the average value of the policy variable’s data points (i.e., for policy X, the average of all 

Xi’s here).  This value gives us an idea of the magnitude of the current term within the 

models being explored.  Finally, the percentEffectOnAverage element is calculated as the 

average value of the success indicator variable’s data points (i.e., the average of all Si’s 

here) multiplied by the averageEffect.  This result element is used to put into perspective 

just how large an effect the policy in question is having in the context of the current 

success indicator variable.  While other measures of centrality may be explored, in our 

experience, the average worked well and satisfied our purposes. 

 

To allow for meta-learning to be performed later on (discussed later in Section 5.3), all 

four of the analysis techniques presented in these subsections must produce a result that 
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can be compared across techniques.  To this end, each technique produces a list of 

policies ranked by their contribution to the success indicator being analyzed.  That is, a 

rank score is calculated for each policy-success indicator variable pair, and the ranked list 

is the list of policies sorted by their rank score.  Each technique’s ranking process results 

in the creation of four policy lists, one list for each success indicator.  These lists will be 

processed further using the meta-learner presented in Section 5.3.  

 

For our regression analysis technique, the rank score is calculated by combining the two 

most important results using the weighted summation formula given in Equation 5.1.  We 

use a weighted summation to allow an emphasis on certain variables.  In this case, we 

want to score higher those variables that are contributing to the model most often (using a 

weight of 60%) and having the greatest impact to the model when present (using a weight 

of 40%).  Note that when the percentEffectOnAverage is negative, the negatives in this 

formula are utilized. 

 

 𝑆𝑆𝑆𝑆𝐼𝐼𝐼𝐼𝑆𝑆 =  ± ( 0.6 ∗  𝑢𝑢𝑆𝑆𝐼𝐼𝑆𝑆𝑆𝑆𝐼𝐼𝑄𝑄𝑝𝑝𝑄𝑄𝑚𝑚𝑆𝑆𝑆𝑆𝑄𝑄𝑑𝑑𝐼𝐼𝑄𝑄𝑜𝑜𝑄𝑄𝑆𝑆𝑄𝑄𝐼𝐼𝑄𝑄 )  +  ( 0.4 

∗  𝑢𝑢𝑆𝑆𝐼𝐼𝑆𝑆𝑆𝑆𝐼𝐼𝑄𝑄𝑝𝑝𝑜𝑜𝑜𝑜𝑆𝑆𝑆𝑆𝑄𝑄𝑝𝑝𝐼𝐼𝑝𝑝𝑟𝑟𝑆𝑆𝐼𝐼𝑄𝑄𝑑𝑑𝑆𝑆 ) 
(5.1) 

 

Since this is a newly developed technique, the weights here were initially assigned 

equally at 50% each, and modified based on our experience of what seemed to be most 

important.  These weights were then explored during preliminary proof-of-concept work 

and found to be acceptable for use in the larger scale validation presented later in Chapter 

7.  Future work shall include a more formal process for weight or parameter tuning.  For 
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now, the weights used here are suggested values only, and can be changed by the user to 

reflect preference for certain properties.  As an example, a manager might wish to assign 

a more aggressive weighting scheme by weighting more heavily the percent effect on 

average and giving less weight to the actual percent time significant.  Such changes can 

be explored but should be validated to ensure they yield an acceptable result.   

 

Scoring each policy using this equation allows us to create an ordered list of policies for 

each success indicator where a negative score indicates that a policy has a negative effect 

on the success indicator, and a positive score indicates that a policy has a positive effect 

on the success indicator.  The magnitude of the scores corresponds to the strength of the 

effect.  As an example of how this technique is used in practice, it was applied to our 

sample data in Table 5.1.  Applying our modified multiple linear regression analysis to 

this sample data results in 31 models being created for the 5 policies P1, P2, P4, P5 and 

P6.  Table 5.3 shows just a subset of all models generated, which have 1 and 2 variables 

only, using success indicator S3 as the response variable. 

 

This table also contains the p-values, R2 and adjusted R2 values for each policy variable 

present within each model.  From a glance, it would appear at least from this subset of 

models, that policies P1, P2 and P5 are having a significant effect when present in a given 

model. 
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Model p-value p-value R2 Adj. R2 

Y = 0.5427 + 0.2667(P5) - 0.1771(P6) P5 = 0.05 P6 = 0.21 0.60 0.49 

Y = 0.67916 - 0.25911(P4) + 0.01303(P6) P4 = 0.69 P6 = 0.94 0.03 0.25 

Y = 0.1981 + 0.4032(P4) + 0.2463(P5) P4 = 0.43 P5 = 0.03 0.54 0.41 

Y = 0.942 - 0.9922(P2) + 0.0468(P6) P2 = 0.00 P6 = 0.64 0.71 0.63 

Y = 0.8206 - 0.7929(P2) + 0.1386(P5) P2 = 0.00 P5 = 0.01 0.89 0.86 

Y = 1.1378 - 0.9907(P2) - 0.2916(P4) P2 = 0.00 P4 = 0.39 0.73 0.66 

Y = 0.1303 + 1.0485(P1) - 0.2473(P6) P1 = 0.01 P6 = 0.10 0.64 0.54 

Y = 0.3438 + 0.2188(P1) + 0.1531(P5) P1 = 0.76 P5 = 0.47 0.50 0.36 

Y = -0.1348 + 0.8312(P1) + 0.3712(P4) P1 = 0.04 P4 = 0.49 0.50 0.36 

Y = 0.6248 + 0.4826(P1) - 0.8159(P2) P1 = 0.01 P2 = 0.00 0.89 0.86 

Y = 0.5219 + 0.0313(P6) P6 = 0.85 N/A 0.00 N/A 

Y = 0.44 + 0.21(P5) P5 = 0.02 N/A 0.50 N/A 

Y = 0.6951 - 0.2705(P4) P4 = 0.65 N/A 0.03 N/A 

Y = 0.9746 - 0.9875(P2) P2 = 0.00 N/A 0.70 N/A 

Y = 0.1381 + 0.7139(P1) P1 = 0.03 N/A 0.46 N/A 

Table 5.3     Subset of models generated by regression analysis 

 

For each policy-success indicator variable pair, the results are summarized into several 

variables.  In this current example, summary variables for policy P2 and the success 

indicator S3 are calculated from the full set of models, not just the subset shown in Table  

5.3.  For this combination, the percentTimeSignificant is 100.00. In other words, policy 

P2 is significant each and every time it appears in a model.  Further, when present, the 

policy P2 reduces the value of the response variable S3 by an average of -19.19%, 

recorded as the percentEffectOnAverage.  Consequently, policy P2 would be of interest 
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to any manager interested in explaining what practices have a negative effect on their 

budget, S3. 

 

Using the formula from Equation 5.1 to calculate the ranked score for policy P2, we get a 

negative rank score of -67.68.  This is put into context in Table 5.4 which contains the 

complete, ordered ranked list of policies affecting success indicator S3.  These ranked 

scores can range from -100 to 100, which represent most negative to most positive effects.  

In our table, the order begins on the first row with the largest negative impact, and ends 

on the last row with the largest positive impact. 

 

According to this list, policies P2 and P6 are having the strongest negative impact on the 

success indicator S3, policies P5, P1, are having a positive impact, and policy P4 is 

having no detected impact.  A similar list is produced for each of the other success 

indicators S1, S2 and S4. 

 

Success Indicator Policy Score 

S3 P2 -67.68 

S3 P6  -8.32 

S3 P4   0.00 

S3 P5 31.14 

S3 P1 34.88 

Table 5.4     Ranked policy list for success indicator S3 
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5.2.2    Standard Deviation Analysis 

The second technique used in our approach is a standard deviation analysis.  This 

technique was developed in recognition that the variation between variables can never be 

definitively associated to a single cause-and-effect relationship since there are so many 

variables and complex interactions present.  Further, it is possible that the impact of a 

policy is felt only when that policy is satisfied at extreme values and the magnitude of 

that impact may not be consistent each time.  This particular analysis technique provides 

us with a way to detect the situations where extreme values in policies are accompanied 

by extreme values in the success indicators. 

 

The first step of this analysis is to calculate the average and standard deviation of all 

policy and success indicator variables.  Once calculated, one can step through each 

variable’s data points and note each time that the variable’s data points deviate either 

above or below the variable’s average value by more than its standard deviation (or some 

fraction of the standard deviation that the user feels appropriate, e.g., half a standard 

deviation). We know from the Empirical Rule [Wei08], that 68%, 95%, and 99.7% of all 

observations lie within one, two, and three standard deviations to the mean, respectively. 

Since our goal was to minimize noise and find matching extremes, we found that using 

one standard deviation worked well as a filter, while leaving enough values to compare. 

We recognize that the assumption of normality is not always satisfied with our data but, 

as an experienced data scientist, these assumptions are often not strictly adhered to when 
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data mining.  The fact that our later validation will show our technique works indicates 

that it is robust against moderate violations to the assumption of normality. 

 

Figure 5.5 illustrates this approach with a graph of the policy variable P2 plotted against 

the success indicator variable S3 over the ten-week period given in Table 5.1.  The points 

falling within the corresponding variable’s average value, plus or minus one standard 

deviation, are shaded out to highlight the remaining data points that exceed the average 

by more than one standard deviation.  As one can see, the policy-success indicator 

variable pair did not significantly deviate in the same direction at all during the ten-week 

period, but significantly deviated in the opposite direction twice.  This indicates a 

negative relationship between the two, although clearly, such results are not always so 

obvious. 

 

 

 

Figure 5.5 Standard deviation analysis 
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As in our previous technique, this standard deviation analysis is applied to every policy-

success indicator pair and the results are summarized.  There are several result variables 

that serve as summation counters.  In our analysis, we take note of the number of times 

where both variables significantly deviate in the same or opposite directions.  We also 

take note of the number of times one variable significantly deviates but the other does not 

and, finally, we take note of when neither variable significantly deviates at all.  These 

counters are stored in result variables as matchesSame, matchesOpposite, noMatches, and 

matchesNoChanges, respectively.  For the example in Figure 5.5, the values significantly 

change in opposite directions at weeks 3 and 7, so MatchesOpposite is set to 2 and 

matchesNoChange is set to 8.  The variables noMatches and matchesSame are both set to 

0.  

 

As before, we need to convert our results into a standard form that can be used later 

during the meta-learning process.  To this end, we calculate a rank score for every policy-

success indicator variable pair, using the equation shown in Equation 5.2.   

 

 𝑆𝑆𝑆𝑆𝐼𝐼𝐼𝐼𝑆𝑆 =  0.8 ∗  ( ( ( 𝑚𝑚𝑄𝑄𝑄𝑄𝑆𝑆ℎ𝑆𝑆𝑆𝑆𝑆𝑆𝑄𝑄𝑚𝑚𝑆𝑆 / 𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄𝑄𝑄 )  ∗  100 )  

−  ( ( 𝑚𝑚𝑄𝑄𝑆𝑆ℎ𝑆𝑆𝑆𝑆𝑝𝑝𝑢𝑢𝑢𝑢𝐼𝐼𝑆𝑆𝑄𝑄𝑄𝑄𝑆𝑆 / 𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄𝑄𝑄 )  ∗  100 ) )  ±  0.2 

∗  ( ( 𝑚𝑚𝑄𝑄𝑄𝑄𝑆𝑆ℎ𝑁𝑁𝐼𝐼𝑁𝑁ℎ𝑄𝑄𝐼𝐼𝑑𝑑𝑆𝑆 / 𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄𝑄𝑄 )  ∗  100 ) 

(5.2) 

 

In this weighted sum, the percentage of matchesSame and percentage of matchesOpposite 

is calculated and subtracted from each other.  The intuitive rationale behind this is to 

cancel out effects that are in contradiction across data points.  If, for example, most cases 
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move in the same or opposite direction, this should be considered a strong effect.  

However, when we start seeing a mixed result this should be taken as a much weaker 

effect overall.  This result is then given a weight of 80%.   

 

The matchesNoChange value is used to support whichever direction the general effect is 

heading.  The rationale here is that even though there is no change, the fact that neither 

moved by a visible amount means that they are still in sync with each other, but to a 

lesser degree than when they both actually move together.  In such cases we support 

whichever way the general trend is moving, either positive or negative, and weight this 

by a factor of 20%.  For example, if the difference between matchesSame and 

matchesOpposite is non-zero and positive, then the plus operator is chosen. If the 

difference between matchesSame and matchesOpposite is non-zero and negative, the 

minus operator is used.  Finally, if the difference between matchesSame and 

matchesOpposite is zero, then the term is omitted altogether.  Care should be taken when 

there are no detected matches at all, or if they cancel each other out completely. In such 

cases, the supporting +/- term should also be set to zero since there is nothing to support 

This 80-20% weighting split was chosen because the cases that matter most are when 

data points deviate in the same (or opposite) directions, and the other cases captured by 

matchNoChange are included in a fashion that supports the observed effect.  The cases 

where only one variable deviates significantly but the other does not (i.e., noMatches) are 

not considered in the ranking scheme as we felt that the signal that we are trying to detect 

is weak enough already, and that including this measure would have made it even more 

difficult to detect an effect.   
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For our example above, the difference between the percentage of matchesSame and 

percentage of matchesOpposite is negative, and the resulting ranked score is -32.0.  The 

weights we selected given in Equation 2 yielded good results during our method 

validation in Chapter 7.  Different weighting schemes could be explored as future work.   

 

Table 5.5 shows the complete results, again using data from Table 5.1, for the success 

indicator S3.  Again, such results would also be calculated for the remaining success 

indicators S1, S2 and S4.  According to the list in this table, policy P1 is having the 

strongest positive impact on the success indicator S3, followed by policies P5, P6, and P4.  

Policy P2 is having a negative impact with the strongest effect of all the policies. 

 

Success Indicator Policy Score 

S3 P2 -32.00 

S3 P4    2.00 

S3 P6  12.00 

S3 P5  16.00 

S3 P1  20.00 

Table 5.5     Ranked policy list for success indicator S3 

 

5.2.3    Satisfaction Analysis 

The third technique for discussion is our satisfaction analysis.  This technique was 

specifically developed with discrete variables in mind.  Here, we define a discrete 
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variable as one that can only take on a few select values.  That is, it may not be possible 

to satisfy a policy partially, leaving only two possible values of 0 or 1.  For example, a 

policy that reads “the customer must be contacted every week” can only be evaluated as 

yes or no. 

 

The goal here is to identify if, on average, higher values of a policy variable are 

associated with higher values in the success indicator variables.  This technique provides 

us with a coarse-grained analysis that deemphasizes smaller changes that might be due to 

other factors.  In addition, this technique allows us to determine if the difference in policy 

value (either positive or negative) is accompanied by a difference in stability of that value.  

That is, when a policy is satisfied more thoroughly, on average, what is the value of the 

success indicator variable, and how stable is it with respect to its standard deviation.  

 

Figure 5.6 contains a graph of the policy variable P5 plotted against the success indicator 

variable S4 over our ten-week period.  The midpoint value of 0.5 is denoted by the bold 

horizontal line.  We proceed with this technique by dividing the data points of the success 

indicator variable into one of two groups.  The first group contains all success indicator 

data points that were observed at those times that policy P5 was satisfied by less than the 

midpoint value.  The second group contains all success indicator data points that were 

observed at those times that policy P5 was satisfied by the midpoint value or more. 

 

We then calculate the average and standard deviation of both groups of data points (see 

again Figure 5.6 for the annotated results, where S4+ and S4- represent the success 
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indicator values falling above and below the midpoint value, respectively).  In our 

example, satisfying the policy is associated with smaller success indicator values – see 

average of 0.38 as compared to 0.54.  This result may be unexpected leading one to 

believe that the policy is not worth following.  However, we can also see that the stability 

of the success indicator value is actually better in such cases – see standard deviation of 

0.13 as compared to 0.19.  That is, the standard deviation of the value is smaller when the 

policy is satisfied by more than the midpoint.  This technique, then, allows us to make 

some relatively fine-grained decisions as to whether or not to make policy changes.  

There could arise, for example, a situation in which the stability of a success indicator is 

deemed to be more important than simply increasing its average value. 

 

 

Figure 5.6 Satisfaction analysis 

 

While this method was created for the discrete case, it also works quite nicely on 

continuous values with the additional complexity of having to find the right tolerance of 
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acceptability.  That is, depending on the data, it might be more reasonable to use an 

average or median value vs. the midpoint as the cutoff for what constitutes a successful 

policy enactment.  The median value, for example, should segment the policy data into 

two relatively equal groups allowing us to identify and calculate the average and standard 

deviation for the corresponding success indicator values.  The median value should also 

be used if the policy values are clustered together either above or below the midpoint, for 

example, in the range 0.9 to 1.0. 

 

We proceed by applying this technique to every policy-success indicator pair.  For our 

example with policy P5 and success indicator S4, we calculate variables greaterThanEq 

and lessThan, which indicate the percentage of times the policy was satisfied ‘more than 

or equal’ to the midpoint value, and the percentage of times the policy was satisfied ‘less 

than’ the midpoint value, respectively.  In our example, both are equal to 0.50.  Also 

included are variables describing the average and standard deviation of each of these two 

groups which, in this example, provide us with an indication that there may be an 

additional benefit to adhering to this particular policy in the form of reduced variability 

within the value of the success indicator.  This finer-grained insight is shown by the 

variables greaterThanEqAverage and lessThanAverage, which are 0.38 and 0.54, and 

greaterThanEqSD and lessThanSD, which are 0.13 and 0.19, respectively.  In this 

example, when the policy is not satisfied by more than the midpoint, the corresponding 

success indicator value is less on average, but the standard deviation of that number is 

smaller.  Having such visibility into the policies may be useful in situations where tighter 

variability within the success indicator is desired over the highest possible value. 
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As with the other techniques, a rank score calculation is used, shown in Equation 5.3, to 

transform the result into a standard form that is necessary for the soon to be discussed 

meta-learning process. 

 

 𝑆𝑆𝑆𝑆𝐼𝐼𝐼𝐼𝑆𝑆 =  0.8 ∗  ( 𝑑𝑑𝐼𝐼𝑆𝑆𝑄𝑄𝑄𝑄𝑆𝑆𝐼𝐼𝑝𝑝ℎ𝑄𝑄𝐼𝐼𝑝𝑝𝑎𝑎𝑝𝑝𝑟𝑟𝑑𝑑 –  𝑄𝑄𝑆𝑆𝑆𝑆𝑆𝑆𝑝𝑝ℎ𝑄𝑄𝐼𝐼𝑝𝑝𝑟𝑟𝑑𝑑 )  +  0.2 

∗  ( 𝑄𝑄𝑆𝑆𝑆𝑆𝑆𝑆𝑝𝑝ℎ𝑄𝑄𝐼𝐼𝑆𝑆𝑄𝑄𝑎𝑎𝑆𝑆𝑟𝑟 –  𝑑𝑑𝐼𝐼𝑆𝑆𝑄𝑄𝑄𝑄𝑆𝑆𝐼𝐼𝑝𝑝ℎ𝑄𝑄𝐼𝐼𝑝𝑝𝑎𝑎𝑆𝑆𝑄𝑄𝑎𝑎𝑆𝑆𝑟𝑟 ) 
(5.3) 

 

This formula is a weighted summation of the difference in averages between the two 

groups, and the difference in standard deviations between the two groups.  Again, our 

intuitive rationale was to use an 80-20% split, giving more weight to the differences in 

average values.  This is also consistent with our other techniques that are not sensitive to 

the standard deviation.  These weights were validated during preliminary exploration of 

our proof-of-concept work, and performed well during our method validation presented 

in Chapter 7.  The project manager is free to explore other weighting schemes depending 

on the importance that they put on stability, for example.  Alternatively, stability could 

even be left out completely and used later during the deeper investigation of potential 

effects. 

  

This scoring mechanism, when applied to the success indicator S4 of Table 5.1, returns 

the ranked results shown in Table 5.6.  According to this list, policy P2 is having the 

strongest positive impact on the success indicator, followed by policy P4 and policy P6.  

Policy P5 is having a negative impact and policy P1 is having no detected impact.  
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Similar results will be created for each success indicator and, while scores are 

comparable at this level across each indicator, we recommend for stability reasons not to 

draw any conclusions until after the meta-learning phase described in Section 5.3. 

 

 

Success Indicator Policy Score 

S4 P5 -0.12 

S4 P1  0.00 

S4 P6  0.09 

S4 P4  0.11 

S4 P2  0.16 

Table 5.6     Ranked policy list for success indicator S4 

 

5.2.4    Trend Analysis 

The final technique to be discussed is our trend analysis.  The purpose of the trend 

analysis is to identify if a positive or negative change in a policy variable has a similar 

observable effect in the success indicators, as a project progresses over time.  Since there 

are many factors that influence the variability of success indicators, this technique is 

designed to match only the direction of change, and not the magnitude of that change. 

 

To begin the analysis, each variable’s data points are iterated over to identify the points in 

time where a significant change has occurred.  A significant change is said to occur when 

the cumulative change from one reporting period to the next is greater than or equal to a 
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chosen tolerance level, say, 0.05.  For example, if a policy’s value is 0.75 on week 1 and 

changes to 0.78 on week 2, this does not constitute a significant change because the 

difference is less than the chosen tolerance level.  However, if the value of the policy 

changes to 0.80 on week 3, because the cumulative difference between this and the last 

detected change (in this case the last detected change is the initial week of 0.75) is equal 

to or greater than the chosen tolerance level, we denote this as a significant change.  

When a significant change is detected, it becomes the new value that we compare against 

going forward, in this case 0.80, and we continue stepping through the data points, 

looking for a cumulative value outside the range of 0.80 ± 0.05.  From our experience, a 

tolerance level of 0.05 performs quite well, however, different tolerance levels could be 

explored by the user if, for example, a particular variable was found to vary more widely.  

 

Figure 5.7 shows this technique in action with a graph of policy P4 against success 

indicator S2.   

 

 

Figure 5.7 Trend analysis 
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The initial step of applying the trend analysis to this example consists of codifying each 

variable’s data points into corresponding vectors of numbers, where each number 

represents the magnitude of change from one week to the next.  The resulting vectors will 

have n-1 numbers where n is the number of weeks (or periods) of available data.  To 

illustrate, the following vector contains the results of codifying policy P4: 

 

POLICY_P4_CODED = {-0.2, 0.1, -0.05, -1.5, 0.1, 0.1, -0.1, 0.2, -0.2} 

 

Similarly, codifying the success indicator S2 variable results in the following vector, also 

of size n-1: 

 

SUCCESS_IND_S2_CODED = {0.25, -0.25, 0.3, -0.1, -0.1, 0.2, -0.1, -.25, 0.05} 

 

The next step is to identify where there has been a large enough change in value from one 

week to the next to qualify as a significant change.  A positive change is noted as 1, a 

negative change is noted as -1, and no change is noted as 0.  Using the chosen tolerance 

level of 0.05, the following vectors can be created identifying points of significant 

changes: 

 

             POLICY_P4_CHANGE = {-1, 1, -1, -1, 1, 1, -1, 1, -1} 

SUCCESS_IND_ S2_CHANGE = {1, -1, 1, -1, -1, 1, -1, -1, 1} 
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The last step is to compare the change vectors against each other to determine if they 

have similar trends.  Continuing with our example, we construct a third and final vector 

by comparing each element in the policy change vector to its corresponding element in 

the success indicator change vector.  A change between vectors in the same direction is 

noted as a 1, a change in the opposite direction is noted as a 2, and no change is noted as 

a 3, and, finally, an unrelated change where only a single variable has changed 

significantly is noted as a 4.  Performing this process on our example vectors results in 

the following: 

 

FINAL_TREND = {2, 2, 2, 1, 2, 1, 1, 2, 2} 

 

This final vector can be viewed as a summary of the trend relationship between these two 

variables.  That is, each number represents the type of relationship present between the 

two variables at a particular point in time.  In this example, both variables have detected 

significant changes during every reporting period, when using a tolerance of 0.05. 

Visually, one can see a possible negative effect due to having twice as many data points 

deviating in the opposite direction (6 data points) as those deviating in the same direction 

(3 data points).   

 

Since the possible cases are similar to those found in the standard deviation analysis in 

Section 5.2.2, we use the same variables here.  Recall that these variables track the 

number of times where both variables significantly deviate in the same or opposite 

directions, the number of times one variable significantly deviates but the other does not, 
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and when neither variable significantly deviates at all.  As before, these counters are 

stored in result variables as matchesSame, matchesOpposite, noMatches, and 

matchesNoChanges, respectively.  In this current example for policy P4 and success 

indicator S2, the variable matchesSame is 3, matchesOpposite is 6, and 

matchesNoChange and noMatches are both 0.  As in previous techniques, this trend 

analysis is performed on every policy-success indicator variable pair. 

 

Since the result variables reported by this technique are the same as the ones reported by 

the standard deviation analysis technique, our equation and corresponding rationale 

remains the same as that given in Equation 5.2, and is repeated here for convenience as 

Equation 5.4. 

 

 𝑆𝑆𝑆𝑆𝐼𝐼𝐼𝐼𝑆𝑆 =  0.8 ∗  ( ( ( 𝑚𝑚𝑄𝑄𝑄𝑄𝑆𝑆ℎ𝑆𝑆𝑆𝑆𝑆𝑆𝑄𝑄𝑚𝑚𝑆𝑆 / 𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄𝑄𝑄 )  ∗  100 )  

−  ( ( 𝑚𝑚𝑄𝑄𝑆𝑆ℎ𝑆𝑆𝑆𝑆𝑝𝑝𝑢𝑢𝑢𝑢𝐼𝐼𝑆𝑆𝑄𝑄𝑄𝑄𝑆𝑆 / 𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄𝑄𝑄 )  ∗  100 ) )  ±  0.2 

∗  ( ( 𝑚𝑚𝑄𝑄𝑄𝑄𝑆𝑆ℎ𝑁𝑁𝐼𝐼𝑁𝑁ℎ𝑄𝑄𝐼𝐼𝑑𝑑𝑆𝑆 / 𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄𝑄𝑄 )  ∗  100 ) 

(5.4) 

 

In this weighted sum, the percentage of matchesSame and the percentage of 

matchesOpposite essentially cancel each other out.  The percentage of matchesNoChange 

values is used to support whichever direction the general effect is heading, either 

positive or negative. As done earlier, care should be taken when both terms are zero, or 

cancel each other out, in which case matchesNoChange should also be set to zero since 

there is no direction to support.  Again, the rationale is the same as before and came from 

the lessons learned during our early proof-of-concept work, and later validation in 
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Chapter 7.  More specifically, the intuitive choices made during our early work were spot 

checked during later validation to ensure that the scores of consecutive policies within a 

ranked list made sense with respect to the obvious strength differences that were visible 

during manual inspection. 

 

Using this formula on the example data in Table 5.1, for the success indicator variable S2, 

gives us the ranked list shown in Table 5.7.  According to this list, policy P1 is having the 

strongest positive impact on the success indicator S2, followed by policies P5 and P6. 

Policy P2 is having no detected impact and policy P4 is having a negative impact. 

 

Success Indicator Policy Score 

S2 P4 -26.67 

S2 P2    0.00 

S2 P6    8.89 

S2 P5  53.33 

S2 P1  62.22 

Table 5.7     Ranked policy list for success indicator S2 

 

5.3    Meta-Learning 

Following the completion of all four of the analysis techniques listed above, we will have 

created, for each success indicator, four ranked lists of policies – one list per analysis 

technique.  These lists represent how policies are ranked relative to each other with 

respect to the magnitude of impact on each success indicator.  An example of such a 
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result is provided in Table 5.8, for the success indicator S3 from Table 5.1.  This table 

shows a ranked list created by each of the four analysis techniques described above.  One 

can see from the table that the results are similar but not exactly the same. 

 

Regression Satisfaction Trend Standard Dev. 

     P2: -67.68 

     P6:   -8.32 

     P4:     0.00 

     P5:   31.14 

     P1:   34.88 

     P2: -0.28 

     P4: -0.04 

     P6:  0.00 

     P1:  0.16 

     P5:  0.18 

     P4: -26.67 

     P2:    0.00 

     P6:    8.89 

     P5:  53.33 

     P1:  62.22 

     P2: -32.00 

     P4:    2.00 

     P6:  12.00 

     P5:  16.00 

     P1:  20.00 

Table 5.8     All ranked lists for success indicator S3 

 

The issue with the use of multiple techniques is that multiple results are produced.  Just 

as experts do not always agree with each other, neither do statistical techniques.  This 

disagreement can introduce some complication in the interpretation of the results.  This is 

especially difficult in cases where there may be hundreds of policies and several success 

indicators.  Trying to find the common message conveyed by multiple statistical 

techniques manually, quickly becomes impractical.  By having each individual result 

presented in a consistent form as a ranked list of policies (as shown in the previous 

sections), the problem is reduced to checking the level of similarity between these lists, to 

determine how well they agree with each other.  In other words, by combining all of the 

results into one, we will have a much stronger result than any one single method on its 

own.  This strategy is consistent with a meta-learning ensemble approach as found in data 

mining where multiple techniques get to vote on the correct classification using a 
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committee approach [WFH11, Zho12].  Such methods are especially useful for unstable 

data where a small change to a data point makes a large difference in the result.   

 

Note also that the scores shown in Table 5.8 are not comparable across lists due to being 

created by different statistical techniques that do not represent exactly the same aspect of 

the impact.  The scores are, however, consistent in that a negative score indicates that the 

policy is having a negative effect on the success indicator, a positive score indicates that 

the policy is having a positive effect, and a score of 0 indicates that the technique is not 

detecting any effect. While there may be an opportunity to normalize the scores of each 

technique to a standard scale, having access to the raw magnitudes shall provide the 

project manager with more insight into the behaviour and strength of each. Either way, 

the most important aspect here is the order of the results given by each technique. 

Our meta-learner, developed as part of our research work in [Bre09], allows us to 

combine the results from several different analysis techniques.  Similar work was done by 

Bar-Ilan [Bar05] and Spearman [Spe87], where the authors used a rank correlation 

coefficient to compare two lists of ordered search-engine results.  This technique was 

used to determine how well the two lists agreed with each other.  For our purposes, we 

employ a similar technique using the Kendall’s W Coefficient [KeS39].  The Kendall’s 

W Coefficient is a rank correlation coefficient, different from the correlation coefficient 

mentioned above in that it allows us to compare any number of ordered lists instead of 

being constrained to only two.  The Kendall’s W Coefficient is the key to combining the 

individual results into a single, stronger result. 
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Our approach, then, is to simply use the ranks (or ordering of policies within each of the 

analysis technique’s lists) for comparison purposes.  The Kendall’s W Coefficient is used 

to check the level of agreement between these lists.  This correlation coefficient takes an 

any number of ranked lists containing the same items but likely in different order and 

returns a number between 0 (meaning no agreement) and 1 (meaning complete agreement) 

to indicate how strongly the lists agree.  The higher the agreement between lists, the 

higher and more certain the resulting W Coefficient is. 

 

To calculate the W Coefficient, we must first sum each policy’s rank as they appear in 

each list.  That is, for each policy, we record the position in each list that it was ranked 

(called its list rank).  Table 5.9 shows each policy along with its list rank for each of the 

ranked lists shown in Table 5.8.  We then sum these list ranks for each policy.  For 

example, Policy P1 is ranked 5th in the regression, trend and standard deviation lists, and 

4th in the satisfaction list, for a total rank sum of 19.  Should a tie occur within a ranked 

list, the first policy processed will be assigned the higher rank.  This is acceptable since 

we are interested in percolating up the ‘group’ of policies having the greatest impact, not 

just a single policy. 

 

 

 

 

 

 



 

 109 

Policy Regression Satisfaction Trend Standard Dev. Sum 

P1 5 4 5 5 19 

P2 1 1 2 1   5 

P4 3 2 1 2   8 

P5 4 5 4 4 17 

P6 2 3 3 3 11 

Table 5.9     Policy ranks 

 

Once the rank sums are calculated for each policy, we calculate their variance, or the 

average of the squared differences from the mean.  For the ranked sums 19, 5, 8, 17 and 

11, the variance is calculated to be 28.0.  This variance is then used to calculate the W 

Coefficient using the formula shown in Equation 5.5. 

 

 𝑊𝑊 =  ( 12 ∗  𝐼𝐼 ∗  𝑟𝑟𝑄𝑄𝐼𝐼𝑄𝑄𝑄𝑄𝐼𝐼𝑆𝑆𝑆𝑆 ) / ( 𝑚𝑚2 ∗  ( 𝐼𝐼3 –  𝐼𝐼 ) ) (5.5) 

 

In this formula, m is the number of ranked lists to compare (in our case 4) and n is the 

number of items in each list (in our case 5).  In this example, substituting these values 

into the formula results in a calculated W Coefficient of 0.875, which is interpreted as a 

strong agreement between the four analysis techniques.  

 

Finally, a summary like the one shown in Figure 5.8 is created and presented to the user, 

one summary per success indicator.  This particular summary is for the success indicator 

variable S3.  The first line of this summary contains the Kendall's W Coefficient as 
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calculated above.  The relevance of the W Coefficient, however, depends on the number 

of policies and number of statistical techniques used.  To put the W Coefficient into 

perspective, a simulation is run that finds the average W Coefficient for 100,000 

randomly shuffled lists of the same number and size as used in the analysis 4.  The 

average random W Coefficient is reported along with the actual W Coefficient for the 

analysis (see the “Average Random W” in Figure 5.8).  Also shown is the percentage of 

the 100,000 simulations that returned a W Coefficient that was higher than the one 

reported (0.8750 here).  With these pieces of information, one can compare the agreement 

of the analysis techniques to what would be expected from random data.  In our example, 

we can see that the W coefficient calculated is significantly larger than the one calculated 

with randomly shuffled lists.  Also, Walter and Pietrzak [WaP05] indicated that a W 

Coefficient of 0.75 or higher is considered reliable.  This indicates that there is a strong 

and meaningful agreement between the four analysis techniques for our sample data that 

could hardly be due to chance alone.   

 

                                                 
4 A simulation is preferred over deterministic computation since the number of possible list permutations 
quickly becomes unwieldy as the number of policies increases. 
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Figure 5.8 Results summary 

 

In summary, shown in Figure 5.8, 3 separate lists are displayed: a list of those policies 

having a positive effect, a list of those policies having a negative effect, and a list of 

policies having no detected effect.  For a policy to be considered as having a positive or 

negative effect, at least 50% of the techniques must score it as nonzero, otherwise the 

policy is recorded on the no detected effect list.  In the case where the satisfaction 

analysis method returns 0, the denominator is reduced to 3 such that the method does not 

have an effect on the final result because it essentially did not run due to clustering of all 

data either above or below the midpoint of 0.5.  Should a conflict occur, this is, if one 

technique finds a positive effect when another finds a negative effect, the policy in 

question is added to the no detected effect list.   

 

      ------Summary for Success Indicator S3------- 
      Kendalls W Coefficient: 0.8750 

      Average Random W: 0.2503 

      Percentage random results as good: 0.023% 

      Positive: 

            Policy5 (3/4) 

            Policy1 (4/4) 

      Negative: 

            Policy2 (3/4) 

      No detected effect: 

            Policy4 

            Policy6 
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The positive and negative lists are ordered by the strength of the effect, which is 

calculated as the sum of the normalized ranks.  The proportion of techniques identifying 

the given policy as having a positive or negative effect is provided next to the 

corresponding policy.  In our example, both policy P2 and policy P5 had 3 out of 4 

methods agreeing.  For policy P2, the trend analysis resulted in a zero value and therefore 

did not count for, or against, the policy and is only reflected in a reduced numerator.  This 

zero value may occur in the trend analysis, if the method is applied but the values cancel 

themselves out.  This is a different situation than when the satisfaction analysis returns 

zero because it failed to run due to values being entirely on one side of the midpoint.  

  

The most important part of any analysis is to understand what to do with the results.  

Again, since there are so many possible influencing factors at play, our techniques were 

developed specifically to take into account the different aspects present in the data.  For 

example, our methods do not simply rely on the magnitudes of effects, which could be 

changing, but also look at things like extreme value variations.  While these different 

strategies help, they are not sufficient to completely isolate the effects of any single 

policy.  Consequently, we recommend that further investigation be done on any effect 

that would lead to some decision being made, such as when a negative or unexpected 

effect is found.   

 

Such further investigation can take various forms, for example, we can compare for 

similar effects across projects, if needed.  Checking to see how a policy behaves across 

projects can help to rule out some external factors as a way of better isolating a policy’s 



 

 113 

effect.  If a policy is having a negative effect only on a single project but is used to good 

effect in other projects of similar size, complexity and with the same team members, we 

can safely rule out the effect of team members.  Conversely, if we compare a policy’s 

effect across projects of different size, complexity, etc., it may be possible to refine the 

policy based on this additional context of various project types.  Other possible options 

for further investigations include: (1) continuing to monitor effects for additional time 

periods; (2) surveying the affected people to identify possible root causes; (3) when 

possible, checking the literature for similar occurrences; (4) considering what was 

different within the current project that could have caused the effect; (5) performing a 

deeper analysis and visualization of the various numbers that the different techniques are 

reporting to identify why the effect was highlighted; (6) checking if the variation 

contained within the data is suitable for analysis.  These are just some of the possible 

avenues of investigation, the need for which may depend on how strong the detected 

effect in question is. 

 

It is important to recognize that there is always the possibility that the effects found are 

spurious, or untrue.  Often, even traditional techniques may fall short in interpreting 

evidence [Roy04].  These limitations must be recognized, especially when exploring 

multiple hypotheses, as it is possible to get some results purely by chance.  Caution 

should be taken since some effects may not be detected when they are actually very 

important and, conversely, some effects may be highlighted as being very important 

when they actually have no effect at all.  The risk of actually acting on false positives is 

mitigated by our ensemble approach and our recommendation for further investigation 
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before taking action.  Exploring such possibilities is encouraged even if investigated 

effects turn out to be false positives [Rot90].  The issues of multiple hypotheses and 

isolating policy effects are addressed further in Section 7.7 Threats to Validity. 

 

5.4    Summary and Discussion 

In the preceding sections, we have presented a method that combines the results of 

several individual analysis techniques into a solution that is stronger than the sum of its 

parts.  This alone is a novel approach but an additional and significant benefit of this 

approach is that it provides us with an extensible solution framework.  That is, it is 

possible to add new techniques to this framework to address new, or previously unknown 

and unaddressed, special situations.  Further, our method has been designed to be 

applicable early and often in the project lifecycle to maximize our opportunities for 

making successful decisions.  All results of each analysis technique are combined into a 

meaningful summary via a meta-learner and presented in a format that can be easily 

understood. 

 

Caution should be taken when interpreting analysis results since every development 

environment is different, and what works well in one situation may not work so well in 

another.  Additionally, since our analysis method may be applied at any time, care should 

be taken when making changes based on a single snapshot in time.  There are many 

policies whose contribution to a successful outcome may not be readily apparent until 

later.  That is, quite often being ‘successful’ depends on when we measure.  One needs to 

be mindful, then, to watch for situations that present as short-term losses that could later 
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turn into longer-term gains.  For this reason, one should not take decisions directly from 

the analysis results, but instead use them as a guide for further improvement efforts.  As 

with any statistical technique, care should be taken to subject all results to a reasonable 

level of rigor and scrutiny. 

 

During the course of this work, several traditional statistical techniques were evaluated 

but abandoned in favour of the ones presented here.  To assist in the evaluation of these 

existing statistical techniques, the ‘Flowchart for Appropriate Methods of Statistical 

Inference’ provided in [Ros10] was used.  This flowchart allows one to categorize his/her 

problem based on his/her goals and the characteristics of the data.  Depending on the goal 

and the data, various suggestions are made for the most suitable techniques to apply.  

Table 5.10 contains the suggested methods that were explored, along with some 

additional ones that were also investigated during the development of this work.  

 

Technique Purpose Limitation 

Multiple Regression 
To estimate relationship 

between multiple 
independent variables. 

Too few data points available 
to deal with large number of 

policy variables. 

Multiple Logistic 
Regression 

To estimate relationship 
between independent and 

categorical variables. 

Intended for binary response 
variables, as opposed to the 

continuous response variables 
used in our work. 

Simple Linear 
Regression 

To estimate relationship 
between two variables. Too few data points available. 
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Technique Purpose Limitation 

Stepwise Regression 

Exploratory process for 
building a model to 

estimate the relationship 
between multiple 

variables. 

Only selects the predictor 
variables that have the 

highest correlation with the 
response variable, omitting 
other lower correlated but 

still notable relationships; and 
when several predictor 

variables are highly correlated 
with each other (e.g. policies 

P1 and P1′ in Figure 5.1) 
stepwise regression only 
selects the single highest 

correlated variable (P1), again 
omitting other notable 

relationships (P1′). 

Pearson Correlation 
Coefficient 

Used to show the linear 
relationship between 2 

variables. 

Unstable when used with 
small number of data points. 

Spearman’s Rank 
Correlation 
Coefficient 

Used to show the level of 
statistical dependence 
between 2 variables. 

Like Pearson’s, unstable when 
used with small number of 

data points. 

Hypothesis Testing 
A formal decision making 

process for scientific 
studies. 

Impractical given the very 
large number of possible 

relationships between 
policies. 

Fishers Exact Test 

A test for statistical 
significance of the 

association between 2 
variables. 

Like Logistic Regression, 
better suited to categorical 

outcomes. 

Principal Component 
Analysis 

Reduces number of 
variables, by removing 
those not independent 
enough from others, to 
identify variables that 
contribute the highest 

variability. 

Did not wish to reduce 
variable set and potentially 

risk losing an important, 
albeit less significant, 

relationship. 
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Technique Purpose Limitation 

Clustering 
Grouping related variables 

to minimize group to be 
analyzed. 

Does not apply specifically to 
our problem but may allow us 

to manage large number of 
policies in future work. 

Classification Trees 
Creates a decision tree that 

may be used as a 
predictive model.  

Does not apply specifically to 
our problem but may be of 
interest in future to expand 

our work into prediction. 

Bayesian Networks 
A model of variables and 
relationships to provide 
probabilistic answers. 

Relationships in our problem 
are unknown. 

Time Series 
Forecasting 

A model capable of 
predicting future values 

based on historical values. 

Does not seek to explain 
relationships, only to forecast 

into the future. Requires 
more data than available. 

Various ANOVA 
Methods 

Used to compare means 
and variance between 

several groups. 

Considered a special case of 
linear regression, which is 

limited by the small number 
of data points available. 

Bootstrapping 
Resampling technique for 
estimating the distribution 

of data. 

Not applicable for identifying 
correlations between time 

series. 

Table 5.10   Summary of techniques considered 

 

In summary, our collection of analysis techniques was created to explicitly target specific 

characteristics of the data that are typical to our problem domain.  These techniques 

combine to yield an effective solution framework resulting in a summary of the type of 

effect each policy is having on each success indicator.  This work gives project managers 

a level of visibility into the development process that was not previously possible.  This 

line-of-sight into the underlying behaviours that affect project outcomes positions 
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managers to make higher quality, evidence-based decisions based on accurate, timely and 

meaningful information. 

  



 

 119 

Chapter 6: Detecting Delayed Effects 

In the previous chapter, we outlined the first part of our two-part story with a description 

of our core method of analysis.  As promised, this chapter presents the second part of our 

story, addressing the situation when delayed effects are present.  For our purposes, a 

delayed effect is one in which a policy impacts one or more project success indicators 

some time in the future vs. the immediate case that was discussed in the previous chapter.  

The modifications that were made to specifically handle the case of delayed effects are 

discussed in the next section, followed by a discussion of a new threshold training 

process that can be used for adjusting the sensitivity of the method.  We conclude this 

chapter with a brief summary and highlight some of the more noteworthy items that 

should be kept in mind when applying this method in practice. 

 

6.1    Delayed Effects 

To account for delayed effects, an additional analysis step was added to the method that 

was presented in the previous chapter.  This additional step allows the method to be 

‘tuned’, to find the most appropriate delay for each policy and success indicator variable 

combination, before proceeding with the final analysis.  This is akin to an ensemble 

stacking method in data mining, where one technique is first used to zero in on the best 

data alignment before analyzing it further during a second step [Zho12].   

 

Two different approaches for identifying suitable delays are discussed here.  The first 

way is to use the techniques described in the previous chapter, and the second way is to 

use standard cross-correlation, which provides a measure of similarity between 2 time 

series [VeR02].  This similarity is also called the sliding inner-product, and is calculated 
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as a function of lagged time on one of the time series variables.  Both of these approaches 

are described in turn below. 

 

Figure 6.1 shows the addition of the necessary new steps to the original flowchart shown 

in Figure 5.3.  The difference here is that the original flowchart, shown on the right-hand 

side, has been prepended with the addition of a tuning stage.  This tuning stage consists 

of several applications of the original core method to explore shifted data towards finding 

the most appropriate delay.  Once found, the original core method is again performed but 

using the shifted data found during this new preliminary stage.  Recall the result tabs 

discussed earlier in Figure 4.6 showing the Policy Analyst tool.  The tabs Ph1 Details, 

Ph1 Ranked, and Delays all pertain to this tuning stage of analysis, which corresponds to 

the Meta-Learner (Find Best Delays) in Figure 6.1 below.  The remaining tabs, 

Regression, Standard Deviation, Satisfaction, Trend, Ph2 Details, and Ph2 Ranked all 

pertain to the second phase of analysis as described in Chapter 5, which corresponds to 

the Meta-Learner (Final Results) shown in Figure 6.1 below. 

  

 

Figure 6.1 Stacked method for detecting delayed effects 
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Assuming weekly data, this additional step is accomplished by essentially shifting, or 

offsetting, the policy vector data forward by one week at a time to a configurable 

maximum number of weeks, an example of which is given below.  While this maximum 

value is configurable by the user, our experience with the no-delay case (in which policy 

and success indicator vectors were ranging in length from 5 to 18 data points), indicates 

that a shift of 4 time periods is a reasonable maximum to be used.  With each shift, it 

becomes increasingly difficult to separate a true delayed effect from the increased noise 

that is introduced when shifting data further outward into the future.  This reasonable 

maximum may be different, perhaps, if there were more data available. 

 

The tuning phase consists then, of five separate applications of the core method that was 

presented in the previous chapter – i.e., the ensemble of our custom Regression, Standard 

Deviation, Satisfaction and Trend Analysis.  Each time the method is applied, the policy 

data is shifted outward by an additional week.  As an example of how this process works, 

consider the following 10 weeks of data that was contrived to illustrate how to shift the 

time series of a given policy and success indicator pair: 

 

                  Policy = {0.40, 0.45, 0.40, 0.90, 0.4, 0.6, 0.65, 0.6, 0.6, 0.6} 

Success Indicator = {0.60, 0.55, 0.60, 0.55, 0.6, 0.2, 0.7, 0.5, 0.55, 0.7} 

 

The tuning step begins by applying the core method of analysis to this non-shifted data 

and noting the strength of the effect, along with how many methods scored it as a positive 

effect, and how many methods scored it as a negative effect.  These latter two values, the 
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number of methods that scored it as a positive or negative effect, are used to calculate an 

‘agreement’ score.  If required, this agreement score is used later in the decision as to 

whether or not to accept a possible delayed effect as being more significant than an effect 

detected when a shorter delay is considered.  Table 6.1 shows the different positive and 

negative permutations that are possible with our current set of four core analysis methods 

(i.e., Regression, Standard Deviation, Satisfaction and Trend Analysis), along with the 

corresponding agreement score that is awarded for each possibility.  Essentially, the 

agreement score is calculated by subtracting the smaller value from the larger value, since 

only the magnitude of effect is of interest here, not the direction.  For the example data 

above, a score of zero is assigned because none of the four core methods presented in 

Chapter 5 detected an effect for this non-shifted, zero-delay case. 

 

# Positive 
Methods 4 3 3 2 2 2 1 1 1 1 0 0 0 0 0 

# Negative 
Methods 0 0 1 0 1 2 0 1 2 3 0 1 2 3 4 

Score 
 4 3 2 2 1 0 1 0 1 2 0 1 2 3 4 

Table 6.1     Method agreement permutations and scores 

 

Once the score is evaluated for the zero-delay case, the policy data is then shifted 

outward by one week.  This can be achieved using existing lag functions like the one 

found in [WiF16].  For our example, the data would now align like this:  

 

                Policy = {X, 0.4, 0.45, 0.4, 0.9, 0.4, 0.6, 0.65, 0.6, 0.6, 0.6} 

Success Indicator = {0.6, 0.55, 0.6, 0.55, 0.6, 0.2, 0.7, 0.5, 0.55, 0.7, X} 
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In this example, the first week of the policy data now aligns with the second week of the 

success indicator.  The crossed-out data points are ones that no longer line up with a 

corresponding data point in the adjacent vector, and are removed before running the 

analysis method.  Again, the strength of the effect is noted, along with how many 

methods scored a positive effect, and how many methods scored a negative effect.  For a 

second time in this example, none of the methods detect an effect at this level of delay, 

and a score of zero is given once again. 

 

Following this, the policy data is then shifted outward by a second week, such that it 

looks like this: 

 

                Policy = {X, X, 0.4, 0.45, 0.4, 0.9, 0.4, 0.6, 0.65, 0.6, 0.6, 0.6} 

Success Indicator = {0.6, 0.55, 0.6, 0.55, 0.6, 0.2, 0.7, 0.5, 0.55, 0.7, X, X} 

 

This offset is of particular interest because all four of the analysis methods detect a 

negative effect at this level of delay, earning a score of 4 (taken from Table 6.1).  At this 

point in the process, this delay is taken to be the most significant and is considered the 

point where the policy may truly be having an effect. 

 

The evaluation process continues with the policy data being shifted outward by a third 

week, such that the data looks like this: 
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                Policy = {X, X, X, 0.4, 0.45, 0.4, 0.9, 0.4, 0.6, 0.65, 0.6, 0.6, 0.6} 

Success Indicator = {0.6, 0.55, 0.6, 0.55, 0.6, 0.2, 0.7, 0.5, 0.55, 0.7, X, X, X} 

 

At this level of delay, three of the analysis methods actually score a positive effect, while 

the fourth did not find an effect at all.  From Table 6.1, this earns a score of 3.  Since this 

effect is detected by fewer methods than in the previous step, it is disregarded.  Had there 

been a tie, it would have been broken using a secondary measure called the percent total 

difference.  This measure is the summation of each method’s percent difference which is 

calculated between the new delayed effect and the original effect with no delay. i.e., (the 

new delayed effect – the original effect) / the original effect.  This is necessary since the 

core methods report values on different scales.  For the example here, had an equivalent 

effect been detected at delay 3 and delay 2 where, say, all 4 methods agreed in each case, 

the most significant effect would have been the one where the delay had the greatest 

percent total difference as compared to the non-shifted, zero-delay situation. 

 

The policy data shifting process is repeated one final time for a full four weeks and looks 

like this:  

 

                Policy = {X, X, X, X, 0.4, 0.45, 0.4, 0.9, 0.4, 0.6, 0.65, 0.6, 0.6, 0.6} 

Success Indicator = {0.6, 0.55, 0.6, 0.55, 0.6, 0.2, 0.7, 0.5, 0.55, 0.7, X, X, X, X} 

 

At this level of delay, none of the analysis methods detect an effect, resulting in a score 

of zero.  Consequently, the final result from the shifting process is taken from the two 
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week mark, where the strongest effect was detected by all four techniques that agreed that 

the policy in question is having a delayed negative effect. 

  

Notice that as the policy data is shifted, the policy vector is lining up with success 

indicator data that is further and further into the future.  As a result, there are more and 

more data points that do not correspond to any data in the adjacent vector, and these are 

therefore no longer included in the analysis.  For this reason, to perform the delayed 

analysis, a minimum of 9 weeks of data is required to ensure that, when the data is fully 

shifted, there is still a minimum of 5 weeks of data remaining to analyze.  Again, through 

our own experience (which is discussed in the following validation chapter), 5 weeks of 

data was found to be the minimum number necessary to provide a meaningful result. 

 

In addition to recording which delay led to the strongest effect, the ‘next best’ delay is 

also recorded, so long as it is different from the no delay case and is consistent in 

direction with the primary selected delay.  This next best delay allows the user to 

investigate further whether or not there are additional delayed effects that should be 

considered in addition to the effect with the largest magnitude.  In the example above, no 

such next best delay was found. 

 

This process is repeated for all policy and success indicator pairs and, once the best 

delays are known for each, the core analysis is applied one final time as described in the 

previous chapter, but substituting the original policy vectors with the shifted versions that 

were found during the tuning phase described here.  Note that for each success indicator, 
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a different delay may be selected for each policy, and some policies may have a different 

selected delay for use with different success indicators. 

 

The only significant difference between the application of the core method in phase one 

and its application in phase two, is that the scope of the regression analysis is restricted.  

Recall that in the original core analysis, the regression method was built specifically for 

the exploration of all combinations of variables (i.e., any subset of policies against any 

success indicator).  Since the phase one process now explores several variations in delay, 

it is too computationally intensive to also explore each and every combination of policy 

and success indicator variables.  Such an analysis would not be possible in a reasonable 

amount of time and with the computing power that is typically available within a business 

environment.  Consequently, only a linear regression analysis is performed between each 

policy and success indicator variable pair during the tuning phase of this stacked analysis 

method.  Once the data has been tuned, the final phase of analysis uses the full 

exploratory regression method, as described in Section 5.2.1. 

 

A second approach to finding delays is the use of standard cross-correlation.   Cross-

correlation can be performed using a number of tools including the ccf() function in R 

[GPR16].  To use this function, one can simply read both the policy and the success 

indicator time series data into a single table, and then pass that table to the ccf() function, 

while specifying vectors x and y, where x is automatically shifted forwards and 

backwards during calculation of the cross-correlation at each shift.  When working with 

cross-correlation, care should be taken to ensure that the policy time series is the one 



 

 127 

specified for shifting forward to match up with success indicator values in the future.  

Limits should also be placed on how far into the future one will look for the strongest 

delay, consistent with those given above.   

 

Table 6.2 contains the cross-correlation values resulting from the policy and success 

indicator vectors above that were used to illustrate the shifting process.  As one can see, 

the largest absolute value is calculated at delay 2, which is also consistent with the 

example given above using our own method. 

 

Delay Cross-correlation 

0 -0.10404918 

1 -0.07511844 

2 -0.11597677 

3 0.05506993 

4 -0.08095534 

Table 6.2     Cross-correlation values correct result 

 

Once the appropriate delay has been chosen for each policy and success indicator time 

series, our techniques can then be applied as discussed above.  As in our own approach, 

in some cases there may be more than one delay that makes sense, or multiple delays that 

have similar sliding inner-products.  In such cases, one may wish to apply our method to 

the multiple versions of shifted time series.  As we saw above, our approach automates 

this process. 
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While cross-correlation is a useful technique, caution should be taken in some specific 

situations.  Recall in Figure 5.1, it was illustrated that standard correlation techniques 

may lack stability when only a limited number of data points are present.  It is also 

possible in such situations that cross-correlation may detect a higher percentage of 

spurious effects as well.  Our approach avoids this by using the ensemble of multiple 

techniques that work together to filter out all but the most certain delayed effects.  Figure 

6.2 shows an example of a situation where, due to the small number of data points and 

minimal variability present, cross-correlation actually recommends shifting the policy by 

a single week to report a negative correlation.  This result can be seen by the cross-

correlation values shown in Table 6.3, where the highest absolute value is associated with 

a delay of 1.  Conversely, our method correctly identifies this situation as a positive effect 

with no delay.  

 

 

Figure 6.2 Example of cross-correlation instability 
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Delay Cross-correlation 

0 0.73964575 

1 -0.759847803 

2 0.000651679 

3 0.000977519 

4 0.001303358 

Table 6.3     Cross-correlation values incorrect result 

 

Regardless of the approach used to select the appropriate time delays, they still need to be 

verified to determine whether or not there is actually an effect present.  To verify these 

delays, the core analysis is applied as described in the previous chapter.  This core 

analysis is carried out as before except that the original policy vectors are replaced with 

the shifted versions that were found during the tuning phase.  As pointed out before, a 

different delay may be selected for each policy and success indicator pair.  This entire 

process allows us to evaluate the tuned effects along with their interactions among the 

larger group of policies. 

 

6.2    Threshold Calibration 

Recall that each of our custom statistical techniques discussed in the previous chapter 

returns a score for every policy and success indicator pair – i.e., Regression, Standard 

Deviation, Satisfaction and Trend Analysis.  Originally, a non-zero score was 

immediately interpreted as a detected effect, no matter how small the effect was.  This 
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was appropriate when not working with delays.  When searching for delayed effects, the 

signal of interest becomes more noisy and susceptible to spurious correlations the further 

into the future we look.  To reduce such noise, thresholds can be used on these scores as 

an adjustable filter.  In fact, such thresholds can also be used to control the sensitivity of 

our method.  The process of selecting these thresholds is given below and includes 

visualizing the results of each method to identify a range of reasonable thresholds for 

each, and then exploring every combination of these thresholds to select the best set for 

the given situation. 

 

The process of threshold calibration follows a training and testing procedure similar to 

what one would follow during a standard data mining exercise [HKP11].  Essentially, we 

wish to calibrate the thresholds for the desired sensitivity using a training, or subset of 

data.  Once the thresholds have been selected, they are then applied to the remaining 

testing data to ensure that they generalize across the entire dataset to good effect.  This 

training and testing process is essential to make sure that the selected thresholds are not 

over-fitted to the data.  If the thresholds are over-fitted, they may not work well when 

new data is encountered as the project progresses.  A relatively standard ratio for splitting 

datasets into individual training and testing sets is two-thirds and one-third, respectively 

[HKP11].  Since we have very little data to work with in our situation, the author’s 

experience as a lead data scientist lead us to use a random fifty-fifty split between 

training and test data, where the proportion of similar projects (size, type, etc.) are 

balanced between the two groups.  This approach provides us with a larger test set at the 

risk of having a smaller training set, which should lead to a more generalizable result.  
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That is, the selected thresholds should work well with new unseen data.  These thresholds 

were used during the validation of our method in Chapter 7 and provided good results. 

 

Once the data has been split into the training and testing datasets, we apply our analysis 

method (without delays) to the training dataset only, and keep the list of the scores we 

obtain for each of the policy-success indicator pairs.  The results (or list of scores) 

obtained from each of the four methods during this initial application are then visualized 

in a frequency histogram, one histogram for each analysis method.  Figure 6.3 contains 

an example of one such frequency histogram that resulted from aggregating the scores 

produced by the regression analysis technique discussed in Section 5.2.1.  Here the bins 

represent the number of regression analysis scores that fell within each bin range.  More 

specifically, the center bin represents all those regression analysis scores that equaled 

zero, or no effect.  Moving outward from the center, each bin represents all regression 

analysis scores that fell within the range shown on the horizontal axis, inclusively.  For 

example, the bin labeled 10 contains a count of all regression analysis scores that were 

greater than zero but less than or equal to 10.  Note that the extreme tails are slightly 

larger because during preparation of the histogram, any values that were above 100, or 

below -100, were adjusted to fall into these maximum and minimum bins.  This means 

that the first and last column shown in the histogram represent the frequency for all 

values falling outside this range.   
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Figure 6.3 Regression analysis scores 

 

From this frequency histogram, one can get a good idea of the range of thresholds that 

might be explored to calibrate the method, giving consideration to the location and spread 

of the highest concentration of points.  The goal is to select a threshold that excludes as 

much of the noise as possible, while preserving enough of the stronger effects as is 

practical.  For our purposes, the noise occurs when little to no effect is detected.  

Consequently, we wish to filter out values that are closest to zero.  For the example here, 

a threshold of 20 would mean that only scores falling outside the five central bars (shown 

as the largest bar, plus the two before and after) would be considered as having an effect. 

 

To find the best set of thresholds to use, one must first identify a reasonable range of 

possible thresholds to explore.  As we move outward from the center of the graph shown 

in Figure 6.3, the effects become stronger.  Our exploration process must ensure that any 



 

 133 

threshold considered would not consider such top scores as having ‘no effect’.  Therefore, 

the range of thresholds to be explored should correspond to values where the central part 

of the histogram is removed, while retaining all of the values located within the tails of 

the distribution.  For example, from the graph in Figure 6.3, it can be observed that the 

frequencies outside the range [-60, 60] are becoming low, thus representing the top scores 

that should be retained.  Consequently, this maximum value should be selected as the 

highest threshold to be explored.  Additionally, the largest central bar, and the ones just 

before and after, appear to cover the smaller effects that should be removed.  Accordingly, 

a minimum value of [-15, 15] should be selected as the lowest threshold. 

 

The choice of maximum and minimum values can be further supported by calculating the 

percentage of scores that fall within the two tails, as compared to the percentage of 

effects that are found during manual analysis.  For example, in our experience, effects are 

found manually approximately 30% of the time.  With this in mind, thresholds should be 

chosen to remove 70% of the smaller effects.  However, since the automated method is 

meant to be more sensitive than the manual approach, a smaller percentage of 60% can be 

removed by dropping the 3 central bars shown in the histogram.  Note that, for the 

remaining data, there are about 10% of values that fall outside of the [-60, 60] range that 

correspond to the top 10% of the scores that should absolutely be captured and explored. 

 

In summary, for this example, we would explore the following set of thresholds, ranging 

from the minimum and maximum values selected above, and incremented uniformly by a 

value such that the entire range is covered using about 10 distinct values: 
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         Regression Analysis = {15.0, 20.0, 25.0, 30.0, 35.0, 40.0, 45.0, 50.0, 55.0, 60.0} 

 

Using similar frequency histograms for all four of our analysis techniques leads to the 

selection of the following additional sets of thresholds to explore: 

 

           Satisfaction Analysis  = {0.05, 0.1, 0.15, 0.2, 0.25, 0.3, 0.35, 0.4, 0.45, 0.5}  

                    Trend Analysis  = {5.0, 10.0, 15.0, 20.0, 25.0, 30.0, 35.0, 40.0, 45.0, 50.0}    

       Standard Dev. Analysis  = {9.0, 10.0, 11.0, 12.0, 13.0, 14.0, 15.0, 16.0, 17.0, 18.0}  

 

Now that we have a list of possible thresholds for each method, we need to follow a 

process for selecting the most appropriate combination of thresholds to be used, one per 

method.  The challenge with finding the best overall set of thresholds is that, since each 

method contributes equally to the final result, the selection of each method’s best 

threshold is actually dependent on the combination of thresholds used across all methods.  

Consequently, each and every combination of threshold values must be explored to find 

the ideal combination that produces the desired level of sensitivity across all methods.   

 

To quantify the concept of sensitivity, we introduce the measure ‘percentage of impacts 

that we can trust’, referred to later as ‘trust level’.  The calculation of this measure 

requires that each policy and success indicator pair within the training set be evaluated 

manually for its actual effect.  The ‘trust level’ is then calculated as the number of 

impacts that were correctly detected, divided by the total number of positive and negative 

impacts that were found by the tool (i.e., the % of the impacts found by the tool that are 
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correct or can be trusted).  For a given ‘trust level’, one then needs to have a set of 

thresholds that will find as many of the negative and positive impacts as possible.  This 

leads to a second variable of interest, the ‘percentage correct impact’, which is calculated 

as the number of impacts found by the tool, divided by the number of impacts present. 

 

To make this process more practical, an automated tool was created to facilitate the 

exploration of how each combination of thresholds affects the overall sensitivity of the 

method, using the metrics defined above.  When exploring the various combinations of 

thresholds, the tool applies the analysis method to all data points in the training set, for 

every threshold combination, calculating the ‘trust level’ and ‘percentage correct impact’ 

for each.  The threshold combinations are then categorized into ‘trust level’ bins and are 

sorted within by ‘percentage correct impact’.  The ‘trust level’ bins range from 55% to 

85%, increasing by 5% increments.   

 

Once all combinations of thresholds are binned and sorted, they can be easily scanned for 

the highest ‘percentage correct impact’, or the number of correct effects that were 

detected, out of the total number of impacts present.  The most appropriate threshold 

selection is then made by considering the ideal combination of ‘trust level’ and 

‘percentage correct impact’.  Indeed, it would not make sense to use the highest 

‘percentage correct impact’ if the corresponding ‘trust level’ is far too low to be useful.   

 

Once the desired combination of ‘trust level’ and ‘percentage correct impact’ has been 

identified, we focus in on all of the threshold combinations that led to such results (i.e., 
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there are typically several combinations of thresholds that produce similar results at each 

‘trust level’ and ‘percentage correct impact’).  To make the final selection of thresholds, 

we calculate the median and mode of each method’s threshold that was used to achieve a 

given ‘trust level’ and ‘percentage correct impact’ level.  Each method’s median 

threshold value is then taken together as the complete set of thresholds to be used for that 

particular ‘trust level’ and ‘percentage correct impact’ level.  If the mode value is greater 

than the median, it may be considered as the selected threshold instead. 

 

Once the complete set of thresholds has been selected, they are then configured within 

the method, which is then rerun on the testing dataset to ensure that the selected 

thresholds generalize well across both datasets.  That is, the testing results should be 

relatively consistent with the training results taken from the first dataset.  If this is not the 

case, the selected thresholds should be rechecked until a suitable set is found that 

generalizes well across both datasets.  Figure 6.4 shows three sets of thresholds that were 

selected from analyzing a particular dataset using the possible thresholds shown in the 

above vectors.  The selections shown were taken from the 60%, 70%, and 80% ‘trust 

levels’, as defined above.   

 

At each trust level in the figure, one can see the thresholds which were ultimately 

selected for each method of analysis, along with two additional metrics ‘tested trust level’ 

and ‘tested percent correct impact’. These two additional metrics are calculated by 

applying the set of selected thresholds to the holdout testing dataset.  These metrics 

indicate how well the selected thresholds generalize across training and testing datasets.  
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For example, when applying the set of thresholds that were selected within the 60%, 

70%, and 80% ‘trust levels’ to the testing dataset, the resulting ‘trust levels’ are about the 

same at 61.4%, 71.3%, and 76.2%, respectively.  The consistency of these ‘trust levels’ 

suggests that the selected thresholds are good choices and that we can continue.  The 

actual ‘trust level’ selected would be a matter of personal choice.  Had the thresholds not 

generalized so well, other combinations would need to be considered.  

 

Trust Level 60: regression: 20.0, satisfaction: 0.1, trend: 10.0, standard deviation: 11.0, 

      tested trust level: 61.4, tested percent correct impact: 65.4 

Trust Level 70: regression: 15.0, satisfaction: 0.05, trend: 20.0, standard deviation: 17.0,       

     tested trust level: 71.3, tested percent correct impact: 56.6 

Trust Level 80: regression: 15.0, satisfaction: 0.05, trend: 25.0, standard deviation: 18.0, 

tested trust level: 76.2, tested percent correct impact: 47.1 

Figure 6.4 Example threshold settings and sensitivity values 

 

Choosing different combinations of thresholds can impact the sensitivity leading to a 

higher or lower percentage of results that are correct.  One must keep this in mind that 

reducing sensitivity (i.e., by being more sure) has a cost, realized with a reduced number 

of impacts being detected.  In this example, increasing the ‘trust level’ from 60% to 80% 

causes a reduction in the ‘percent correct impact’ from 65.4% to 47.1%.  In our case here, 

it may be more desirable to consider using the thresholds from the 70% ‘trust level’, since 

they seem to generalize better to the testing dataset, producing results that are at the same 

‘trust level’ and providing a reasonable ‘percent correct impact’ of 56.6%. 
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The process of calibrating thresholds given above, allows us to quickly find the most 

important effects while still performing a thorough analysis of each policy.  Depending 

on project priorities and constraints, the sensitivity of the method can be varied to detect 

more or fewer effects.  A balance must be found between finding a large number of 

effects and the accompanying increase in the number of incorrect effects.  With or 

without the use of thresholds, our method is designed to identify potential effects based 

on similarity of shapes, versus an exact model.  Having the ability to vary the method 

sensitivity is useful since there are so many unknowns, making it near impossible to 

explain the entire source of variability within a response variable.  This is especially true 

given that, in our context, there are typically very few data points.       

 

6.3    Summary and Discussion 

In this chapter, two significant additions to the core method of analysis were introduced.   

The first is a mechanism to detect delayed effects for those situations in which a change 

in the level of policy adherence results in an impact to a project aspect, but when such an 

impact is not immediate.  It should be noted that, while this method is now able to detect 

delayed effects, it is still possible to apply the core method without regard to the delayed 

situation.  As previously mentioned, to detect delayed effects it is necessary to have at 

least 9 weeks of data to provide enough room to shift and explore the data for effects up 

to a maximum delay of four weeks.  If we omit the analysis for delayed effects, it is still 

possible to begin data exploration after only 5 weeks.  This ensures that the method 
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presented here can be applied very early on when the development process is just 

beginning to take shape, and insights into the process are perhaps the most valuable. 

 

The second significant addition to the analysis method is the process for tuning the 

thresholds that are used by each individual analysis technique to adjust the sensitivity of 

the method.  The process of threshold tuning helps reduce the noise that is associated 

with the analysis of delayed effects.  This tuning process can be used to find the desired 

balance between detecting as many effects as possible, and keeping the total number of 

detected effects to a manageable size.  Having the ability to tune the sensitivity of effect 

detection enables an organization to have finer-grained control over its development 

process.  This finer-grained control allows for better alignment between project and 

organizational priorities.  For example, it may be desirable, or even necessary, to detect 

more effects during a project that impacts public safety.  Further, when analyzing data for 

delayed effects, it is important to reduce the sensitivity of the method in order filter out 

the resulting noise that shifting the data outward introduces. 

 

Having the ability to detect delayed effects, and control the sensitivity of their detection, 

allows for a whole new dimension of insight into the development process.  For example, 

consider the situation where a change to a policy satisfaction level negatively affects one 

project aspect in the short-term, but positively affects a different project aspect a few 

weeks later.  This insight provides the project manager with the ability to not only 

understand how decisions are affecting their project today, but enables the correct action 

to be taken to influence the desired outcomes of the future. 
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The result of the additions presented in this chapter is a highly tunable method capable of 

automatically exploring all policy and success indicator variable combinations, while 

detecting both immediate and delayed effects.  Such an extensive exploration of all 

variables while accounting for delayed effects would simply be too impractical to carry 

out manually.  Without such a method and tool support, managers can only focus on a 

subset of variables, relying on intuition to guide their choices, instead of basing their 

decisions on all of the available data. 
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Chapter 7: Validation 

The purpose of this chapter is to demonstrate that our newly developed method of 

analysis is capable of producing accurate results.  Since we cannot readily control the 

environment within a real-life, software development project, our validation approach 

consists of a series of case studies in which we follow the steps of experimentation as 

outlined by Pfleeger et al. [Pfl95, KPP02].  Our discussion begins with a description of 

how we prepared the software development process data that was used during the course 

of this validation, which was provided to us by a leading international business-solutions 

provider.  A series of case studies, more precisely “third-degree case studies”, as defined 

in [RuH09], are then presented to illustrate the utility of our method in various situations.  

This is followed by a comparison of our method against some of the more traditional 

statistical analysis methods that are available, and a discussion of various threats to 

validity.  This chapter concludes with a summary of our findings. 

 

7.1    Data Preparation 

As mentioned in Chapter 4, one of the first steps in applying our method is the 

identification and selection of measures that shall be gathered throughout the course of 

the project.  As described in Section 2.6, the organization taking part in this research 

effort was well-established and had a mature enough development process to already 

have a formal measurement program in place.  In fact, it was a pleasant surprise to learn 

that the provided data closely resembled the sort of data that had been envisioned during 

the design and creation of the analysis method presented in this thesis.  In a very similar 

style to our own design, the participating organization was collecting data on the level of 
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adherence to certain policies, as well as combining weighted measures into higher-level 

success indicators or project aspects, albeit slightly different ones.  These levels of 

adherence and high-level aspects were being captured using monthly questionnaires (one 

per active project) and were further weighted and combined into an overall project score 

ranging between 0 and 1, with 0 representing the worst case and 1 representing the best 

case. The weights that were used for combining measures into higher-level aspects were 

unknown to us.  This was beneficial in that it helped to minimize the possibility of 

introducing bias into the analysis.  That is, we had no preconceived notions as to what 

elements the company believed were influencing their development process.  The actual 

list of policy and success indicators in use were presented earlier, in Table 2.1, with 

example data for these from two projects (extracted from the questionnaires) shown in 

Table 2.2 and Table 2.3. 

 

Since the existing data was already in the required form, it was decided to use it ‘as is’ 

instead of defining and collecting new data.  This allowed the subsequent case studies to 

proceed without the overhead of setting up a measurement program and having to wait 

several weeks to accumulate data.  Having the ability to apply a method of analysis 

retroactively to existing data in this manner is extremely useful.  In fact, even though the 

organization had only a limited number of policies formally defined, it was possible to 

extract certain practices retrospectively, as if they had been policies in the first place, and 

evaluate them for their impact on the project outcome.  It should be noted that, since this 

data was retrospective, we were not involved in the design of the questionnaires that were 
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used for data collection, thus putting this design element well outside the scope of this 

thesis. 

 

To analyze the company’s existing data, it was first necessary to consolidate it into a 

more accessible format.  As described in Section 2.6, project managers were responsible 

to complete questionnaires every month, for every project under their purview.  As 

previously stated, the provided collection of data consisted of monthly questionnaires 

pertaining to 98 projects, spanning a fixed period of 24 months.  Projects were of two 

possible types: a definitive timeframe project with defined start and end dates, and a more 

open-ended service delivery project.  The provided questionnaires were delivered as 743 

files – one file for every month of every active project, during this two year timeframe.  

Since many projects started and ended during this period of time, a variable amount of 

data was available for each.  As a result, only 64 projects contained five or more data 

points, the minimum required for analysis of non-delayed effects.  For analysis of 

delayed effects, there were 38 projects containing nine or more data points. 

 

To facilitate the timely consolidation of data, an automated tool was created to extract 

data from all questionnaires and load them into a single accessible database.  A single 

table was used in this database, where each record represented one questionnaire, and the 

fields captured for each record were the policy and success indicator data, as well as 

project id and time.  Since most companies are likely to store their data differently, it is 

expected that some sort of translator or adaptor utility such as this shall be needed to 

prepare for the application of our method when using historical data. 
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Once the data was translated and loaded into the database table, several inconsistencies 

were identified and fixed across the questionnaires.  These inconsistencies ranged from: 

values being typed into incorrect fields; misnamed projects; and missing or inconsistent 

entries.  Having the data available in a single table made it much easier to visualize and 

identify these inconsistencies.  We were able to fix the obvious inconsistencies, while all 

other non-trivial ones were resolved by conferring with the person responsible for the 

measurement program for clarification.  During the data preparation, it also became 

apparent that many of the reported values contained in the questionnaires did not change 

at all once they had been entered earlier on in the project.  As a result, such metrics were 

removed from the dataset to be analyzed. 

 

It is well known that data quality issues are a reality that must be addressed during most 

analytical work.  Data related to individual and team performance, however, often suffers 

from an additional problem.  While working with this particular data, there seemed to be 

a bias present that may have been influencing data entries beyond the normal, expected 

quality issues.  For example, sometimes it appeared as though data was being ‘pencil 

whipped’, or tweaked to achieve a higher, overall monthly score.  For example, there 

were instances where the reported data was actually impossible given the values that 

were reported the month before.  These entries were typically corrected in the following 

month when other measures were strong enough to compensate and maintain a higher 

overall score.  In these situations where the data provided was clearly in error, the 

previous month’s value was used.  Such occurrences may serve as evidence of a deeper 
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rooted cultural issue that may be present within the organization, where failure is not 

readily accepted.  The process of actually analyzing data instead of just collecting it, 

allows for the detection of such organizational issues so that they may be addressed to 

good effect.  It is essential for an organization to embrace learning from failure, 

otherwise, it may not be apparent when or where a company needs to improve.  

 

The next four sections describe the process of validating the developed method presented 

in this thesis over the course of a series of case studies, using the data prepared as 

indicated above. 

 

7.2    Case Study One – Analysis of Immediate Effects 

This is the first of four case studies that shall demonstrate that the method presented in 

this thesis can be used to produce accurate results.  For this particular case study, we 

focus on the simplest case as described in Chapter 5, where changes in the level of policy 

adherence can be correlated to changes in success indicators within the same reporting 

period.  Recall that the concept of delayed effects was not introduced until Chapter 6 and 

thus is not considered until a later case study.  

 

The Goal Question Metric (GQM) paradigm [Bas92] was used in designing all of our 

case studies.  Essentially, this top-down approach begins with the definition of an overall 

goal that, when met, should satisfy the validation process.  Once the goal is defined, 

questions can be formulated that, when answered, should satisfy the defined goal.  

Finally, once the questions are formulated, metrics can be selected that, when collected, 
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should answer the questions, thus satisfying the goal.  This focused, layered GQM 

process is illustrated in the following steps, which begin with the definition of the 

primary goal of this first case study: 

 

GOAL: The goal of this case study is to demonstrate that the analysis method presented 

in this thesis is capable of detecting an effect when a change to the adherence level of a 

policy has an immediate impact on project success indicators.  To satisfy this goal, the 

provided results should be comparable to what is possible with a more time-consuming 

manual approach. 

 

As mentioned above, now that the high-level goal has been defined, a set of questions can 

be formulated that, when answered, should satisfy the goal.  More precisely, the 

following questions refine the aspects that are considered in the comparison with a 

manual approach: 

 

QUESTION 1: Are the types of effects detected by our analysis method comparable to 

the types of effects detected through a manual approach? 

 

QUESTION 2: Does our analysis method detect equally well negative, positive and non-

effects of policy adherence levels on project success indicators? 

 

QUESTION 3: Does our analysis method detect effects more readily when a manual 

approach is more certain or sure of an effect? 
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QUESTION 4: Does our analysis method detect effects that were not initially detected 

through a manual approach? 

 

QUESTION 5: Is there a difference in effectiveness when applying our method to 

projects where fewer data points are available. 

 

To answer these questions using some metrics, it is necessary to determine what would 

be considered as the correct answer, found manually, for every combination of policy and 

success indicator pair.  Such ‘correct answer’ should also incorporate some indication of 

how certain or sure the detected effect is to answer question three.  Table 7.1 contains the 

possible result types along with a description of their meaning to meet this requirement.  

These result types are used to codify observations made, while performing manual 

analysis, as to whether or not an effect is thought to be present, and how strong that effect 

is thought to be. 

 

Result Type Description 

  NN Strong (or certain) negative effect detected 

N Negative effect detected 

    NDE No Detected Effect 

P Positive effect detected 

 PP Strong (or certain) positive effect detected 

Table 7.1     Manually detected result types 
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With these questions now defined along with suitable result types, appropriate metrics 

can be defined that, once collected, can be used to answer the questions: 

 

METRIC M1: The number and percentage of the time that our method detected the 

correct answer P, N, or NDE (targeting Question 1). 

 

METRIC M2: The number and percentage of positive or negative effects (P or N) 

correctly detected (targeting Questions 1 and 2). 

 

METRIC M2.1: The number and percentage of positive effects (P) correctly 

detected (targeting Question 2). 

 

METRIC M2.2: The number and percentage of negative effects (N) correctly 

detected (targeting Question 2). 

 

METRIC M3: The number and percentage of NDE (or No Detected Effect) correctly 

detected (targeting Question 2). 

 

METRIC M4: The number and percentage of certain, or strong, positive or negative 

effects (PP or NN) correctly detected (targeting Question 3). 
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METRIC M4.1: The number and percentage of certain, or strong, positive effects 

(PP) correctly detected (targeting Question 3). 

 

METRIC M4.2: The number and percentage of certain, or strong, negative effects 

(NN) correctly detected (targeting Question 3). 

 

METRIC M5: The number of times that our tool detected a positive or negative effect (P 

or N) when no effect has been manually detected (targeting Question 4). 

 

METRIC M5.1: The number of times that our tool detected a positive effect (P) 

when no effect has been manually detected (targeting Question 4). 

 

METRIC M5.2: The number of times that our tool detected a negative effect (N)  

when no effect has been manually detected (targeting Question 4). 

 

METRIC M6: The number and percentage of the time that our tool detected the correct 

effect (P or N), as the number of available data points increases (targeting Question 5).  

 

While standard metrics do exist for evaluating technique accuracy, the ones shown here 

were developed specifically for our situation where we do not actually know all of the 

true effects present.  Precision and recall, for example, consider how many identified 

effects were correct, and how many existing true effects were identified, respectively 

[HKP11].  Our metrics M1 through M4 are similar to precision but ours are broken down 
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by direction and strength of effect.  Metric M5 is similar to recall except that we cannot 

fully validate each additional detected effect without performing further investigation on 

each one.  Finally metric M6 looks again at precision but as a function of how many data 

points we have to work with. 

 

For this case study, we used the dataset pertaining to the finite timeframe projects, with 

defined start and end dates.  Within this dataset, we retained 23 projects where at least 5 

questionnaires had been submitted for each, for a total of 256 completed questionnaires.  

We then removed all variables that were not varying enough to detect an effect.  At this 

point in time, these included only those variables that did not vary at all.  In later case 

studies, through lessons learned, we also explored the removal of variables that only 

varied a single time, and those that only varied within a small range of 0.1.  For now, 

once these variables had been removed, we were left with 144 sequences of policy and 

success indicator data.  

 

The first step of our analysis work was to identify the kind of effect that existed between 

each pair of variables, using a manual approach to assign labels.  Labels represent the 

ground truth, and are as important as algorithms themselves [Kri14].  There are many 

real-world applications that require such manual annotation of labels by subject matter 

experts [TCD10].  In fact, manually labeling data is common enough that there are 

several research articles on how to gather the most accurate labels during this process 

[WWB09, Lhe15]. 
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To manually label our data, graphs were produced for every project, plotting each policy 

and success indicator variable over time.  To remove any bias, all information was 

purposely removed from the graph.  That is, all information pertaining to the project and 

variables, including whether or not each line was a policy or success indicator, was 

removed.  An example of such a graph can be seen in Figure 7.1.  For each pair of lines 

(or pair of variables), a manual evaluation was performed to subjectively label how 

similarly the two curves were behaving.  Each line was presented in a different colour to 

help distinguish between them during evaluation.  The result taken from each comparison 

was codified as one of the result types given in Table 7.1.  There were a total of 800 pairs 

of variables analyzed within this dataset. 

 

 

Figure 7.1 Example of graph used during manual approach 

 

Once all variable descriptors were removed, including whether or not the variables were 

predictor or success indicator variables, the validation was done on every pair of 

variables, no matter their type (i.e., policy or success indicator).  This means that each 
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combination of variables was evaluated twice, once as policy vs. success indicator, and 

once as success indicator vs. policy.  This allowed us to work with a larger sample of data 

but did not hinder the process of checking our method for correctness, as the variable 

type was not relevant to us since the meaning of each curve was purposely not provided.  

Of course, when checking that the results made sense in practice, at the conclusion of the 

validation, only the true policy-indicator pairs were considered. 

 

Recognizing that even a manual approach will have shortcomings (i.e., missed or 

incorrectly detected effects), it was decided to first compare how well two independently 

conducted manual analyses matched with each other, rather than a single person, to detect 

potential mistakes (i.e., human errors) or differences in opinion.  It is normal for there to 

be variation or disagreement in ground truth labels [WWB09], and below we show how 

we successfully merged these two points of view.  Knowing how a manual evaluation can 

vary between two people provides valuable insight when evaluating how well our 

automated method does.  When validating that our approach returned accurate results, we 

considered the ‘correct’ answer to be the one where at least one person detected an effect.  

Table 7.2 indicates how the individual results were merged into a single viewpoint.  The 

reason we assign an effect even when only one person detects one is to support our goal 

of highlighting all possible effects, even if those effects are not absolutely certain.   
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Observed Result Types from the 2 Persons Result Type Used 

NN and NN NN 

N and NN NN 

N and N N 

N and NDE N 

NN and NDE NN 

NDE and NDE NDE 

PP and NDE PP 

P and NDE P 

P and P P 

P and PP PP 

PP and PP PP 

Table 7.2     Merged result types 

 

Before validating how well our approach performs, we decided to analyze the differences 

between the two independent manual analyses.  Once all of the graphs were manually 

reviewed, the answers of both individuals were compared to see whether or not the two 

people had a similar definition of what it means for two variables to be correlated.  The 

results of this exercise are shown in Table 7.3. Each cell indicates the number and 

percentage of the times (out of 800) that the situation defined by the related row and 

column occurred together.  Note that the numbers shown reflect the double counting as 

described above resulting from considering variables in both directions – i.e., as policy 

vs. indicator and indicator vs. policy.  We preserved this double counting to allow for a 
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direct comparison with later tables since our tool also considers relationships in both 

directions.   

 

 Person 2 

NN N NDE P PP 

Pe
rs

on
 1

 

  NN 0.25% (2) 1.25% (10)   0.50% (4) 0.00% (0) 0.25% (2) 

N 0.00% (0) 2.25% (18)   4.00% (32) 0.25% (2) 0.00% (0) 

    NDE 0.50% (4) 2.00% (16) 66.75% (534) 4.75% (38) 1.50% (12) 

P 0.00% (0) 0.00% (0)   5.00% (40) 4.50% (36) 1.25% (10) 

  PP 0.00% (0) 0.00% (0)   0.50% (4) 1.75% (14) 2.75% (22) 

Table 7.3     Distribution of answers between 2 independent persons 

 

Surprisingly, a number of cases were seen differently by the two people, suggesting that 

the process of identifying policies having an impact on an indicator might not be as clear-

cut as was first expected.  Indeed, in 18.75% of the cases, one person saw an impact 

while the other did not, and it was not always the same person who had a more sensitive 

judgment.  In four other cases (or two distinct situations), one person identified the 

relationship as positive while the other indicated a negative relationship.  After checking 

these cases again, it was realized that in both, one of the persons made a mistake when 

typing their result type code.  This illustrates that errors do occur when manually 

inspecting a large amount of data.   
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Using a ‘correct answer’, which is the combination of two individual answers, should 

provide a more reliable result since major errors or conflicts can be found by checking to 

see if either of the two people saw the effect.  Comparing the results of the two persons 

also provides insight into what is actually possible with an automated approach.  Indeed, 

when comparing the results obtained from our tool to the manual results obtained by an 

individual, it would not make sense to expect a better result than what is possible between 

two individuals.   

 

Once the manual results were completed, our Policy Analyst tool was applied to the same 

data.  Recall that, since our tool does not differentiate between stronger and weaker 

correlations, the pairs of variables were categorized using only the result type codes P, N, 

and NDE, which correspond to positive, negative and no detected effect. 

 

Tables 7.4 and 7.5 provide a comparison of our Policy Analyst results against each 

individual, respectively.  This comparison is a cross-sectional view of the complete set of 

results that were generated by analyzing all of the policy and success indicator data over 

time.  From these tables, the proportion of perfect agreements (i.e., the sum of the non-

shaded cells) is quite different between the 2 persons (80.75%) vs. between an individual 

and our tool (70.88% and 69.26%).  However, the number of conflicts (i.e., the sum of 

the darkest-shaded cells) is less when comparing persons against our tool (1.01% and 

1.76%), than when comparing between persons (3.5%).  Note that our working definition 

of a conflict included the situation where one person felt there was a very strong effect 

but the other felt there was none.  If we were to only include those situations where 
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persons truly disagreed (i.e., one person detects positive while the other detects negative), 

the percentage of conflicts between persons would have been slightly less than the person 

vs. tool at 0.5%.  Regardless, these percentages show that our tool seems to find a 

desirable balance between the two persons, in general.  It should also be noted that while 

the percentage of cases where our tool returns NDE but a person indicated a P, PP, N or 

NN (5.76% and 6.76%) is slightly smaller than the percentages of similar cases between 

persons (8.75% and 10.0%), the opposite is not true.  There is a much larger proportion of 

cases where the tool returned P or N while the persons did not find such an impact 

(22.75% and 23.0%).  This again is due to our method being designed to be very sensitive 

to potential impacts, and relying on further human analysis for those cases where a 

weaker impact was identified by our tool.  Also, as was discussed in section 6.2, 

thresholds may be chosen so that our tool becomes less sensitive, which is discussed in 

the next case study.   

 

 Person 1 

NN N NDE P PP 

To
ol

 

N 2.25% (18) 4.50% (36) 12.50% (100) 0.38% (3) 0.00% (0) 

NDE 0.00% (0) 1.25% (10) 53.75% (430) 4.13% (33) 0.38% (3) 

P 0.00% (0) 0.25% (2) 10.25% (82) 5.50% (44) 4.88% (39) 

Table 7.4     Distribution of answers for person 1 vs. Policy Analyst 
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 Person 2 

NN N NDE P PP 
To

ol
 

N 0.63% (5) 4.25% (34) 14.00% (112) 0.50% (4) 0.25% (2) 

NDE 0.13% (1) 1.50% (12) 52.75% (422) 4.50% (36) 0.63% (5) 

P 0.00% (0) 0.25% (2)   9.00% (72) 7.00% (56) 4.63% (37) 

Table 7.5     Distribution of answers for person 2 vs. Policy Analyst 

 

The true performance of our approach can be better assessed by comparing against the 

combined results of both individuals.  Table 7.6 shows the values taken for the metrics 

M1 to M5, as defined above.  From this table, one can see that our tool returned the 

correct answer 71.2% of the time.  In particular, when an effect was present, the tool 

correctly detected both positive and negative effects 65.0% of the time.  We can also see 

that our tool is able to detect a somewhat similar proportion of positive (61.4%), negative 

(72.4%), and NDE effects (74.3%). When the effects are more certain or sure, however, 

our tool is able to correctly detect effects 82.1% of the time.  Of these cases, our tool 

appears to be equally proficient at spotting negative effects at 80%, as compared to 

positive effects at 82.8%.  Finally, we can see that our tool is more sensitive than a 

manual approach, and is better able to detect effects more often.  More specifically, our 

tool identified a total of 137 more effects, with more negative effects (86) than positive 

effects (51) being found.  Our tool prioritizes these effects by their strength before 

presenting to the user.  This may also serve as evidence in support of our belief that it 

may be more difficult to manually identify negative effects.  Of course, this does not 

mean that these detected effects are true effects, and thus more investigation is required.  
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With our data, it was not possible to perform this further investigation in an unbiased 

way.  

 

Metric Description Result 

M1 # and % of correct answers 567/796 (71.20%) 

M2 # and % of correct positive or negative effects 171/263 (65.00%) 

M2.1 # and % of correct positive effects 108/176 (61.40%) 

M2.2 # and % of correct negative effects 63/87 (72.40%) 

M3 # and % of correct NDE effects 396/533 (74.30%) 

M4 # and % of correct certain (strong) positive or 

negative effects 

69/84 (82.10%) 

M4.1 # and % of correct certain (strong) positive effects 53/64 (82.80%) 

M4.2 # and % of correct certain (strong) negative effects 16/20 (80.0%) 

M5 # of times tool detected a positive or negative 

effect when none has been manually detected 

137 

M5.1 # of times tool detected a positive effect when 

none has been manually detected 

51 

M5.2 # of times tool detected a negative effect when 

none has been manually detected 

86 

Table 7.6     Case study 1 metrics M1 to M5 

 

One final metric, M6, was calculated as the percentage of correct effects found as the 

number of data points within each project increases.  For the calculation of this metric, 
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we retained only the projects containing a given maximum number of data points, and 

looked at the percentage of correct effects found (as for metric M2) in that subset only.  

Table 7.7 shows the results, for various maximums of data points.  For example, for those 

projects having just 5 data points each, our tool found 64.44% of all correct effects.  As 

one can see, our technique performs relatively consistently on projects with limited 

amounts of data.  In comparison, such percentage was 65.0% when considering all 

projects (see Metric M2 in Table 7.6). 

 

M6: % of correct effects, as the number of available data points increases 

5 data points 6 data points 7 data points 8 data points 9 data points 

29/45  

(64.44%) 

44/83 % 

(53.01%) 

121/197 

(61.42%) 

121/197 

(61.42%) 

156/237 

(65.82%) 

Table 7.7     Case study 1 metric M6 

 

In addition to the above metrics, we were also interested in which circumstances our 

approach wasn’t working as intended.  To this end, we looked back at the cases where 

some form of disagreement occurred.  Of the 800 pairs of variables, 182 had some form 

of disagreement occurring between our tool and the individual persons.  A further 

analysis was performed on these pairs to identify which situations were more problematic 

for our tool.  We found that, of these 182 cases, 74 of them were cases where the human 

persons disagreed as well.  In all of these cases, our tool did support the conclusion of at 

least one of the two persons.  From the remaining 108 cases, 52 of them were cases 

where at least one of the variables did not vary much over time – this was identified as a 
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possible filtering rule in future case studies.  We defined such cases as ones where either 

the variable in question had all of its values within a range smaller than 0.1 (i.e., the 

difference between the variable’s maximum and minimum value was less than 0.1), or 

that all of its values were the same except for one observation.  It was felt that in such 

cases, detecting an impact could not be realistically viewed as significant enough to be 

considered valid.  From the remaining 56 cases, 6 of them corresponded to cases where 

the persons thought there was an impact, but our tool did not detect it.  The persons 

rechecked these cases with our tool’s results in mind, and accepted the verdict for most of 

them.  Finally, the remaining 50 cases corresponded to ones where our tool identified an 

impact, but that the persons felt there was none.  As explained above, such cases were 

expected due to the initial sensitivity requirements for our tool.  It should be noted that 

most (43 out of 50) of these cases were easily identified from the computed results 

because the impact found was a weak one (i.e., not all analysis techniques agreed with the 

result).  

 

In summary, the type of effects detected by our analysis method is comparable to the type 

of effects detected through a manual approach.  Our method is able to detect positive, 

negative and NDE effects equally well, and is very good at detecting effects that are 

strong or more certain.  Additionally, our analysis method is able to detect legitimate 

effects that were not detected through the manual approach.  Negative effects seem to be 

more difficult to detect when using a manual approach, highlighting an additional benefit 

of using our analysis method.  Finally, our method works well even when only a limited 

amount of data is available. 
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Although it has not been possible to get feedback on these results from the company that 

provided the data, our initial analysis suggests that the results returned make sense in 

practice (i.e., when analyzing their meaning and taking into account the definition of each 

policy and indicator – of course, looking only at the cases of true policy and indicator 

combinations, as explained before).  Some insights and real-world results are discussed in 

Section 7.6. 

 

Before concluding this case study, we wish to highlight an improvement that was 

identified during this work pertaining to how our tool registered whether or not an effect 

was actually detected.  Recall that the core method described in Chapter 5 employs the 

rule that more than 50% of all methods must be in agreement for there to be a detected 

effect.  That is, if at least 3 out of 4 methods agreed, an effect is said to have been 

detected (so long as the remaining method was neutral and not in conflict).  This rule 

worked well during the validation process except for a slight oversight in its 

implementation.  That is, while validating the core method, it was found that sometimes 

an individual analysis technique, specifically the satisfaction analysis, would legitimately 

not return a result.  In such cases, this essentially penalized the rest of the methods 

because it was taken into account by the 50% rule when, instead, it should have been 

simply ignored.  The problem occurs when ‘all’ data points are either above or below 0.5.  

In such cases, the satisfaction analysis method simply returns 0.  The original scoring 

method used during this first case study would have included this in the calculation of the 
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50% rule, whereas the final scoring method as given in Chapter 5, simply ignores it and 

excludes it from the denominator.   

 

While 36.1% of the variables encountered within the validation dataset fell into this 

category, the overall results of the case study were not materially affected due to the 

tempering effect of the entire ensemble method.  As a case in point, the only time that 

this situation actually affects the result is when there is a possible weak effect present, 

where only 2 of the 3 remaining methods were detecting an effect.  This situation is 

relatively rare and could only have affected 12.8% of our results.  This should be 

considered a maximum upper bound since simply ensuring that the satisfaction analysis 

fires would not ensure that it would have agreed with the rest of the ensemble method, 

especially since we are dealing with only weak effects in the first place.  Table 7.8 

contains the updated results of applying this improvement to the dataset used in this case 

study.  The original results are repeated here for convenience of comparison. 

 

From the table, one can see that this modification increases the sensitivity of our method, 

resulting in an increase in the percentage of positive and negative effects detected from 

61.4% to 72.7%, and from 72.4% to 88.5%, respectively.  Similar increases are found for 

the cases where a strong effect was detected.  The number of NDE effects has decreased 

significantly, however, as our tool now detects more effects than what was found 

originally (74.3% to 51.6%). 
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Metric Description Updated 
Result 

Original 
Result 

M1 # and % of correct answers 480/796 
(60.30%) 

567/796 
(71.23%) 

M2 # and % of correct positive or negative 
effects 

205/263 
(77.95%) 

171/263 
(65.02%) 

M2.1 # and % of correct positive effects 128/176 
(72.73%) 

108/176 
(61.36%) 

M2.2 # and % of correct negative effects 77/87 
(88.51%) 

63/87 
(72.41%) 

M3 # and % of correct NDE effects 275/533 
(51.59%) 

396/533 
(74.30%) 

M4 # and % of correct certain (strong) 
positive or negative effects 

78/84 
(92.86%) 

69/84 
(82.14%) 

M4.1 # and % of correct certain (strong) 
positive effects 

59/64 
(92.19%) 

53/64 
(82.81%) 

M4.2 # and % of correct certain (strong) 
negative effects 

19/20 
(95.00%) 

16/20 
(80.00%) 

M5 # of times tool detected a positive or 
negative effect when none has been 
manually detected 

258 137 

M5.1 # of times tool detected a positive effect 
when none has been manually detected 

82 51 

M5.2 # of times tool detected a negative effect 
when none has been manually detected 

176 86 

Table 7.8     Case study 1 updated metrics M1 to M5 
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Finally, Table 7.9 shows the original and updated numbers and percentages of correct 

effects, as the number of available data points increases.  As one can see, our conclusions 

remain consistent with those taken from the original results above, except that the 

accuracy levels have all increased by a similar percentage.  They are still all comparable 

with the results we get from considering all projects (77.9%, as shown by Metric M2 in 

Table 7.8). 

 

M6: % of correct effects, as the number of available data points increases 

 5 data points 6 data points 7 data points 8 data points 9 data points 

Updated 36/45 

(80.00%) 

61/83 

(73.49%) 

154/197 

(78.17%) 

154/197 

(78.17%) 

189/237 

(79.75%) 

Original 29/45 

(64.44%) 

44/83  

(53.0%) 

121/197 

(61.42%) 

121/197 

(61.42%) 

156/237 

(65.82%) 

Table 7.9     Case study 1 updated metric M6 

 

The remaining case studies discussed below make use of this improved version of our 

approach. 

 

7.3    Case Study Two – Analysis of Immediate Effects, using Thresholds 

As discussed in Chapter 6, while creating the ability for our method to handle delayed 

effects, we implemented a process for calibrating thresholds to allow the user to adjust 

the sensitivity of our analysis method.  This sensitivity calibration allows one to balance 

between being able to achieve a higher or lower ‘percentage correct impact’, and having 
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a higher or lower ‘percentage of impacts that we can trust’.  Recall from Section 6.2 that 

the ‘percentage correct impact’ is calculated as the number of impacts found by the tool, 

divided by the total number of impacts present, and the ‘percentage of impacts that we 

can trust’ is calculated as the number of impacts that were correctly detected, divided by 

the total number of positive and negative impacts that were found by the tool.   

 

This current case study was performed to ensure that applying our analysis method with 

thresholds produces results that are consistent with the previous case study, while 

allowing for more fine-grained control over the sensitivity of our method.  Since this is a 

direct comparison to the last case study, the current analysis was performed using the 

same dataset that was used previously. 

 

As before, we follow the GQM paradigm for defining our goals, questions and 

subsequent metrics.  This particular case study differs slightly from the previous one in 

that there are actually two goals of interest: 

 

GOAL 1: The first goal of this case study is to see how the use of thresholds compares 

with the case where no thresholds are used. 

 

GOAL 2: The second goal of this case study is to see what sort of variability one can 

achieve in the analysis results by varying the sensitivity thresholds.  To satisfy this goal, 

analysis results created using different thresholds should be compared against each other 
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to determine how the sensitivity calibration affects the balance between the ‘percentage 

correct impact’, and the ‘percentage of impacts that we can trust’.  

 

With these high-level goals in place, questions may now be formulated that, when 

answered, should satisfy the goals.  For this particular case study, we define two separate 

sets of questions, relating to the first and second goal, respectively: 

  

QUESTION 1.1: Is there a combination of thresholds that can achieve the same level of 

effects that were detected in the previous case study? 

 

QUESTION 1.2: If Question 1.1 is yes, can this be achieved with a ‘trust level’ that is as 

good, or better, than in the previous case study? 

 

QUESTION 1.3: Does the use of thresholds change the results that one can expect in the 

cases where the effect is more certain or sure? 

 

QUESTION 2.1: How much do we lose in terms of detected effects when decreasing 

sensitivity? 

 

QUESTION 2.2: Do we maintain similar results for cases where the effect is more certain 

or sure, as we vary sensitivity? 
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To answer these questions, we can make use of the same metrics that were defined in the 

previous case study (M1 to M5), by applying them to various cases using different sets of 

thresholds.  The same result type codes that were presented in Table 7.1 are used here. 

 

Before we apply our analysis method, we must first determine a set of suitable thresholds 

to be used by applying the process described in Section 6.2.  To begin, the projects under 

analysis were randomly divided into two equal groups.  To ensure balanced proportions 

of like-sized projects within each group, a single swap was made trading a smaller project 

with a larger project.  The next step was to create frequency histograms of the results 

from each individual analysis method.  From these graphs, the following set of thresholds 

was identified for further exploration (this is the same set that was discussed in an earlier 

example shown in Section 6.2): 

 

       Regression Analysis  = {15.0, 20.0, 25.0, 30.0, 35.0, 40.0, 45.0, 50.0, 55.0, 60.0} 

      Satisfaction Analysis  = {0.05, 0.1, 0.15, 0.2, 0.25, 0.3, 0.35, 0.4, 0.45, 0.5}  

               Trend Analysis  = {5.0, 10.0, 15.0, 20.0, 25.0, 30.0, 35.0, 40.0, 45.0, 50.0}    

  Standard Dev. Analysis  = {9.0, 10.0, 11.0, 12.0, 13.0, 14.0, 15.0, 16.0, 17.0, 18.0}   

 

Continuing with the process outlined in Section 6.2, we selected a set of thresholds for 

each trust level of 60%, 70% and 80%.  These thresholds are given in Table 7.10.  
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Trust 
Level 

Regression 
Analysis 

Satisfaction 
Analysis 

Trend 
Analysis 

Standard Deviation 
Analysis 

60% 20.00 0.10 10.00 11.00 

70% 15.00 0.05 20.00 17.00 

80% 15.00 0.05 25.00 18.00 

Table 7.10   Selected thresholds for 60%, 70% and 80% trust levels 

 

Each set of thresholds shown here was subsequently entered into our tool, and an analysis 

was performed using each.  Table 7.11 contains a summary of the analysis results arising 

from these three applications of our method.  The last column contains the results that 

were obtained during the first case study, for comparison purposes. 

 

Metric Description Result 
60% 

Result 
70% 

Result 
80% 

Original 
Updated 

M1 # and % of correct answers 564/796 
(70.85%) 

643/796 
(80.78%) 

647/796 
(81.28%) 

480/796 
(60.30%) 

M2 # and % of correct positive 
or negative effects 

179/263 
(68.06%) 

191/263 
(72.62%) 

173/263 
(65.78%) 

205/263 
(77.95%) 

M3 # and % of correct NDE 
effects 

385/533 
(72.23%) 

452/533 
(84.80%) 

474/533 
(88.93%) 

275/533 
(51.59%) 

M4 # and % of correct certain 
(strong) positive or negative 
effects 

77/84 
(91.67%) 

80/84 
(95.24%) 

78/84 
(92.86%) 

78/84 
(92.86%) 

 

M5 # of times tool detected a 
positive or negative effect 
when none has been 
manually detected 

148 81 59 258 

Table 7.11   Case study 2 metrics with 60%, 70% and 80% thresholds 
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From this table, one can see that increasing the ‘trust level’ (or decreasing the sensitivity 

of our method) generates an increase in the ‘percentage correct impact’.  More 

specifically, the measures for metric M2 fall from 77.9% (with no threshold), to 68.1% 

(with a 60% threshold), increase slightly to 72.6% (with a 70% threshold), before falling 

to 65.8% (with an 80% threshold).  Both positive and negative effects decreased in the 

same proportions.  Conversely, the increase in metric M1 is due to our tool actually 

finding fewer effects overall, and thus matching more often with the NDE case.  In other 

words, as the ‘trust level’ increases, our tool found fewer detected effects in general, 

which matches the manual results more closely.  This can also be seen directly from 

metric M3, which steadily increases as the ‘trust level’ goes up.  Metric M4 remains 

stable above the 90% mark, with the highest value being realized at a 70% ‘trust level’.  

This indicates that our method is very good at detecting effects that are more certain, with 

or without the use of thresholds.  Finally, metric M5 drops all the way from 258 to 148 

when applying a 60% ‘trust level’.  As we increase this ‘trust level’ to 70%, we see 

another sharp drop to 81.  Increasing the ‘trust level’ one more time to 80% results in a 

further but slightly more modest drop to 59. 

 

In response to the first goal of this case study, comparing these current results with those 

from Case Study 1, we can see that the results obtained when using thresholds are 

definitely less sensitive than the results obtained during the previous case study.  That is, 

in the original case, there were far fewer NDE effects found.  Instead, our method tended 

towards the detection of an effect, leading to an increase in the accuracy of detected 
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effects.  The number and percentage of detected effects found when using thresholds is 

smaller, but this is actually consistent with what one would expect when introducing any 

type of threshold process.  That is, it is the goal of any threshold to reduce the number of 

results that are considered effects.  For our purposes, the role of the threshold is to turn 

some small effect into an NDE, by reducing the number of methods that consider it as an 

effect.  In response to the second goal, all of the metrics above illustrate how changes in 

the ‘trust level’ affect the various outcomes like ‘percentage correct impact’ (i.e., 

Measure M2).  All of the patterns noted above successfully address this second goal of 

exploring the sort of variability that one can achieve by varying the sensitivity thresholds. 

 

Having shown that our threshold strategy works, we were curious as to whether or not 

there were differences between similar thresholds that were located within the same bin 

as those that were selected. The concern was that, perhaps one set of thresholds 

generalizes really well, while others are not good at all.  To ensure that our selections 

were not the result of random good fortune, we briefly checked the other thresholds 

located in the same bin as the selected thresholds.  In the end, we found that the threshold 

selection process is not that sensitive after all, and that other thresholds that appear to be 

close to the chosen set do seem to behave similarly.   

 

The details of this final check consisted of inspecting the aggregate counts of how many 

entries achieved a particular ‘trust level’ and comparing these counts between the training 

and testing datasets.  Table 7.12 shows an excerpt of a table showing results at the 60%, 

70% and 80% ‘trust levels’.  This time, we first pivot on the ‘percent correct impact’ 
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before considering all results (or combination of thresholds).  For example, in Table 7.12, 

we take all results that achieved a ‘percent correct impact’ of at least 40%, and then 

group them all by ‘trust level’. 

 

Percent Correct 
Impact: 40 Corresponding Trust Level of Testing Sample 

Trust 
Level 

Total 
Entries 90 85  80 75  70  65  60  55 50 

80 62 0 28 23 1 0 0 0 0 0 

70 536 0 40 182 133 158 16 0 0 0 

60 3451 0 0 0 190 1459 1571 119 0 0 

Table 7.12   Excerpt of threshold error level by % correct impact 

 

From this table, one can see how many results (total entries) were binned into each ‘trust 

level’ when exploring the various combinations of thresholds during the training phase.  

For example, there were 3451, 536 and 62 total entries that fell into the 60%, 70% and 

80% ‘trust levels’, respectively.  The columns labeled 90 through 50 correspond to the 

‘trust levels’ achieved by applying the resultant set of thresholds to the testing dataset.  

The shaded cells correspond to the diagonal, where the same ‘trust level’ was achieved in 

both the training and testing dataset.  Entries shown above the diagonal are the raw 

counts of entries where the selected threshold combinations yielded a lower ‘trust level’, 

when applied to the testing dataset.  Conversely, entries shown below the diagonal are the 

raw counts of entries where the selected threshold combinations yielded a higher ‘trust 

level’, when applied to the testing dataset.  Here, it can be seen that the selected 

thresholds from the training dataset produce results that are consistently at the same ‘trust 
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level’ or above, when applied to the testing dataset.  This is strong evidence that we can 

expect similar results no matter the set of thresholds selected within similar bins. 

 

In summary, the sensitivity of our method can be successfully fine-tuned using thresholds 

to produce results that contain fewer detected effects than what was achieved when using 

the original method, which used no thresholds.  It is possible to adjust these thresholds to 

make the analysis method more or less sensitive, with the most sensitive case being that 

without any thresholds at all.  As discussed above, the results found during this case 

study sufficiently answer the defined questions, and thus satisfy the goals of showing that 

our method does indeed produce results as expected when incorporating thresholds.  

Insights and real-world results are discussed in Section 7.6. 

 

With the validation of the immediate effect cases complete, we now turn our focus 

towards validating the situation of delayed effects in the following case study. 

 

7.4    Case Study Three – Analysis of Delayed Effects 

In the previous two case studies, we successfully validated that our analysis method 

works well in the situation where changes to policy adherence levels have an immediate 

effect on success indicator values.  In this case study, we turn our focus to the situation of 

delayed effects, or those effects that occur some time in the future following a change to 

policy adherence levels.  As discussed in Section 6.2, during the development of this 

capability, our method was found to be overly sensitive resulting in an unmanageable 

number of effects being found.  The addition of threshold calibration provided the 
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necessary mechanism that allowed us to control the sensitivity of our method when 

dealing with those delayed effects.  We shall now show that our method, when used with 

thresholds, provides us with the ability to detect future effects, even when we have very 

few data points, as is common for the case of such delayed effects.  Note that, because of 

the limited data points available, we used our own technique for finding delays (not 

cross-correlation) as described in Section 6.1. 

  

For this case study, we analyzed a slightly different dataset than what was used 

previously.  Firstly, we reduced the dataset that was used during the first two case studies 

to include only those projects which contained at least 9 data points or more.  As 

discussed in Chapter 6, our experience with the non-delayed case is with projects that 

have between 5 and 18 data points.  Consequently, to allow for a full shift of four time 

periods, each project must have at least 9 data points to ensure that we have at least 5 data 

points left after shifting.  Secondly, during the manual analysis of delayed effects, it was 

determined that there were far fewer cases to analyze.  That is, many of the projects under 

review did not have any visible delayed effects present within them.  Consequently, we 

kept only those projects where the persons detected a delay during the independent 

manual analysis, and complemented these with additional projects from the second 

available dataset pertaining to the more open-ended service delivery projects (described 

in Section 7.1, on page 141).  In the end, a total of 13 projects were left to be analyzed.   

 

As in the previous two case studies, the first step was to manually identify the effects for 

each pair of variables in each project, using anonymized graphs like the one shown in 
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Figure 7.1.  The only difference this time was that the two people were not differentiating 

between ‘strong’ and ‘weak’ effects, but instead noted the timeframe information on the 

delay of the observed effects. 

 

Once again, the Goal Question Metric paradigm was used to structure our case study by 

first formally defining our goal.  As in the previous case study, we defined 2 such goals 

that were used to see whether or not our method continued to work well when adding the 

complexity of delayed effects.   

 

GOAL 1:  The first goal of this case study was to check how good our method is at 

finding the correct types of effects when considering the delayed case. 

 

GOAL 2:  The second goal of this case study was to check if the selected delay is correct 

for those cases where an effect has been correctly found.   

 

To satisfy both of these sub-goals, the results should be as good as what can be achieved 

when using a more time-consuming manual approach.   

 

With these goals defined, we can formalize a set of questions that highlight several 

situations of interest for the delayed case.  For example, our method should return a 

strong effect when both people find the same effect at the same delay.  At a minimum, 

our method should find the same effect if both people agree on effect but differ slightly 

on the delay.  Conversely, it is important to know how our method behaves when the two 
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people disagree on either the effect or the delay.  The following questions set up the 

various situations that we are interested in exploring. 

 

QUESTION 1.1: When the two persons agree on the type of effect without regard to 

delay, does our method also agree? 

 

QUESTION 1.2: When the two persons disagree on whether or not an effect exists (i.e., 

one finds a positive or negative effect, while the other finds ‘No Detected Effect’), does 

our method find the effect, or tend towards a more neutral NDE decision? 

 

QUESTION 1.3: When the two persons disagree on whether or not an effect exists, is the 

proportion of positive effects involved similar to the proportion of negative effects 

involved? 

 

QUESTION 1.4: How do the answers to the above questions (Q1.1 to Q1.3) change when 

we vary the ‘trust level’ thresholds of our method? 

 

QUESTION 2.1: How accurate is our method at detecting delays when both persons 

found the same effect and same delay? 

 

QUESTION 2.2: How does our method behave when persons somewhat disagreed either 

on the type of the effect, or on the detected delay, but with no conflict? 
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QUESTION 2.3: How do the answers to the above questions (Q2.1 & Q2.2) change when 

we vary the ‘trust level’ thresholds of our method? 

 

As was true in the previous case study, the key to our validation was to first determine 

how our analysis method compared with a manual approach.  As before, we investigated 

how well two independently conducted manual approaches compared with each other to 

provide a benchmark for further comparison to our own method.  The only difference 

was that, due to the sparseness of effects when considering delays, we no longer blended 

the results of the two persons when considering the actual delay.  With this in mind, the 

metrics of interest were defined as follows: 

 

METRIC M1: The number and percentage of the time that our method detected an effect 

(P or N) that was consistent with when both persons detected the same effect, without 

considering delay (targeting Question 1.1). 

 

METRIC M2: The number and percentage of the time that our method detected an effect 

(P or N) that was consistent with when only one person detected the same effect, without 

considering delay (targeting Question 1.2). 

 

METRIC M2.1: The number and percentage of the time that our method detected 

a positive effect (P) when only one person detected such an effect, without 

considering delay (targeting Question 1.3). 
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METRIC M2.2: The number and percentage of the time that our method detected 

a negative effect (N) when only one person detected such an effect, without 

considering delay (targeting Question 1.3). 

 

METRIC M3: The number and percentage of the time that our method found No 

Detected Effect (NDE) when only one person detected an effect, without considering 

delay (targeting Question 1.2). 

 

METRIC M4: The number and percentage of the time that our method detected the 

correct effect (P or N) and delay, when both persons found the same effect and same 

delay (targeting Question 2.1). 

 

METRIC M5: The number and percentage of the time that our method detected the 

correct effect (P or N) and matched the delay of at least one person, when both persons 

found the same effect but differed on the selected delay (targeting Question 2.2). 

 

METRIC M6: The number and percentage of the time that our method detected the 

correct effect (P or N) and delay, when only one person found an effect (targeting 

Question 2.2). 

 

Finally, to address Questions 1.4 and 2.3, for each of the metrics defined above, we also 

investigated how varying the ‘trust level’ thresholds between 60%, 70% and 80% 

affected the observed measurements. 
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In a similar spirit as to what was done during the first case study, we first gathered the 

results from the two independent persons.  Table 7.13 shows these results and the 

distribution of how well the two persons agreed with each other.  For those situations 

where they agreed on the effect, counts were also taken for how many times they agreed 

on the length of the delay.  For instance, in the case of negative effects, there were 2.4% 

of situations that resulted in both persons agreeing.  Of this percentage, 1.9% were cases 

in which the persons also agreed on the length of the delay, and 0.5% were cases in 

which the persons disagreed on the length of the delay.  Persons were far more likely to 

agree on positive effects with 15.2% of situations resulting in agreement.  Of this 

percentage, persons agreed on the length of delay 14.1% of the time, and disagreed 1.1% 

of the time.   

 

 Person 2 

Pe
rs

on
 1

 

 Negative NDE Positive 

 

Negative 
Same Delay 

7 (1.90%) 

Diff Delay 

2 (0.50%) 

27  

(7.20%) 

 

1 (0.30%) 

 

NDE 
 

14 (3.70%) 
192 

(51.10%) 

 

27 (7.20%) 

 

Positive 
 

5 (1.30%) 
44 

(11.70%) 

Same Delay 

53 (14.10%) 

Diff Delay 

4 (1.10%) 

Table 7.13   Person vs. person agreements on effect and delay 
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From the table, one can also see that it was quite common for one person to detect an 

effect while the other did not (7.2% + 11.7% + 3.7% + 7.2% = 29.8%).  Finally, while 

rare, conflicts in the type of detected effect did occur, where one person detected a 

positive effect and the other detected a negative effect (0.3% + 1.3% = 1.6%).  When the 

persons agreed on the type of effect, they also agreed on the same delay in 90.9% of the 

situations (7 + 53 divided by 7 + 2 + 53 + 4).  It warrants mentioning that, when 

considering our data as a whole, 64.6% of the agreements in delay occurred with a 0 

delay effect. 

 

Once it was known what to expect from the two independent persons, we categorized the 

person’s results as a combination of the 2 individual results (N-N, N-NDE, etc., as shown 

in Table 7.2, on page 151).  We then used such combination for the comparison with the 

results from our tool.  Tables 7.14, 7.15 and 7.16 show these results for varying ‘trust 

levels’. 

 

 Persons 

To
ol

 

 N-N N-NDE NDE-NDE P-NDE P-P 

Negative 8 (2.20%) 24 (6.50%) 58 (15.70%) 11 (3.00%) 4 (1.10%) 

NDE 0 (0.00%) 13 (3.50%) 83 (22.40%) 25 (6.80%) 6 (1.60%) 

Positive 1 (0.30%) 4 (1.10%) 51 (13.80%) 35 (9.50%) 47 (12.70%) 

Table 7.14   Tool vs. combined person’s agreement on effect at 60% trust level 
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 Persons 
To

ol
 

 N-N N-NDE NDE-NDE P-NDE P-P 

Negative 8 (2.20%) 17 (4.60%) 29 (7.80%) 7 (1.90%) 3 (0.80%) 

NDE 0 (0.00%) 18 (4.90%) 117 (31.60%) 27 (7.30%) 6 (1.60%) 

Positive 1 (0.30%) 6 (1.60%) 46 (12.40%) 37 (10.00%) 48 (13.00%) 

Table 7.15   Tool vs. combined person’s agreement on effect at 70% trust level 

 

 Persons 

To
ol

 

 N-N N-NDE NDE-NDE P-NDE P-P 

Negative 7 (1.90%) 14 (3.80%) 14 (3.80%) 4 (1.10%) 3 (0.80%) 

NDE 1 (0.30%) 23 (6.20%) 147 (39.70%) 43 (11.60%) 12 (3.20%) 

Positive 1 (0.30%) 4 (1.10%) 31 (8.40%) 24 (6.50%) 42 (11.40%) 

Table 7.16   Tool vs. combined person’s agreement on effect at 80% trust level 

 

Of the above tables, we first discuss the results for the 70% ‘trust level’, as given in Table 

7.15, before considering how these results behave when varying to the other trust levels 

of 60% and 80%.  Table 7.17 contains the summarized results for metrics M1 through 

M3 at the 70% trust level, calculated from Table 7.15 above. 

 



 

 181 

Metric Description Result 

M1 % of time detected effect was consistent 

with 2 persons, without delay 

(8+48) / (8+0+1+3+6+48) = 

56/66, or 84.80% 

M2 % of time effect was consistent when only 

1 person detected effect, without delay 

(17+37) / (17+18+6+7+27+37) 

= 54/112, or 48.20% 

M2.1 % of time positive effect when only 1 

person detected effect, without delay 

37 / (7+27+37) = 37/71, or 

52.10% 

M2.2 % of time negative effect when only 1 

person detected effect, without delay 

17 / (17+18+6) = 17/41, or 

41.50% 

M3 % of time NDE when only 1 person 

detected an effect, without delay 

(18+27) / (17+18+6+7+27+37) 

= 45/112, or 40.20% 

Table 7.17   Metrics M1 to M3 at the 70% ‘trust level’ 

 

From the table, one can see that our tool agrees on the detected effect a high percentage 

of the time (84.8%), when the two persons agree on the type of effect without regard to 

delay.  When the two persons disagree on whether or not an effect exists (i.e., one finds a 

positive or negative effect, while the other finds ‘No Detected Effect’), our method finds 

the effect 48.2% of the time, but leans toward NDE 40.2% of the time.  For those cases 

where the two persons disagree on whether or not an effect exists, the proportion of 

positive effects is higher than the proportion of negative effects, at 52.1% vs. 41.5%, 

respectively. 

 

To better understand the conflicts shown in the table, we further inspected those 

situations where both persons agreed on an effect, but the tool found the opposite effect.  
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Again, focusing on Table 7.15 at the 70% ‘trust level’, there were 4 such cases: 3 where 

persons found P-P and the tool found N, and 1 where the persons found N-N and the tool 

found P.  Interestingly, in all 4 cases, our tool took its result from a delay of 4.  In one of 

these cases, the variable in question started with a very low value in the beginning, and 

then increased to a value of 1, where it remained for the rest of the project.  This situation 

would have been fixed had we applied the new rule removing variables that do not vary 

more than once during a project.  For the other 3 cases, all variables displayed a general 

or ‘simple’ wave pattern, going down and then up, or vise-versa.  The other variables that 

these cases were being compared to also exhibit this sort of shape – sometimes following 

the other, and other times going in opposite directions.  In these cases, the persons were 

always selecting the direct, no delay effect, but the tool was taking the longer delayed 

effect of 4, to match the other future matching peak.  For example, if the two curves both 

had a U shape, but not perfectly matching the ‘up’ and ‘down’ parts, the persons were 

still considering this as a positive, no delay effect.  The tool, however, was considering 

the delayed position where the highest peak now matched the other variable’s lowest 

peak instead, thus finding the negative effect. When looking more closely, there might be 

a good reason for this.  If our tool allowed the ‘next best’5 result to be in the opposite 

direction than the ‘best’ one, we would likely have caught these.  This lesson learned will 

be addressed in the future to account for such cases where there is a positive effect at first, 

but a negative one in the long run. 

 

                                                 
5 Recall that our tool provides a ‘next best’ in addition to the ‘primary’ detected effect (discussed in Section 
6.1 on page 123). 
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These results can be summarized for the remaining ‘trust levels’ as well.  Table 7.18 

contains the results for Metrics M1 through M3, for all the ‘trust levels’ considered.  

From these results, one can see that adjusting the sensitivity or ‘trust level’ of our method 

does indeed have an impact on whether or not effects are detected.  For example, as we 

increase the ‘trust level’, the percentage of time our method agrees on the detected effect 

when two persons both agree decreases from 83.3% at the 60% ‘trust level’ to 74.2% at 

the 80% ‘trust level’.  Similarly, when only one person detects an effect, the percentage 

of effects found by our method decreases from 52.7% at the 60% ‘trust level’ to 33.9% at 

the 80% ‘trust level’.  Consistent with this is the fact that when only one person detects 

an effect, the percentage of NDE effects found by our method increases as the ‘trust level’ 

increases.  That is, the percentage of NDE effects increases from 33.9% to 58.9%, for 

‘trust levels’ 60% and 80%, respectively.  Interestingly, the difference in results between 

the ‘trust levels’ of 60% and 70% is much smaller than between the ‘trust levels’ of 70% 

and 80%. 

 

In summary, the 70% ‘trust level’ seems to find a reasonable number of effects in 

addition to the ones detected by the persons.  In contrast, the 60% level is perhaps too 

sensitive with respect to the number of effects found, while the 80% level is starting to 

miss too many of the more certain effects (P-P or N-N).  In the end, the choice comes 

down to personal preference and how many resources are available for a deeper 

investigation as to why each policy is having such an effect.  Overall, these tables show 

that the behavior in detecting effects is consistent with what was expected when moving 

between different ‘trust levels’. 
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Metric Description 60% 70% 80% 

M1 % of time detected effect was consistent 

with 2 persons, without delay 

83.30% 84.80% 74.20% 

M2 % of time effect was consistent when only 

1 person detected effect, without delay 

52.70% 48.20% 33.90% 

M2.1 % of time positive effect when only 1 

person detected effect, without delay 

49.30% 52.10% 33.80% 

M2.2 % of time negative effect when only 1 

person detected effect, without delay 

58.50% 41.50% 34.10% 

M3 % of time NDE when only 1 person 

detected an effect, without delay 

33.90% 40.20% 58.90% 

Table 7.18   Metrics M1 to M3 at the 60%, 70% and 80% ‘trust levels’ 

 

Once it had been confirmed that our method worked well for detecting correct effects in 

general, we then turned our focus to whether or not our method correctly identified the 

actual delay of those detected effects.  For this aspect of the analysis, we looked at those 

situations where our method agreed with both persons, and those situations where our 

method agreed with at least one person.  For these cases, we then checked to see if our 

method also agreed on the identified delay.  Tables 7.19, 7.20 and 7.21 show the 

breakdown of whether or not our tool agreed or disagreed with the chosen delay for those 

situations where there was already an agreement on the effect, at various ‘trust levels’. 
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 Persons 

Both Detected 
Effect, Same 

Delay  

Both Detected 
Effect, Diff 

Delay 

Only One 
Detected an 

Effect 
To

ol
 Agree 39 3 38 

Disagree 12 1 21 

Table 7.19   Tool vs. person’s agreement on effect and delay at 60% trust level 

 

 Persons 

Both Detected 
Effect, Same 

Delay  

Both Detected 
Effect, Diff 

Delay 

Only One 
Detected an 

Effect 

To
ol

 Agree 39 3 35 

Disagree 13 1 19 

Table 7.20   Tool vs. person’s agreement on effect and delay at 70% trust level 

 

 Persons 

Both Detected 
Effect, Same 

Delay  

Both Detected 
Effect, Diff 

Delay 

Only One 
Detected an 

Effect 

To
ol

 Agree 33 3 25 

Disagree 12 1 13 

Table 7.21   Tool vs. person’s agreement on effect and delay at 80% trust level 
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As before, we summarize the above tables into the metrics that were defined at the start 

of this case study.  Table 7.22 shows the summarized values for the metrics M4 through 

M6 that pertain specifically to the delayed situation, at the 70% ‘trust level’.   

 

Metric Description Result 

M4 % of time detected effect and delay, when 2 

persons found same effect and delay 

39 / (39 + 13) = 75.00% 

M5 % of time detected effect and delay, when 2 

persons found same effect but diff. delay 

3 / (3 + 1) = 75.00% 

M6 % of time detected effect and delay, when only 

one person found an effect 

35 / (35 + 19) = 64.80% 

Table 7.22   Metrics M4 to M6 at the 70% ‘trust level’ 

 

From the table, one can see that our method correctly identified the correct effect and 

correct delay 75.0% of the time, when both persons agreed on the type of effect and the 

length of the delay.  Our method performed equally well identifying the correct effect and 

correct delay 75.0% of the time, when both persons agreed on the effect but differed on 

the delay selected (i.e., our method agreed with the delay of at least one person).  Finally, 

our method was able to correctly identify both the effect and delay 64.8% of the time, 

when only one person detected an effect but the other detected an NDE.  This indicates 

that our method is better at detecting the correct delay when both persons agree on the 

type of the effect. 
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Again, we can summarize the behavior of these metrics across ‘trust levels’.  Table 7.23 

contains the results for Metrics M4 through M5, for all ‘trust levels’ considered.  From 

the percentages shown, one can see that adjusting the sensitivity of our method does not 

impact the level of agreement with respect to delays.  For example, when both persons 

agreed on the type of effect and the length of the delay, our method detected the correct 

effect and delay 76.5% of the time at the 60% ‘trust level’, 75.0% at the 70% ‘trust level’, 

and 73.3% of the time at the 80% ‘trust level’.  When both persons agreed on the effect 

but differed on the delay selected, our method agreed with at least one of the persons 75.0% 

of the time, for every ‘trust level’.  Finally, when only one person detected an effect but 

the other detected an NDE, increasing the ‘trust level’ had only a slight effect increasing 

from 64.4% at the 60% ‘trust level’ to 65.8% at the 80% ‘trust level’.  In conclusion, the 

adjustment in sensitivity had no visible effect on the correct detection of the delay. 

 

The overall agreement in delay using our tool is not as good as the 90.9% achieved 

between persons (shown in Table 7.13 for the situations where both persons agreed on 

effect), but it is still high enough to be quite useful, especially given the automated nature 

of our method.  Collectively, this validation works shows that, when considering the 

delayed case, our method is able to find both the correct type of effect, and the correct 

delay, a significant percentage of the time.  Some insights and real-world results are 

presented in Section 7.6. 
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Metric Description 60% 70% 80% 

M4 % of time detected effect and delay, when 

2 persons found same effect and delay 

76.50% 75.00% 73.30% 

M5 % of time detected effect and delay, when 

2 persons found same effect but diff. delay 

75.00% 75.00% 75.00% 

M6 % of time detected effect and delay, when 

only one person found an effect 

64.40% 64.80% 65.80% 

Table 7.23   Metrics M4 to M6 at the 60%, 70% and 80% ‘trust levels’ 

 

7.5    Case Study Four – Comparison with Existing Techniques 

Having shown that our analysis method can accurately detect policy effects both when 

the effect is immediate or when it is delayed, we now turn our attention to a comparison 

of how well our approach performs against some of the more traditional statistical 

techniques that one would intuitively turn to when faced with this sort of problem.  Many 

of these traditional techniques, along with their shortcomings, have already been 

discussed in Section 5.4, on page 114.  For the sake of comparison, we set these 

shortcomings aside momentarily to allow for a direct comparison between these methods 

and our own method.  Note that, to ensure the fairest comparison possible for all 

methods, the optimum situation of no delayed effects was used in this case study.  To this 

end, we utilized the same dataset that was used in the first and second case studies.   

 

We once again applied the Goal Question Metric paradigm to structure our case study by 

first formally defining our goal:   
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GOAL: The goal of this case study is to compare the results that were produced by our 

method during the first and second case studies, against the results that were produced by 

some of the more traditional statistical techniques available.   

 

With this high-level goal defined, the following set of questions was formalized such that, 

when answered, shall satisfy the goal: 

 

QUESTION 1: Can our analysis method detect a higher proportion in the ‘percentage 

correct answer’ (P, N, or NDE), as what can be achieved when using the more traditional 

statistical techniques? 

 

QUESTION 2: Can our analysis method detect a higher proportion in the ‘percentage 

correct impact’ (P or N), as what can be achieved when using the more traditional 

statistical techniques? 

 

QUESTION 3: Can our analysis method produce a similar ‘percentage of impacts that we 

can trust’, or ‘trust level’, as what can be achieved when using the more traditional 

statistical techniques? 

 

One of the benefits of using our method is the ability to vary its sensitivity.  To ensure the 

fairest comparison possible with the other more traditional methods, we attempted to 

make them more sensitive as well.  The natural way to do this is to change the 

‘threshold’, or p-value, of each method so it returns a greater number of effects.  For each 
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of the traditional methods that were considered below, we calculated both a strong and a 

weak effect, corresponding to a p-value of 0.05 and 0.1, respectively.  This led to the 

following question: 

 

QUESTION 4: Does our analysis method provide results that are better than the more 

traditional statistical techniques, even when their significance levels, or p-values, are 

widened to increase the number of effects found? 

 

Finally, from the first case study, we saw that our method performed well even with a 

reduced number of data points present within a project.  This led to our final question: 

 

QUESTION 5: Does this characteristic (i.e., working well even with a reduced number of 

data points present), also exist for the more traditional statistical techniques? 

 

As in the previous case studies, now that our questions have been formalized, the set of 

metrics that can be used to answer them are defined: 

 

METRIC M1: The number and percentage of time that each method detected the correct 

answer P, N, or NDE (targeting Question 1). 

 

METRIC M2: The number and percentage of time that each method detected the correct 

impact P or N (targeting Question 2). 
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METRIC M3: The ‘percentage of impacts that we can trust’, or ‘trust level’, for each 

method, taken as the number of detected impacts that were correct (targeting Question 3). 

 

To answer Questions 4 and 5, we applied the same 3 metrics defined above to the 

traditional statistical methods using a reduced significance level (i.e., p-value at 0.1), and 

to our tool, respectively. 

 

As mentioned above, these traditional statistics methods were applied to the dataset that 

was used during the first and second case studies.  All of the traditional methods were 

executed using Minitab and the results recorded.  Table 7.24 contains a summary of the 

subsequent results, organized by statistical technique and significance level.  Again, the 

labels ‘strong’ and ‘weak’ correspond to the p-values of 0.05 and 0.1, respectively.  As 

stated, these significance levels were used to vary the sensitivity of each method, so that a 

fair comparison could be made with the results from our own method, which was 

designed to be as sensitive as possible, while still only highlighting a manageable number 

of effects.   
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Simple Linear Regression 
strong 75.4 42.0 76.9 

weak 78.9 52.7 75.4 

Multiple Regression 
strong 68.0 26.7 54.3 

weak 69.4 30.9 52.3 

Stepwise Regression 
strong 74.1 27.9 77.7 

weak 74.1 27.9 77.7 

Pearson Correlation 
strong 77.5 42.0 83.3 

weak 81.0 52.7 83.1 

Spearman’s Rho 
Correlation 

strong 73.5 30.5 75.5 

weak 76.0 38.2 76.9 

Kendall’s Tau Correlation 
strong 73.0 27.5 73.5 

weak 76.5 38.2 79.4 

Policy Analyst 
Original 60.3 77.9 44.3 

Policy Analyst 60%  
‘Trust Level’ 70.9 68.1 54.7 

Policy Analyst 70% 
‘Trust Level’ 80.8 72.6 70.2 

Policy Analyst 80% 
‘Trust Level’ 81.3 65.8 74.6 

Table 7.24   Policy analyst vs. traditional methods 
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From the table, one can see that our Policy Analyst (shown in the last four rows), 

achieves a comparable proportion of ‘correct answers’ as compared to the more 

traditional statistical techniques, especially when using thresholds to obtain certain trust 

levels.  Also, our method has significantly higher ‘percentage of correct impacts’ 

detected, compared to other methods.  Such an increase is not even possible by simply 

changing the p-value of traditional approaches.  The cost of achieving this higher 

‘percentage correct impact’, however, can be seen in the reduced ‘percentage of impacts 

that we can trust’.  One can see from the table that, as we increase the ‘percentage correct 

impact’ for our method, the ‘trust level’ decreases.  Such trust level may be lower than 

what can be achieved with traditional methods, for our original Policy Analyst (without 

thresholds), and when using thresholds at the 60% trust level.  However, when using 

thresholds corresponding to higher trust levels, our results are comparable to what can be 

achieved using traditional methods.  These findings support our initial decisions 

especially since each of these traditional techniques has shortcomings that make them 

less desirable to use on our problem, as was discussed at the end of Chapter 5. 

 

As a final validation step, we also looked at whether or not the other statistical techniques 

were as good as ours when dealing with fewer data points.  As was done in the first case 

study, we calculated the ‘percentage correct impact’ on the subset of projects containing a 

given maximum number of data points.  Table 7.25 shows these results.  In addition to 

the original results given from our method from Case Study 1, we also included an 

example of the results produced by our method while using the 70% thresholds from 
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Case Study 2.  This threshold was selected because it falls in the center of all thresholds 

that were explored, and seemed to be the most balanced choice from the results seen.  We 

can see from the table that, even right from the start with only 5 data points, our method 

is producing a ‘percentage correct effect’ of 32% and 55% for our non-threshold and 

threshold methods, respectively.  This is significantly higher than what the other methods 

are able to produce with this many data points.  In fact, we can see that our technique is 

consistently achieving above 50.0%, except in the case of 5 and 6 data points with our 

non-threshold version.  In the meantime, the other traditional techniques struggle to 

achieve such results, even with as many as 9 data points.  The Spearman’s Rho and 

Kendall’s Tau Correlations are especially problematic.   

 

As previously mentioned, satisfying the requirement of working well even when there are 

very limited data points, is especially valuable to our work due to the small datasets that 

are typically encountered during software development projects. Having the ability to 

accurately detect effects on these smaller datasets is essential for successfully tackling 

our problem, especially in the more complex case of delayed effects, where by the nature 

of the shifting process, we are typically left with very few data points to work with.
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Maximum 
# of Data 

Points 

% 
Correct 
Effect 

Original 

% 
Correct 
Original 
w. 70% 

Thresholds 

Linear 
Regression 

Multiple 
Regression 

Stepwise 
Regression 

Pearson 
Correlation 

Spearman’s 
Rho 

Correlation 

Kendall’s 
Tau 

Correlation 

strong weak strong weak strong weak strong weak strong weak strong weak 

5 
 

7/22 
(32%) 

12/22 
(55%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

0 
(0%) 

6 
 

13/32 
(41%) 

18/32 
(56%) 

4 
(13%) 

4 
(13%) 

0 
(0%) 

0 
(0%) 

6 
(19%) 

6 
(19%) 

4 
(13%) 

4 
(13%) 

0 
(0%) 

2 
(6%) 

0 
(0%) 

2 
(6%) 

7 
 

48/74 
(65%) 

48/74 
(65%) 

14 
(19%) 

14 
(19%) 

11 
(15%) 

12 
(16%) 

14 
(19%) 

14 
(19%) 

14 
(19%) 

14 
(19%) 

0 
(0%) 

2 
(3%) 

0 
(0%) 

2 
(3%) 

8 
 

69/110 
(63%) 

61/110 
(55%) 

22 
(20%) 

22 
(20%) 

22 
(20%) 

25 
(23%) 

19 
(17%) 

19 
(17%) 

22 
(20%) 

22 
(20%) 

0 
(0%) 

12 
(11%) 

0 
(0%) 

12 
(11%) 

9 
 

89/144 
(62%) 

87/144 
(60%) 

34 
(24%) 

44 
(31%) 

35 
(24%) 

42 
(29%) 

31 
(22%) 

31 
(22%) 

34 
(24%) 

44 
(31%) 

6 
(4%) 

18 
(13%) 

6 
(4%) 

18 
(13%) 

Table 7.25   Comparison of original results against traditional techniques 
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7.6    Real-World Results 

As promised, in this section we provide some insight into the real-world results that came 

out of this validation work.  As mentioned previously, this research was done using 

process data from an actual software development organization and, due to the intimate 

nature of such data, we provide as much detail here as possible while respecting the 

privacy requirements of the company.   

 

Recall the two example datasets that were given in Tables 2.2 and 2.3 in Section 2.6 

Real-World Examples.  The analysis of these two datasets produced several levels of 

results for each project, as was illustrated by the descriptions of each tab contained in the 

Policy Analyst tool shown in Figure 4.6.  At the highest level, the user is presented with a 

summary matrix showing the effect that each policy (shown on each row) has against 

each and every success indicator (shown on each column).  Figures 7.2 and 7.3 show 

these high-level result summaries for the datasets given in Tables 2.2 and 2.3, 

respectively.  

 

 

Figure 7.2 Results summary for analysis of Table 2.2  

      ------ Summary of Ranked Results ------- 
               Compatibility 

  OnSchedule   OnBudget   Progress 

   IssuesLogProduced    NDE   NDE  NDE 

   ProcessAdherence    N2   P4  NDE 

   MonthsSkipped       NDE   NDE  NDE 

   PolicyNoErrors    NDE   N  N 

   CompatibilityProgress P3   NDE  N/A    
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Figure 7.3 Results summary for analysis of Table 2.3 

 

As one can see, only the variable names are used as defined in Table 2.1.  For 

convenience, this table along with descriptions is reproduced here as Table 7.26.  The 

relationships shown are either N for negative effect, NDE for no detected effect, or P for 

positive effect.  The number following the effect, if present, indicates a delayed effect 

consisting of that many time periods, in our case months.  For example, in Figure 7.3, one 

can see that process adherence seems to be negatively affecting the schedule of the 

following month.  As mentioned earlier, sometimes a variable can double as a policy and 

a success indicator.  In such cases, the comparison relationship between them is recorded 

as an N/A. 

 

 

 

 

 

 

      ------ Summary of Ranked Results ------- 
                   Compatibility 

 OnSchedule   OnBudget   Progress 

EntriesMissing    N1   P2  P    

   ProcessAdherence    N1   P2  P 

   PolicyNoErrors    P4   P  P 

   CompatibilityProgress N1   NDE  N/A       
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Name Description Code 

Schedule Success  
Indicator Index  

Enables monitoring of schedule, which can be 
modified as long as changes are approved and 
proper funds are provided.  Score is penalizes if 
schedule changes without corresponding budget 
increases. 

OnSchedule 

Budget Success  
Indicator Index 

Used to monitor how well the project is 
progressing with respect to allotted resources. OnBudget 

Compatibility 
Spending  

Progress Index 

Helps to ensure progress consistency through 
checking that the percentage increases in 
completion match the percentage increases in 
budget expenditure. 

CompatibilityProgress 

Project Plan 
Index 

Assigned the value of 1 if project plan is 
completed before the defined deadline.  This is an 
example of a policy that is only set once and never 
deviates.  For our purposes, such policies are 
removed from analysis as they do not vary.  
Future work shall include analyzing such policies 
for differences across similar projects. 

ProjectPlanComplete 

Status Report  
Produced Index 

Used to monitor that necessary status reports are 
produced at the required frequency. StatusReportProduced 

Issues Log  
Produced Index 

Used to monitor that issues are properly 
recorded. IssuesLogProduced 

Risk 
Management  

Log Index 

Tracks that a log continues to be used and risk is 
recorded. RiskManagementLog 

Entries Missing  
Approval Index 

Used to flag instances where changes were done 
without appropriate approval. EntriesMissing 

Milestone 
Invoice  

Submitted Index 

Used to monitor invoicing activity at key 
deliverable deadlines as a way to ensure proper 
milestone management. 

MilestoneInvoice 

Process 
Adherence Index 

Monitors the level of adherence to general 
development processes. ProcessAdherence 

Contracts Index 

Ensures that a signed contract exists before 
starting work.  Similar to the project plan index, 
this check is done once up front and does not 
change again. 

ContractsExist 

Months Skipped 
Index 

Tracks instances where progress was not recorded 
properly the previous month. MonthsSkipped 

Policy No Errors 
Index 

Used as a mechanism to track thoroughness. 
Begins at 1 and is penalized for mistakes in 
reporting. 

PolicyNoErrors 

Table 7.26   Industry policies and success indicators 
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For the first example given in Figure 7.2, one can see from the entries that OnSchedule 

has 2 effects of interest associated with it, OnBudget has 2 effects of interest, and 

CompatibilityProgress has 1 effect of interest.  For more insight into these effects, one 

can go to the next level down into the detailed results, which provides an indication of 

how strong the effect is.  Figure 7.4 contains detailed results for the success indicator 

OnSchedule, and Figures 7.5 and 7.6 follow shortly with detailed results for OnBudget 

and CompatibilityProgress. 

 

 

Figure 7.4 Detailed results for analysis of OnSchedule from Table 2.2 

 

One can see from Figure 7.4 that CompatibilityProgress appears to be having a positive 

effect on OnSchedule.  However, only 3 out of 4 underlying methods agree, and the 

effect is found 3 months into the future.  Our experience with delays tells us that the 

      Summary for Success Indicator OnSchedule 
      Kendalls W Co-efficient for OnSchedule: 0.3785714285 

Average Random W: 0.2504731428 

Percentage of random results as good as our result: 18.14% 
 

Positive: 

CompatibilityProgress (3/4)  (delay 3) 
 

Negative: 

ProcessAdherence (3/3)  (delay 2)(next best 1) 
 

No detected effect:  

MonthsSkipped  

PolicyNoErrors 

IssuesLogProduced 
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further out a delay goes, the weaker or less sure the effect becomes.  Consequently, such 

effects should be subjected to even more scrutiny with respect to additional monitoring 

and investigation.  ProcessAdherence seems to have a negative effect on the success 

indicator OnSchedule with agreement from 3 out of 3 underlying methods.  This effect is 

delayed by 2 months with a second, slightly weaker, delayed effect being found at only 1 

month into the future.  The other policy variables MonthsSkipped, PolicyNoErrors, and 

IssuesLogProduced all appear to have no detected effect.   

 

Policies having no detectable effect (like MonthSkipped, PolicyNoErrors and 

IssuesLogProduced above) are especially interesting in Agile development processes 

which aim to be lean and quickly adaptable to evolving environments [BBB16].  In such 

cases, knowing what practices are not really helping development outcomes is valuable 

so that teams can focus their limited time and resources on the things that are making a 

difference.  Again, caution must always be taken because of the dynamic nature of 

development environments as it could be the case that a policy does not work consistently 

across all circumstances, which are subject to change as time goes along.  For example, 

perhaps MonthsSkipped is very important to the outcome of a project when the project is 

very small or very large, but loses importance on a medium-sized project that may have 

just the right amount of intra-team connections.  In such situations, a team may get away 

with not tracking progress as thoroughly because that information is more top-of-mind 

already due to effective communication relationships. 
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Finally, all of these effects can be put into context using the Kendall’s W Coefficient as 

described in Section 5.3.  Based on our experience, any W Coefficient that is less than 0.5 

is low and could indicate increasing instability.  In our case, the W Coefficient is only 

0.379 which is only marginally better than what the randomly generated lists achieved 

with 0.250. This indicates that the agreement between all of our techniques may not be as 

strong as we would prefer.  However, a further metric that may provide some comfort is 

the percentage of random results that are as good as our result which is also low at 

18.14%.  This indicates that our score is actually on the high end but that any decisions 

made based on these results should be taken with caution. 

 

In Figure 7.5, one can see that results for success indicator OnBudget are much stronger 

with a Kendall’s W Coefficient of 0.679.  Stability is also much stronger in this case 

since the percentage of random results that are as good as our results is less than 1%.  

ProcessAdherence seems to have a positive effect on the success indicator OnBudget, 

with a delay of 4 months and agreement from 3 out of 3 techniques.  PolicyNoErrors 

appears to have a negative effect on indicator OnBudget, with an agreement from only 2 

out of 3 techniques.  Consequently, this is considered a slightly weaker effect and should 

be subjected to closer examination. Finally, policies MonthsSkipped, 

CompatibilityProgress, and IssuesLogProduced appear to be having no detected effect.  

Note this is the second time that MonthsSkipped and IssuesLogProduced are found to be 

noncontributing policies for the current outcomes of interest in this particular project. 
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Figure 7.5 Detailed results for analysis of OnBudget from Table 2.2 

 

In Figure 7.6, one can also see a strong Kendall’s W Coefficient of 0.65 and a very low 

percentage of random results that are as good at less than 1%.  The only detected effect is 

a negative one with 3 out of 3 techniques agreeing that PolicyNoErrors is having an 

adverse effect on CompatibilityProgress.  No detected effects were found with policies 

ProcessAdherence, MonthsSkipped, or IssuesLogProduced.     

 

Summary for Success Indicator OnBudget 
   Kendalls W Co-efficient for OnBudget: 0.6785714285 

Average Random W: 0.25068978571 

Percentage of random results as good as our result: 

0.526% 
 

Positive: 

ProcessAdherence (3/3)  (delay 4) 
 

Negative: 

PolicyNoErrors (2/3)  
 

No detected effect:  

MonthsSkipped 

CompatibilityProgress  

IssuesLogProduced 
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Figure 7.6 Detailed results for analysis of CompatibilityProgress from Table 2.2 

 

In summary, MonthsSkipped and IssuesLogProduced appear to be noncontributing 

factors to the outcomes of interest.  PolicyNoErrors appears to be having a negative effect 

on OnBudget and CompatibilityProgress, and no detected effect on OnSchedule.  

CompatibilityProgress, which can double as a policy or a success indicator, appears to be 

having a positive effect on OnSchedule but no detected effect on OnBudget.  Finally, 

ProcessAdherence may be having a negative effect on OnSchedule, a positive effect on 

OnBudget, and no detected effect on CompatibilityProgress.  This is a situation where 

one really needs to weigh the different aspects of effect strength to decide whether or not 

it is worth taking action on the ProcessAdherence.   

 

 

      Summary for Success Indicator CompatibilityProgress 
      Kendalls W Co-efficient for CompatibilityProgress: 0.65 

Average Random W: 0.24989192857 

Percentage of random results as good as our result: 

0.769% 
 

Positive: 
 

Negative: 

PolicyNoErrors (3/3)  
 

No detected effect:  

ProcessAdherence  

MonthsSkipped 

IssuesLogProduced 
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A further level of analysis exists that should provide the insight necessary in these 

situations.  Each of our four techniques creates a global list of scores for every pair of 

variables.  Figure 7.7 contains the list of scores for the current project dataset that were 

generated by the standard deviation analysis.  A similar list of scores would be created for 

our modified regression, satisfaction, and trend analysis techniques.  Scanning this list 

and the distribution of scores for each success indicator provides context for evaluating 

the strength of an effect.  

 

 

Figure 7.7 Global scores for standard deviation analysis 

 

 

      ------Standard Deviation------ 

OnSchedule IssuesLogProduced -64.0 (delay 2)(next best 1) 

OnSchedule ProcessAdherence -64.0 (delay 2)(next best 1) 

OnSchedule PolicyNoErrors -62.222222222 (delay 3)(next best 2) 

OnSchedule MonthsSkipped -6.666666666666666 

OnSchedule CompatibilityProgress 53.33333333333334 (delay 3) 

 

OnBudget PolicyNoErrors -53.33333333333333 

OnBudget MonthsSkipped 10.0 (delay 4)(next best 3) 

OnBudget IssuesLogProduced 40.0 (delay 4) 

OnBudget ProcessAdherence 40.0 (delay 4) 

OnBudget CompatibilityProgress 46.66666666666667 

 

CompatibilityProgress PolicyNoErrors -73.33333333333333 

CompatibilityProgress IssuesLogProduced -60.000000000000014 

CompatibilityProgress ProcessAdherence -60.000000000000014 

CompatibilityProgress MonthsSkipped 8.333333333333332 
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In this case, the standard deviation analysis technique has generated scores ranging from  

-64 to 53.33 for OnSchedule, -53.33 to 46.66 for OnBudget, and -73.33 to 8.33 for 

CompatibilityProgress.  When looking at, for instance, the PolicyNoErrors policy against 

any of these 3 success indicators of interest, not only are the scores provided exclusively 

negative, but the absolute values are on the high end of the observed ranges of each 

success indicator.  Recall from Figures 7.4, 7.5, and 7.6 that this result is consistent for 

OnBudget and CompatibilityProgress, but inconsistent for OnSchedule where 

PolicyNoErrors was found to have no detected effect.  The reason for this inconsistency 

is either that, fewer than half of all techniques detected a result, or one of the other 

techniques reported a conflicting positive effect. This is a good example of why one 

should not judge an effect based on a single technique.  It is the combination of all 

techniques that provides the most reliable result.  One can examine similar lists of global 

scores for the other 3 analysis techniques given in Chapter 5.   

 

A final level of analysis exists as all of the parameter values that contributed to the 

scoring mechanisms of each technique are stored for later inspection.  These parameter 

values are stored in xml format and may provide additional insight into possible effects 

given that the user has enough experience with the tool to understand the normal 

distribution of values.  Going to this depth, however, would require significant time and 

expertise on the project manager’s behalf.   
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Similar insights can be found by inspecting the results for the second example given in 

Figure 7.3.  For completeness, Figures 7.8, 7.9, and 7.10 contain the detailed results for 

success indicators OnSchedule, OnBudget, and CompatibilityProgress, respectively. 

 

 

Figure 7.8 Detailed results for analysis of OnSchedule from Table 2.3 

 

      ------Summary for Success Indicator OnSchedule 
      Kendalls W Co-efficient for OnSchedule: 0.5875 

Average Random W: 0.2500917500 

Percentage of random results as good as our result: 

3.4290000000000003% 
 

Positive: 

PolicyNoErrors (2/3)  (delay 4)(next best 2) 
 

Negative: 

EntriesMissing (3/3)  (delay 1) 

ProcessAdherence (3/3)  (delay 1) 

CompatibilityProgress (3/4)  (delay 1) 
 

No detected effect: 
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Figure 7.9 Detailed results for analysis of OnBudget from Table 2.3 

 

 

Figure 7.10 Detailed results for analysis of CompatibilityProgress from Table 2.3 

 

      ------Summary for Success Indicator OnBudget 
      Kendalls W Co-efficient for OnBudget: 0.5125 

Average Random W: 0.25068262499 

Percentage of random results as good as our result: 

7.313% 
 

Positive: 

PolicyNoErrors (2/3)  

ProcessAdherence (3/3)  (delay 2) 

EntriesMissing (3/3)  (delay 2) 
 

Negative: 
 

No detected effect:  

CompatibilityProgress 

      Summary for Success Indicator CompatibilityProgress 
      Kendalls W Co-efficient for CompatibilityProgress: 0.7875 

Average Random W: 0.2506652500 

Percentage of random results as good as our result: 

0.23800000000000002% 
 

Positive: 

ProcessAdherence (2/3)  

EntriesMissing (2/3)  

PolicyNoErrors (3/3)  
 

Negative: 
 

No detected effect:  
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Having multiple projects to analyze is beneficial as it presents the opportunity to compare 

effects across them to check for similarities.  For example, one can see that 

ProcessAdherence, which was found to have a negative effect on the success indicator 

OnSchedule in example 1, is also having a negative effect on example 2 (see Figure 7.8).  

Not only was the effect negative in both cases, but the delay was the same as well.  In the 

first example, the delay was shown to be at 2 months with the next best delay being at 1 

month.  In the second example, the delay was found to be at 1 month.  Such similarities 

strengthen our findings and our confidence that the effect is real. 

 

One can also see from the above results an instance of a contradictory effect.  In example 

1, PolicyNoErrors was highlighted for showing a weak negative effect on OnBudget, 

with agreement from 2 out of 3 methods.  Conversely, in example 2, PolicyNoErrors 

showed a weak positive effect on OnBudget, with agreement again from 2 out of 3 

methods.  In both cases, these were weak effects, and the fact that they also contradict 

one another is an indication that this policy is likely having no detected effect on the 

success indicator.  While the detection of weak effects can still be valuable, they should 

be supported by additional evidence, and certainly not contradict each other. 

 

This strategy of looking across projects for similarities can be extended across all 

available projects as well.  Table 7.27 contains effect summaries for all policy variables 

against each success indicator.  Each cell contains three numbers separated by hyphens 

representing the number of times an effect is found to be negative, no detected effect, and 
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positive, respectively.  Note that the total of each cell varies since not all policies are 

represented in each project. 

 

 
 OnSchedule 

(N-NDE-P) 
OnBudget 

(N-NDE-P) 
CompatibilityProgress 

(N-NDE-P) 

StatusReportProduced 0-2-0 2-0-0 1-1-0 

IssuesLogProduced 1-4-0 2-2-1 3-2-0 

RiskManagementLog 1-1-0 0-0-2 2-0-0 

EntriesMissing 1-3-0 2-2-0 1-1-2 

MilestoneInvoice 0-2-1 2-1-0 1-0-2 

ProcessAdherence 4-19-0 5-17-1 4-16-3 

ContractsExist 0-7-1 1-4-3 3-5-0 

MonthsSkipped 0-9-0 1-7-1 1-7-1 

PolicyNoErrors 2-12-1 2-12-1 1-8-6 

CompatibilityProgress 4-16-3 9-6-8 N/A 

Table 7.27   Counts of projects where each type of effect was identified 

 

Looking again at the ProcessAdherence policy, which had a negative effect on 

OnSchedule for both of the above examples, one can see that overall, in most projects no 

detected effect was found (i.e., 4-19-0).  When an effect was detected, however, it was 

always negative thus supporting the above findings.  This is a situation where additional 

exploration of the characteristics specific to each project would be encouraged to help 

differentiate those 4 projects which had a negative effect, from the 19 which did not (e.g., 

project duration, team size, etc.).  For example, it could be that the 4 projects that showed 

an effect were all of similar size, different from the other 19 projects.  In our case, we 

were unable to find a common characteristic to explain these differences.  It is possible 
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that such differences do exist, but were just not visible in the data that was available to 

us.  For example, the 4 projects could have in common that they used a different process 

or governance framework, or that they were from a particular project domain (e.g., 

Business & Enterprise, Communications, Science & Engineering, etc.6 ). 

 

In the case of the contradictory effect discussed above relating to PolicyNoErrors and 

OnBudget, when looking across all projects, most had no detected effect (2-12-1).  In 

fact, besides the two examples above, there was only one other project in which an effect 

was found.  In this case, since most projects found no detected effect (and the ones that 

did find an effect detected only a weak one), and that there really is not a clear tendency 

one way or the other for the type of effect present when one is found, it can be safely 

assumed that the policy has no detected effect on budget in general. 

 

In addition to the two examples above, there are several other interesting results that can 

be seen in Figure 7.27.  One of which is CompatibilityProgress which stands out as 

having conflicting results across projects.  Recall that CompatibilityProgress is a special 

variable here as it can be considered both a success indicator, and a policy itself 

contributing to other success indicators.  As a policy, there is definitely cause to inspect 

the underlying levels of analysis since it is appears to be having a frequent but 

contradictory effect on both OnSchedule (4-16-3) and OnBudget (9-6-8).  As a success 

indicator, one can see from the table that PolicyNoErrors appears to have a positive effect 

on a high proportion of projects (1-8-6).  Since there are a significant number of effects 

present, even though contradictory, these insights should trigger further follow-up 
                                                 
6 Application domain categories taken from Sourceforge website https://sourceforge.net/directory 
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exploration by the project manager to identify why the practices are affecting projects 

differently. 

 

In general, looking at each success indicator in turn, and only considering those policies 

that had an effect 25% or more of the time, we can highlight additional policies that are 

having a negative, or a positive effect.  OnSchedule, for example, seems to be negatively 

affected by RiskManagementLog and EntriesMissing.  Conversely, it seems to be 

positively affected by MilestoneInvoice. The OnBudget success indicator appears to be 

negatively affected by StatusReportProduced, EntriesMissing, and MilestoneInvoice, and 

positively affected by RiskManagementLog.  

 

One surprising observation of the above results was the number of cases where no effects 

were detected.  This could be due to the fact that most of the policy data provided for this 

study was managerial in nature.  It may be that managerial practices are less likely to 

show an effect, but should be looked at closely when they do.  Caution should be taken 

before removing a practice, though, since the absence of a detectable effect does not 

mean that a practice is not important.  As an example, consider the MonthsSkipped policy 

which decreases when the manager chooses not to submit data for a particular month. 

While this policy appears to have no detected effect (i.e., skipping reporting doesn’t seem 

to matter and thus it should not act as a warning that the project is in trouble), such 

practices are well known to be foundational to any measurement program and should not 

be removed for risk of compromising the many benefits of such programs. 
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It is the hope that the analysis results summary, underlying details, and across project 

views will be of interest to project managers, many of whom are often disappointed with 

trivial findings arising from the common disconnect between academic and real-life 

practicality [Shu14].  The process given above, of investigating each individual project 

and then looking for both consistencies and inconsistencies across projects, should 

provide the manager with the opportunity to quantitatively evaluate and improve their 

development process.  The validation work presented here, along with the interesting 

findings discussed above taken from analyzing real-world project data, shows the 

practicality and usefulness of having such a method.  

 

7.7    Threats to Validity 

The above case studies have shown that the novel method presented in this thesis works 

and produces results that are better than traditional approaches for our area of focus.  This 

section highlights some threats to validity that could jeopardize the efficacy of our 

results.  These threats are separated into internal and external validity where internal 

validity refers to anything that might impact the relationship between independent and 

dependent variables, or cause and effect, and external validity refers to anything that 

might impact the ability to generalize our results to other environments or organizations 

[PeG13]. 

 

7.7.1    Internal Validity 

The greatest limitation with our method is its inability to definitively isolate the effects of 

a policy against a particular success indicator (i.e., quality, time, budget, or morale).  This 
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limitation is due to the sheer number of largely unknown factors that are at play at any 

given time that can impact project outcomes.  Things like team changes, personnel 

experience, shifting priorities, incorrect task estimates, to name a few, can all impact 

project outcomes from outside of the policies being monitored.  Even the personal stress 

level of software developers, for example, has been shown to negatively affect code 

quality [MuF16].   

 

It is impossible to capture information on all possible variables which makes it 

impossible to analyze them.  One can attempt to mitigate this risk by recommending 

further investigation be done on any effect before making a decision based on it.  By 

investigating further, it may be possible to detect whether or not, for example, the level of 

stress was different during a particular time period as compared to normal.  This 

additional information provides essential context around the detected effects before 

making decisions. 

 

While we acknowledge the limitation of being unable to isolate effects, our method is 

still capable of providing valuable insight into the policies currently in use, provided that 

the data varies enough.  If a policy does not vary at all, or only varies very little, the 

effect of it cannot be isolated by any method.  Again, such insight can be confirmed 

through additional investigation.  If a relatively strong effect is consistent across projects, 

it should provide confidence when using that effect to inform decisions.  Regardless, it 

has been shown that in many situations, a human is still recommended to make sense of 

the evidence, drawing certain connections on the data to grasp the underlying meaning of 
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the results [ArV09].  That is, it is possible that an effect may not be sure, or even correct, 

but a manager may still understand why the results are indicating certain effects.  Such an 

exploratory approach of considering possible weaker effects is encouraged in [Rot90, 

WaL16]. 

 

The other threat to validity is the use of multiple hypotheses, or performing multiple 

comparisons within the same dataset.  There are two competing philosophies on the use 

of multiple hypotheses.  Young and Karr are adamantly against using multiple 

hypotheses and even make the controversial statement: "Any claim coming from an 

observational study is most likely to be wrong [YoK11]."  They believe that 

observational studies are not replicable and this, paired with publication bias where we do 

not see negative studies, is threatening the validity of research.   

 

While having a priori hypothesis is preferred, there are indeed disciplines that search for 

multiple effects within the same dataset as a standard course of action.  Take for example, 

the study of genomics where millions of single nucleotide polymorphisms or SNPs 

(pronounced snips) are tested to help scientists locate genes associated with disease 

[GAH15, RSR08].  In this case, there are roughly 10 million SNPs in the human genome.   

 

Kenneth Rothman, an epidemiologist, argues that no adjustments are needed for multiple 

tests [Rot90]. In his opinion, nature is not random and making adjustments to avoid 

chance will lead to errors in interpretation.  He also points out that researchers should not 

be so reluctant to explore possibilities because they may turn out to be false, at the risk of 
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missing important findings.  Finally, biostatistician Brian Caffo states that there is 

nothing intrinsically wrong with using multiple hypotheses, as long as you acknowledge 

that you are using multiple hypotheses [CLP15], and adjust for it accordingly.   

 

In our case, we acknowledge the use of multiple hypotheses and use our ensemble of 

different approaches that work together to percolate up the strongest effects.  This, paired 

with our recommendation to perform further investigations on any effects that may drive 

decisions, minimizes the potential for taking action on a false positive.  Again, following 

the advice in [Rot90, WaL16], we embrace the idea of chasing down effects even if they 

may turn out to be false positives in the end. 

 

Another possible threat to validity pertains to the use of the Likert Scale, which is very 

common in academic research [ChR09].  This scale provides a useful way to collect 

qualitative data on questions that are difficult to measure, or sensitive to answer.  While 

very popular, there are some known issues related to its usage.  Typically the response 

variable under study is continuous but the Likert Scale only provides a discrete 

representation that limits the information gathered and the analysis that follows.  It also 

does not capture very well the situation where someone has sufficient knowledge but has 

not drawn an opinion, or visa versa, where someone has an opinion but lacks sufficient 

knowledge.  We accept these limitations for our current work which yielded acceptable 

results, but acknowledge that there are versions of the Likert Scale that attempt to address 

these issues by using a continuous scale of evaluation [ChR09]. 
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The remaining two threats to validity pertain directly to our data.  First, the results from 

our ensemble method were compared to ground truth data which was manually labelled 

through a long, subjective, and thus quite error-prone process.  This risk was mitigated by 

having more than one person doing the manual labelling to ensure nothing was missed 

and to detect even the cases that were only borderline effects.   

 

Second, we were fortunate enough to be given existing data to analyze as part of our 

third-degree case study.  While the data suited our needs perfectly, it needs to be 

acknowledged that the data was not collected specifically for the purposes of this 

research work.  Consequently, we do not have a measure of completeness or correctness 

for this existing data.  There were, however, many data files provided and we were able 

to communicate with the owners of the data to clarify certain situations that did not make 

sense, which gave us a good understanding and confidence in the quality of data used. 

 

7.7.2    External Validity 

The first threat to external validity is that the method presented in this thesis was 

developed using data from a single organization.  Consequently, we cannot know for 

certain whether or not our method will generalize across development environments.  

While this cannot be helped, we did attempt to mitigate this risk by studying multiple 

projects of various sizes (with team size ranging from 1 to 18) and budgets (with funding 

ranging from $10,000 to over $6.5 million).  Further, when effects were found, we looked 

across projects to see if the effects made sense.  In our experience, our method behaved 
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consistently across projects.  Replications of our research are, however, still necessary to 

confidently apply our techniques in other environments. 

 

Another similarly related limitation surrounds our choice of weights used when creating 

our ranked scores.  The rationale behind our weights is discussed in Chapter 5 and, in our 

case, worked to good effect.  However, it could be the case that these may need to change 

depending on the data encountered in the future.   When choosing weights, it is important 

follow an articulable process to ensure that the resulting weights are defendable.  While it 

is true that even the most accepted parameters can be labelled arbitrary [WaU16], as an 

engineering discipline, we are responsible to stand behind our choices. 

 

The final threats to external validity pertain to possible differences in policy variations 

across environments.  It is possible that there are some environments where policies are 

followed more faithfully than others, perhaps where certain labour laws apply, or with 

very mature projects.  In such cases, the techniques presented here would be more 

difficult to apply since we require a certain level of variation in order to detect effects.  

While we believe that it would be unlikely to find an environment with little to no policy 

variation at all, in such cases we may be able to detect variation in the actual practices 

followed to allow for optimization to occur at a lower level.  It is also possible for effects 

to be hidden or obscured if some team members adhere to a policy completely, while 

others ignore the policy altogether.  To ensure this situation does not go unchecked, we 

recommend as part of further investigation before making a decision on an effect, to 

check the underlying data of each contributing individual. 
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7.8    Summary 

In this chapter, we have demonstrated that our method does indeed produce accurate 

results when compared with a manual approach.  Further, when used in practice, the 

results are shown to be meaningful and can be produced in a timely manner.  Our 

validation work presented in this chapter follows a case study approach utilizing real 

process data from an actual software development company.  Due to the limitations that 

are inherently present in real-life projects, our analysis method takes a heuristics based 

approach to highlight the areas that are in need of further investigation.  While not perfect, 

having the ability to flag potential areas of concern takes us considerably further than 

what was previously possible.   

 

Four case studies were presented to illustrate the effectiveness of our method for: (1) the 

analysis of policies where effects are immediate, (2) the analysis of policies where effects 

are immediate with the addition of sensitivity thresholds, (3) the analysis of policies with 

delayed effects, and (4) a comparison against the results produced by other more 

traditional methods.  In all four case studies, our method successfully satisfied the 

defined goals, and produced accurate results that were as good as manual approaches and 

better than traditional approaches. In general, the results from our tool were consistent 

with those found during the manual labelling process.  Further, several interesting 

examples were shown validating that our method has the ability to surface both clear and 

more subtle effects that would otherwise go unnoticed.  This work provides the project 
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manager with the ability to perform further, targeted investigation where it counts the 

most. 

 

The solution presented in this thesis thus satisfies all of the non-trivial requirements 

defined in Chapter 1, and provides a practical means of evaluating the all-important set of 

policies that anchor the software development process. 
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Chapter 8: Conclusions 

This chapter summarizes our research work and presents a brief discussion highlighting 

the significant contributions made to our area of study.  This thesis is concluded with a 

discussion of the key lessons learned and an outline of the promising areas of future 

work. 

 

8.1    Summary 

During the course of this thesis work, a comprehensive set of supporting tools and a 

solution method was developed for evaluating the set of policies being followed during 

the software development process.  The supporting tools allow for the unobtrusive 

selection, collection and monitoring of policy satisfaction data and success indicator data, 

both of which are then consumed by the analysis techniques within the analysis tool.  In 

addition to providing data for analysis, the supporting tools also provide timely value in 

the form of an early warning mechanism capable of revealing when conditions within the 

development environment begin to change.  

 

Analysis capability is provided by our analysis method that consists of several individual 

techniques whose results are combined into a final solution.  Our method of analysis 

allows us to compare quality indicators against policy satisfaction data that is collected 

using the practices outlined in [Tas06].  Several complexities were encountered and 

overcome, including dealing with the limited amount of data available for each policy 

variable, the delayed effects of policy changes, and the need to have results in a timely 

fashion.  Our method addresses all of these issues to provide policy recommendations in 
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a highly consumable format, ensuring that the value of the recommendations is as high as 

possible.  All of the developed methods are implemented with corresponding tool support 

to minimize human effort and increase the likelihood of successful adoption. 

 

Finally, we have validated our work through a series of case studies utilizing actual 

industry process data obtained from a leading Canadian business-solutions provider.  

These case studies demonstrate the superiority of our multi-technique approach over the 

more traditional single-technique approaches.  We highlight both the importance of our 

contributions and present several interesting lessons learned, in the following two 

sections. 

 

8.2    Contributions 

In this thesis, we have developed an innovative method that allows an organization to 

evaluate their set of software development policies to determine which ones are 

potentially having an effect on process outcomes.  We are able to accomplish this without 

having to resort to time consuming analysis on each individual policy, which is the 

typical approach used in other related work (see Section 3.2).  That is, the analysis can be 

performed across the entire policy set even with the limited amount of data that is 

characteristic to most software development projects.  In addition, our method is able to 

take into consideration when a change to a policy results in a delayed effect on the 

process outcome.  All of these capabilities are provided along with the necessary tool 

support to ensure its application is as unobtrusive as possible, minimizing any extra effort 

required in its adoption.   
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Our method is also compatible with most process and governance frameworks that rely 

on policies for guidance and support [Per01, CWY08].  In fact, when applied iteratively, 

our method fits nicely within any framework that relies heavily on feedback loops to 

continually refine their processes [Kru03].  Applying our method periodically throughout 

a project provides near-immediate feedback to help highlight discrepancies in the process 

model.  This feedback should help companies avoid, or at least reduce, reactionary 

measures that often arise when deviations are found after the process is underway.  In 

addition to providing a practical way for companies to adapt quickly to ever-changing 

environments, our method and tool support complements formal measurement programs 

[BaM92].  We have discussed the possibility that only a minimal set of measures for each 

success indicator may be required, and the collection of such measures can often be 

automated.  Consequently, the adoption of this method can be used to facilitate and 

anchor a longer-term process improvement and measurement program, where many 

additional improvement opportunities may be identified.   

 

This work, as it pertains to the evaluation of software development policies, addresses a 

significant gap in the existing research and is a timely contribution given the recent call 

for quantitative statistical process control in the area of software process [CDD08, 

CSR08].  Our method produces results that are as meaningful and accurate as what can be 

achieved with manual analysis; all with minimal impact to company resources.  This will 

be of particular interest to managers wishing to identify and focus resources on the 

practices that positively affect the development process.  Ineffective policies may be 
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identified and either discarded or modified to better fit the existing context, thus 

facilitating their increased effectiveness.  This is a significant advancement that addresses 

a real need and demonstrates strong potential for further research and industry use.  To 

our knowledge, this is the first such method that brings this level of sophistication to our 

specific problem of study. 

 

8.3    Lessons Learned 

During the course of this work, we have gained valuable insight into several aspects 

relating to the use of software development policies.  One of the most significant lessons 

learned is the realization of just how important policies are to a successful software 

development process.  Policies are the linchpins for both process and governance 

frameworks, and capture the essence of what we know, and what we think we know, 

about the best way to develop software.  Empirical research, industry best practices, 

company guidelines, and previous experience can all be distilled down into policy form 

in an effort to provide guidance along the path towards achieving a successful outcome.  

It is the policy then, rather than the process or governance framework that demands the 

most attention and, until now, it has received little attention in the way of available 

quantifiable methods that are able to evaluate their effectiveness.  Through our work, we 

have determined that not only do policies demand more attention, but they should 

become central to any quantitative statistical process control effort.  This new focus 

makes possible an entirely new level of process understanding, enabling higher quality, 

evidence-based management decisions. 
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Along with the discovery of just how important a role policies play, it was also 

discovered how difficult they are to evaluate.  This is likely why there has been very little 

work done to date on the evaluation of policies.  Evaluating policies is very challenging.  

Indeed, it is sometimes unclear if there is an effect or not and sometimes, the result can 

be subjective since even people may not agree on the effect.  This work takes us a step in 

the right direction towards building even better solutions that address the evaluation of 

software development policies. 

 

Another important lesson learned during this research is that context matters 

significantly.  Most industry case studies that promote the use of a particular best practice 

typically leave out essential contextual information regarding the characteristics of the 

development environment that were critical to its success.  Software development 

environments are constantly evolving and present ever-emerging conditions.  A policy 

that is considered a best practice in one situation may be a costly burden in another.  

Sometimes a particular policy may still be applied but needs to be modified slightly to 

achieve the desired effect.  Having the ability to adapt best practices to the current 

context may very well be one of the biggest keys to success. 

 

Still another interesting insight relates to the level at which a policy is written.  As a 

strategy to deal with the potentially large number of policies in use, it is beneficial to 

avoid extremely prescriptive policies of which there could be hundreds.  Instead, it is best 

to write policies at a higher-level in such a way that they embody the spirit of what an 

organization wishes to capture and convey.  Focusing on these high-level policies allows 
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us to avoid the definition and subsequent management of too many low-level prescriptive 

policies, which attempt to detail exactly how employees are to behave.  This is also in 

line with the principles outlined in typical governance models, where it is recommended 

to define policies first at the broadest level and then only address smaller issues as 

needed.  This allows an organization to set boundaries on certain activities and behaviors 

while avoiding policies that dictate how an employee should actually do something.  It is 

far more beneficial, rather, to simply define limitations on what cannot be done and leave 

the employee with the opportunity to be creative in finding the best, most innovative 

solution.  If a problem occurs, it is best to check the set of high-level policies to see if the 

required principles are already captured in an existing policy.  If so, action can be taken 

to make changes to the existing policy to make it more effective instead of creating a new 

prescriptive policy.  In Zhang et al. [ZLW05], the authors describe an approach consistent 

with this notion where managers articulate their objectives as high level policies and then 

define lower level policies as necessary to help achieve them. 

 

8.4    Future Work 

Throughout this thesis work we have identified several opportunities for future research.  

These promising opportunities can be categorized into three distinct areas, which are 

expanded upon within the rest of this section.  The first area that will be discussed 

pertains to the different organizational contexts in which our method can be applied.  The 

second area to be explored pertains to the enhancements that can be made to the method 

itself.  Finally, the third area of future improvement pertains to an assortment of items 

including the introduction of new policies that are introduced after the development 
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process has already been enacted, improvements to the underlying questionnaires, and the 

application of our method to other non-software engineering disciplines. 

 

The first area relating to organizational context pertains to the application of our method 

at different project levels.  For example, so far this thesis has focused on the analysis of 

data within a single project as the working example to illustrate the utility of our method.  

While this is certainly the most common scope of application, it is possible to apply our 

method in an across-project analysis, targeting policies that are evaluated only once 

during the entire lifecycle of a project (e.g., whether or not a proper project plan was 

created or not).  Policies such as these may have only a single data point but can be 

combined with data points from other similar projects in which the same policy was used 

to give enough data to analyze their general impact.  In this case, the weeks of our dataset 

are simply replaced by projects (where each project’s policies are evaluated only once) 

and we apply our method as described above, with the exception that the trend analysis is 

omitted since it does not make sense in this situation where the variable of time is not 

present.   

 

We should be mindful of such context when performing across project analysis and only 

include data from similar projects in each analysis due to the inherent differences 

between projects.  For example, a particular policy not being followed during a small 

project may not have a measurable effect, but the same policy not being followed during 

a medium or large-sized project may have a dramatic one.  Validating that across-project 

analysis works may provide us with the opportunity to generate additional insight into the 
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context of how a particular policy performs in different situations.  For instance, it may 

be possible to identify other closely related behaviours that are associated to a policy, that 

are contributing to project outcomes.  The insight gained from across-project analysis 

may provide a glimpse into these other related but peripheral behaviours and allow us to 

capture and potentially formalize these behaviours into our evolving policy set.  In fact, 

keeping track of these insights in a larger companywide knowledge base would improve 

the initial planning phase of a project by highlighting key management concerns when 

they matter most, early on in a project.  This same strategy may be extended to include 

across-team analysis which could be performed to identify policies that behave 

differently from one development team to another. 

 

It is also worth mentioning that it is possible to perform across-project and across-team 

analysis even on policies that are evaluated multiple times over a project.  For example, 

for policies that are common across projects we can simply concatenate all of their data 

points into a single vector for each policy.  While this merging of data may be beneficial 

because it provides us with more data points to analyze, once we attain a larger quantity 

of data, other more traditional statistical techniques become available to us.  Recall that a 

major strength of our method is that it can be applied to the small datasets that are typical 

in the most common within-project scenario.  

 

The second area of future improvement pertains to the actual solution framework itself, 

which should be evolved over time to layer on additional sophistications.  One such 

sophistication would be to develop a strategy for selecting the fewest most representative 
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set of measures possible for each success indicator.  Many measurement programs suffer 

from information overload, but it may be possible to provide meaningful results with only 

a few well-chosen measures.  In fact, it would be useful to develop a list of standard 

measures that the project manager could quickly select from when setting up a new 

project.   

 

In addition to the measures themselves, more sophistication is needed on the selection of 

weights.  Weights are used throughout this work to map measure values to a standard 

scale, combine groups of measures into a single success indicator, and combine all 

success indicators into a final overall project success indicator.  Weights are also used in 

the calculation of the W coefficient and in the detection of delayed effects.  Presently, 

weights are selected on an educated, albeit ad hoc basis.  Instead, these weights could be 

selected using, for example, simulations that optimize or tune them to provide the most 

accurate analysis for the dataset under study,  All selected weights should be carefully 

validated to ensure the method is yielding accurate results. 

 

In addition to the weights, the selection of thresholds and the process of monitoring 

results from one time period to another should also be evolved.  It should be possible to 

provide, for example, information to highlight when there seems to be a sudden large 

change in a policy (e.g., a 20% deviation from the previous recorded value).  Monitoring 

for such changes is valuable as it provides the project manager with additional insight 

into the environment.  For example, if we see a large increase in the morale aspect, we 

may find that it is related to a slight increase in a particular policy satisfaction rate.  This 
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would suggest that even a slight variation of that particular policy can have a dramatic 

effect on morale.  Highlighting this occurrence may provide the opportunity to manage or 

even increase morale further.  The opposite is also true.  It may be noticed that a large 

increase to a policy satisfaction rate only slightly affects certain project success 

indicators.  This could lead the project manager to question the value of the level of effort 

required to increase the satisfaction rate of a particular policy.  Again, this would provide 

additional insight and enable finer-grained management to balance the cost and resulting 

benefit of adhering to a particular policy. 

 

A further enhancement pertains to the improvement of the suite of statistical techniques 

that make up our analysis method.  More work should be done on refining the detection 

of delayed effects, for example, as well as the interactions between policies. For instance, 

one possible statistical technique that was not investigated yet, but could be applied as a 

more general method, is to cluster weeks that have similar success indicator signatures 

(or patterns) and check the state of the policies within each cluster.  This method may 

allow for the extraction of combinations of policies that seem to be, for example, always 

satisfied by more than a certain threshold when the success indicators are performing a 

certain way.  While investigating these enhancements, we need to perform additional case 

studies to discover new situations that have not yet been encountered.  These new 

situations are opportunities to develop new statistical components that address their 

characteristics specifically.  This would allow us to continue to build out the number of 

statistical components that we have available to us within the solution framework. 
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A final improvement relating to the solution framework is the exploration of an 

inconsistency found late in this research pertaining to some of the formulas used to 

calculate a rank score for each policy-success indicator variable pair. Specifically, we had 

planned that the supporting +/- term would be set to zero when there were no detected 

matches at all, or if they cancelled each other out completely, since there is nothing to 

support. The actual coded algorithm, however, did not set this term to zero. While the 

validation results were still strong, it would be interesting to explore how the planned 

version of the algorithm would have affected the results. 

 

The third area of future improvement that warrants attention, and was mentioned in 

Chapter 7 but was not validated in this thesis, is the situation where a new policy is 

introduced into the development environment after the process has already been enacted.  

In many cases, historical data pertaining to the new policy will be available, making 

possible a retrospective analysis.  For example, if a new policy is introduced that states 

“all public methods of a class interface should have a corresponding automated unit test 

case”, it may be possible to obtain the percentage that this policy was satisfied prior to 

the introduction of the policy.  Recognizing that adherence rates may be lower before the 

formal introduction of the policy, such retrospective analysis may provide early insight 

into how the policy might behave in the future.  Furthermore, it should be possible to go 

back historically to identify those practices that impacted project outcomes and explore 

whether or not those practices should be formalized as policies going forward. 
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An additional ad hoc element that would benefit from increased rigorousness is that of 

our subjective questionnaires.  In our validation work, it was not necessary to use 

questionnaires due to the availability of pre-existing data.  In the future, it shall be 

necessary to collect our qualitative data using the Measure Collector tool as described in 

Chapter 4.  When doing so, expert knowledge should be applied during questionnaire 

design to minimize any possible biases by adhering to best practices like avoiding certain 

terminology, and taking into consideration the order of presentation. 

 

Finally, and perhaps one of the most intriguing aspects of this thesis work, is its potential 

application to a wide range of disciplines outside the domain of software engineering.  

Indeed, we believe any process that yields a measurable outcome, in which there is a 

limited amount of data, could benefit from our analysis method.  As an example, consider 

any case management process of which historical information is available.  Policies could 

be extracted from the data and evaluated retrospectively for their level of satisfaction and 

then analyzed against the outcomes of each case – ongoing, successful or failed.  This 

would allow organizations to identify the behaviours that were conducive to a successful 

outcome, as well as those that were more likely to result in an unfavorable outcome.  

Once identified, these behaviours could then be formalized into organizational policies.  

Again, keeping in mind the context of each specific case, our method could be applied to 

highlight the best practices to follow depending on the situation. 

 

Collectively, these chapters present a practical means of evaluating an organization’s set 

of policies, and enables continuous adaptation to changing and emerging environments.  
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This capability should improve the development process, and moves us towards a day 

when project managers can instead quip, “quality, time, budget – expect all three.”   
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