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Abstract

Multiword expressions combine words in various ways to produce phrases

that have properties that are not predictable from the properties of their

individual words or their normal mode of combination. There are many

types of multiword expressions including proverbs, named entities, and verb

noun combinations. In this thesis, we propose various deep learning models

to identify multiword expressions and compare their performance to more

traditional machine learning models and current multiword expression iden-

tification systems. We show that convolutional neural networks are able to

perform better than state-of-the-art with the three hidden layer convolutional

neural network performing best. To our knowledge, this is the first work that

applies deep learning models for broad multiword expression identification.
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Chapter 1

Introduction

1.1 Multiword Expressions

Human language contains ambiguities on multiple levels, from the simple

words that we use in a literal manner every day to the idiosyncratic expres-

sions whose meaning cannot be inferred from the words making up those

expressions. In linguistics, these idiosyncratic expressions are called Multi-

word expressions (MWEs). They combine words in various ways to produce

phrases that have properties that are not predictable from the properties of

their individual words or their normal mode of combination. This includes

proverbs such as Two wrongs don’t make a right, proper names or named

entities, for example Prime Minister Justin Trudeau, and verb noun com-

binations as in hit the roof or blow the whistle, among many other classes

which motivated some linguists to call them a “pain in the neck” for Natu-
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ral Language Processing (NLP) (Sag et al., 2002). Concretely, consider the

following title of an article online (Schneider et al., 2016):

8 Reasons Your Job Search is Falling Flat | Resume Companion

The MWEs in this title have been underlined. Here, Job Search is an ex-

pression that refers to the activity of looking for a job. Falling Flat indicates

failure, and Resume Companion is the name of the website that the arti-

cle was posted on. Note how the meaning of the underlined MWEs differ

from the meaning of the normal combination of the words that make them

up. Another example of using MWEs is the following excerpt from a review

(Schneider et al., 2016):

This place is about healing, not making a buck.

The MWEs have also been underlined in this example. In this case, is about

is used to associate a place with a purpose, and making a buck alludes to

earning money. Identifying these expressions can have a significant impact

on many NLP tasks such as machine translation (Carpuat and Diab, 2010),

information retrieval (Newman et al., 2012) and opinion mining (Berend,

2011). An in-depth discussion about integrating MWEs into NLP tasks is

presented in section 2.2.

For this Masters thesis, our aim is to examine the performance of an emerging

class of machine learning models, called deep learning models, for identifying

MWEs in running text. Their performance is then compared to traditional

machine learning models and current MWE identification systems.
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1.2 Research Questions

Our objectives for this Master’s thesis were to answer the following research

questions:

1) Are deep learning models able to beat the state-of-the-art system for MWE

identification?

For this research question, we will be comparing the F-scores achieved by our

deep learning models with the current state-of-the-art F-score (Kirilin et al.,

2016).

2) Do deep learning models generalize effectively?

Here, we compare the performance of the models on the validation set with

their performance on the test set. A model is said to generalize well if its

performance on the test set closely matches its performance on the validation

set. To generalize effectively, the ratio of the performance of the model on the

test set to its performance on the validation set should be greater than the

ratio of the model proposed by Schneider et al. (2014a) which is the baseline

model for tackling MWE identification.

3) Do deep learning models perform well on small datasets?

The data set used to train the deep learning models for this task is relatively

small compared to the typical data sets used to train deep learning models.

One of the ways to alleviate this problem is by using distributed represen-

tations of tokens learned from Wikipedia as part of the input features. We

also discuss other ways of overcoming this issue in section 4.
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1.3 Contributions

This thesis has three main contributions. First, this is the first work that

applies deep learning models for broad MWE identification. Second, we

evaluate the performance of a fully connected neural network, a recurrent

neural network, and two convolutional neural networks. The results show

that the fully connected neural network and the two convolutional neural

networks are able to perform well on this task even with the limited amount

of data available. Third, we achieve more than 1% F-score improvement over

state-of-the-art performance on the MWE identification task.

1.4 Thesis Organization

The thesis is organized as follows: Chapter 2 discusses neural network and

deep learning models as well as their applications to various NLP problems.

It then dives into the work done in the MWE space. Chapter 3 presents the

architecture of the neural models that we experiment with and how they were

applied to tackle MWE identification. Chapter 4 talks about our attempts

to improve the performance of the models even further and details the final

architecture and parameters that were adopted for the neural models. It also

introduces the dataset and displays the table of results. Finally, chapter 5

is the conclusion where we summarize the contributions of the thesis and

provide suggestions for future work.
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Chapter 2

Related Work

Our work fuses the recent advances in implementing neural network models

for NLP with the MWE identification task. In this chapter, we discuss the

work done in applying neural network models for NLP as well as the current

state of the MWE identification task, and show how this work evolved with

time.

2.1 Neural Network Models For NLP

Work on neural network models for NLP has exploded recently due to the

availability of large amounts of data and the decrease in computation costs.

First, we present some background on the neural network models used in this

thesis. Then, the early work in adopting neural network models for learning

representations is presented. This is followed by the more recent approaches

5



Figure 2.1: A layered feedforward network model.

for learning type and document level representations. Later, some of the

work done in applying deep learning models to NLP problems is shown.

2.1.1 Background

This section provides some background about the deep learning approaches

used in this thesis.

2.1.1.1 Layered Feedforward Network

The Layered Feedforward Network (LFN) loosely models the way the human

brain works. It is made up of three components: the input layer, the hidden

layers, and the output layer. Figure 2.1 shows an LFN model.

The features are input into the LFN through the input layer. This input is

then multiplied by a weight matrix and passed through an activation function

6



f . Assuming that the LFN has L hidden layers, the general equation for

mapping the input from the previous layer to the next is:

H(k) = f(H(k−1)W (k)) (2.1)

Where k is the hidden layer number, and W (k) are the LFN weights from the

k − 1 hidden layer to the kth hidden layer. The input layer corresponds to

k = 0 which is a column vector labeled asX, and the output layer corresponds

to k = L+ 1, which is a column vector labeled as Y . To make the LFN more

effective, a bias unit (a neuron that is always set to 1) is added to every layer,

except for the output layer as it adds an extra degree of freedom at each

layer and accounts for any offsets in the data or predictions. In this thesis, f

is either a sigmoid, tanh, or a softmax function but some experiments were

conducted using other activation functions such as unit step, linear piecewise,

Gaussian, and rectified linear unit (relu). A sigmoid activation function is

defined as follows:

f(x) =
1

1 + e−x
(2.2)

A tanh function is defined as follows:

f(x) =
e2x − 1

e2x + 1
(2.3)

7



Given an n-dimensional vector x, the softmax function is defined as:

fi(x) =
exi∑n
j=1 e

xj
(2.4)

This is a very popular output activation function for classification tasks as

it maps x to a probability distribution.

To train an LFN, the derivative of the error between the predicted value and

the real value is backpropagated throughout the network. The error function

is chosen depending on the task that the LFN is being trained on. However,

a popular error function for classification tasks is the cross-entropy function.

Given n classes, the cross-entropy error function is defined as:

n∑
i=1

ȳi log(yi) (2.5)

where ȳi is the true value of the ith class, and yi is the predicted value of

the ith class. The error is typically calculated over a batch of inputs. Hence,

given a batch of m inputs, the cross-entropy error is:

E =
m∑
i=1

n∑
j=1

ȳj log(yj) (2.6)

The derivative of this error is then used to update the weights of the LFN to

make its predictions closer to the real value. Many optimization techniques

have been introduced to train neural networks such as gradient descent, mo-

mentum (Qian, 1999), Adagrad (Duchi et al., 2011), Adadelta (Zeiler, 2012),

8



Figure 2.2: A bidirectional recurrent neural network model.

RMSprop, and ADAM (Kingma and Ba, 2014).

2.1.1.2 Recurrent Neural Networks

Recurrent Neural Networks (RNN) are similar to LFNs but have feedback

connections in the hidden layer. These connections allow RNNs to model

sequences effectively. In addition, RNNs can also learn various algorithms as

the feedback connections make them Turing complete. The input is fed into

an RNN in timesteps and the hidden layer gets updated accordingly. The

general equation that describes the hidden layer update in an RNN with L

hidden layers is:

H(k)(t+ 1) = f(H(k−1)(t+ 1)W (k)
x +H(k)(t)W

(k)
h ) (2.7)

9



As with the LFN, k is the hidden layer number, where k = 0 corresponds

to the input layer, and k = L + 1 corresponds to the output layer. t is the

timestep, W
(k)
x are the weights from the k−1 hidden layer to the kth hidden

layer, and W
(k)
h are the recurrent weights in the kth hidden layer.

An RNN can be unidirectional or bidirectional. A unidirectional RNN typ-

ically starts from timestep 0 to t but some research has shown some advan-

tages in starting from timestep t to 0 (Sutskever et al., 2014). On the other

hand, a bidirectional RNN will have a unidirectional component starting

from timestep 0 to t and another unidirectional component that starts from

timestep t and back to 0. Figure 2.2 shows a bidirectional RNN, the states

and weights have suffixes F and B indicating the forward and backward uni-

directional components respectively. A bidirectional RNN can be considered

as a unidirectional RNN with both components concatenated. Therefore,

W
(1)
HF and W

(1)
HB in figure 2.2 can be concatenated to form W

(1)
H . Similarly,

W
(1)
XF and W

(1)
XB can be concatenated to form W

(1)
X , and H

(1)
F (t) and H

(1)
B (t)

can be concatenated to form H(1)(t).

The issue with RNNs is that they suffer from diminishing and exploding

gradients. Since the derivative of the error function is used to update the

weights in an RNN, as the number of time steps increase, these derivatives

can either approach 0 or ∞ which makes it inadequate to train RNNs. This

inspired research into techniques that can mitigate that problem which gave

rise to the Long Short Term Memory (LSTM) networks (Hochreiter and

Schmidhuber, 1997). It solves the vanishing and exploding gradient problem

10



by learning what parts of a sequence it should remember and what parts it

should forget. The general equation that describes the hidden layer update

in an LSTM with L hidden layers is:

f (k)(t+ 1) = σ(H(k−1)(t+ 1)W
(k)
f +H(k)(t)U

(k)
f ) (2.8)

i(k)(t+ 1) = σ(H(k−1)(t+ 1)W
(k)
i +H(k)(t)U

(k)
i ) (2.9)

o(k)(t+ 1) = σ(H(k−1)(t+ 1)W (k)
o +H(k)(t)U (k)

o ) (2.10)

c(k)(t+1) = f (k)(t+1)⊗c(k−1)(t)+i(k)(t+1) tanh(H(k−1)(t+1)W (k)
c +H(k)(t)U (k)

c )

(2.11)

h(k)(t+ 1) = o(k)(t+ 1)⊗ σ(c(k)(t+ 1)) (2.12)

where c(k)(t) is the cell state vector for the kth layer at timestep t, W are

the feed forward weights and U are the recurrent weights, f is the forget

gate, which learns what portion of the cell state to forget, i is the input gate,

which learns what portion of the cell state to remember, o is the output gate,

σ is the sigmoid activation function, and ⊗ is the element-wise product.

2.1.1.3 Sequence To Sequence Models

A sequence to sequence model is comprised of an encoder RNN and a decoder

RNN. The encoder RNN encodes a sequence to a fixed size vector. The fixed

size vector is then decoded to a sequence of outputs by the decoder RNN.

A diagram of a sequence to sequence model is shown in figure 2.3. The

11



Figure 2.3: A sequence to sequence model.

subscripts E and D are the parameters associated with the encoder and

decoder RNNs respectively.

2.1.1.4 Convolutional Neural Networks

A Convolutional Neural Network (CNN) is a neural network architecture

that maps a set of features with high dimensionality to a new set of features

with smaller dimensionality by applying a filter. They were popularized by

LeCun et al. (1998) and are commonly used in computer vision applications

as they are able to learn local spatial features i.e. the CNN can identify

the target in an image regardless of its position in the image (Krizhevsky

et al., 2012). The input is fed into a CNN in a similar way as how it is fed

to an LFN but some constraints may apply to make the input compatible

with the convolution operation. The convolution operation can be seen as a

filter that passes through the input. The size of the filter as well as its step

size are determined by its performance on the validation set. A convolution

12



Figure 2.4: A convolutional neural network model.
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operation for a single filter is defined as:

C(k) = f(b+
l∑

i=0

a∑
j=0

W
(k)
ij A

(k−1)
u+si∗i,v+sj∗j) (2.13)

where f is an activation function, b is the bias term, l is the length of the

filter, a is the width of the filter, si is the step size in the direction of the

length of the filter, and sj is the step size in the direction of the width of the

filter, A is the input to the convolutional layer, u is the starting index of the

input in the direction of the length of the filter, and v is the starting index

of the input in the direction of the width of the filter. There are two ways

of carrying out convolution, one is called narrow convolution, and the other

is called wide convolution. Narrow convolution applies the filters within the

input but wide convolution applies the filters on the boundaries as well and

pads the areas where the input is absent with zeros.

It is also possible to apply multiple filters with different lengths, widths, and

step sizes to allow the CNN to detect multiple features. Figure 2.4 shows a

CNN with 3 filters of length 3 and width 3 and another 3 filters of length 2

and width 3. By applying multiple filters, the CNN learns to extract multiple

local features and therefore these multiple filters create a feature map. To

use the information extracted by this feature map, a pooling layer is required.

Two popular pooling operations are max and average-pooling. Max-pooling

is defined as:

H
(k)
ghi = max

j
C

(k)
ghij (2.14)

14



where g is the index of the length of the ith filter, h is the index of the width of

the ith filter, i is the index of the filter being considered, and j corresponds to

all the instances at which the ith filter was applied. Concretely, max-pooling

takes the maximum value for each element produced by the filter. In the

case of average-pooling, it is defined as:

H
(k)
ghi =

1

Ni

Ni∑
j=0

C
(k)
ghij (2.15)

where Ni is the number of times filter i was applied to the input. As with

max-pooling, average-pooling computes the average value for each element

produced by the filter. The extracted values can then be used in the same

way a hidden layer in an LFN is used.

2.1.2 Early Work

One of the earliest works on adopting neural network models for learning

representations of types goes back to Bengio et al. (2003). The paper pro-

posed an LFN architecture to construct language models and discusses the

challenges of training very large LFNs on very large data sets. At the time,

training a large LFN was expensive, but the model was shown to scale very

well to large contexts. The neural model consisted of two hidden layers. In

the first hidden layer, a one-hot vector encoding (composed of the words in

the vocabulary) is mapped to a feature vector that acted as a distributed

word representation of the input word. This is applied to the previous n-1

15



words from the target word, where n is a parameter set by evaluating the

model on a validation set. The output of the feature vector is then input

into the second hidden layer and the output layer which also takes in the

output from the second hidden layer. The softmax over the output layer is

then used to obtain the probability distribution of the next word. To reduce

the computation time, the evaluation of the output units was parallelized

by making each CPU responsible for a subset of those units. The results

showed that the LFN model was able to achieve a perplexity score that was

competitive with n-gram models but combining the LFN model with the best

n-gram model lowered the perplexity even more.

Another piece of earlier work comes from Collobert and Weston (2008) who

used a CNN to predict the part-of-speech tags, chunks, named entity tags,

semantic roles, semantically similar sentences and learn a language model.

The first layer maps the words of a sentence to a feature vector which is

implemented as a lookup table. Every task has its own CNN and shares the

lookup tables learned from other tasks to support the model in learning the

new task. A word is then represented by concatenating the outputs of the

lookup tables. The intuition is that every lookup table extracts features that

are most relevant to the task being executed. The outputs from the lookup

tables are then input into a Time-Delay Neural Network (TDNN) to capture

the long range dependencies between the words in a sentence. A max layer

is then applied on top of the TDNN followed by an optional LFN to produce

the softmax probabilities related to the given task.
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2.1.3 Distributed Representations

Distributed representations have taken the NLP community by storm in the

last 5 years. A distributed representation is the dense representation of a

sparse vector. In the case of NLP, this means mapping one hot vector encod-

ings of types to a dense vector. To put this into perspective, the vocabulary

of a modern NLP application is about one hundred thousand types. To rep-

resent this as a one hot vector encoding would mean to assign all the values

of the types in the dictionary a value of zero except for the target word which

is assigned a value of one. Replacing such a vector with a dense vector with

one hundred dimensions makes their use in machine learning systems much

more practical due to the decrease in the amount of memory required to train

them to be used in other NLP applications.

2.1.3.1 Type Level Representations

The initial research into distributed representations was geared more towards

character and type level representations. Mikolov et al. (2013b) popularized

distributed representations by mapping one hot vector encodings of types to

a vector. Two LFN models were proposed to accomplish this, the Skip-gram

model and the Continuous Bag Of Words (CBOW) model. The Skip-gram

model received the target type as input to predict the context. On the other

hand, the CBOW model received the context as input to predict the target

type. Since these models were lacking negative examples and can take a long

time to train, negative sampling and subsampling were used. In negative
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sampling, the model was given a noise type from a noise distribution to

distinguish the target type from a noise type. In the case of subsampling,

the intuition is that frequent types usually provide less information than

rare types and therefore the probability of dropping a training example was

proportional to the frequency of the occurrence of the target type.

To demonstrate that the models were able to learn syntactic and semantic

relationships, it was shown that if a vector representing the word man was

subtracted from the vector representing the word king, then adding the vector

representing the word woman gave a vector which had the vector represen-

tation of the word queen as the closest neighbor to the resultant vector. An

example of the relationships uncovered by the Skip-gram or CBOW model

can be seen in figure 2.5.

This work led to further research in distributed representations such as Pen-

nington et al. (2014) which mapped a type to a vector space by optimizing

a generalization of Skip-gram’s cost function. The model was shown outper-

form Skip-gram and CBOW on the Word Analogy task and increased the

absolute accuracy up to 4.9% compared to other models on the word simi-

larity task. Ling et al. (2015b) augmented the CBOW model by adding an

attention mechanism. The intuition is that different types must have differ-

ent effects on the surrounding types depending on their position. Therefore,

the context was the weighted average of its individual types. The weight for

each type depended on the value of the alignment model for that type. Most

recently, Bojanowski et al. (2016) augmented the Skip-gram and CBOW
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Figure 2.5: An example of the relationships uncovered by the Skip-gram or
CBOW models.
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models by including the character n-grams along with the types and called

the model FastText. Including the character n-gram information led to bet-

ter performance on word similarity and sentimental analysis (Joulin et al.,

2016).

One method to map tokens to vectors was by Neelakantan et al. (2015) which

proposed 2 models, the Multi-Sense Skip-gram (MSSG) model and the Non-

Parametric MSSG (NP-MSSG) model. In this context, the sense of a word

is one of the meanings of the word. The intuition that the authors provide

for representing multiple senses is that words such as pollen and refinery will

not be further than the sum of the distances plant-pollen and plant-refinery

which can be undesirable. Both models were variants of the CBOW model

that clustered word senses and determined which cluster the context vector

belonged to. In the MSSG case, the number of clusters for each type was

set to 3. In NP-MSSG, a type was assigned a new cluster with probability

proportional to its distance to the nearest cluster. Evaluating the models on

the word analogy task showed that the MSSG model performed better than

NP-MSSG but worse than Skip-gram.

A character based approach to obtain vector representations of types was car-

ried out by Ling et al. (2015a). The distributed representations were created

by composing characters using a bidirectional LSTM model. The intuition

was that word representation methods are unable to capture the fact that

plurals and past tenses are related to their stem word. By learning the dis-

tributed representation of each character and inputting it into a bidirectional
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LSTM, the distributed representation of the type can be retrieved. The en-

tire model was trained as a language model and was shown to outperform

word lookup tables (especially in morphologically rich languages) while using

fewer parameters. The results also showed that the model achieved state of

the art performance in English POS tagging on the Penn Treebank Corpus

and outperformed other models in POS tagging of different languages.

Due to the effectiveness of distributed representations, a lot of them were

put into use in a wide range of NLP tasks. Mikolov et al. (2013a) trained

a model to learn the mapping between the CBOW vector spaces of different

languages. Taghipour and Ng (2015) used the lookup tables of Collobert

and Weston (2008) for word sense disambiguation. Kusner et al. (2015)

used distributed representations to come up with a novel distance function

between text documents. Qu et al. (2015) studied the impact of distributed

representations on 4 sequent labeling tasks: POS tagging, syntactic chunking,

Named Entity Recognition, and MWE identification.

2.1.3.2 Document Level Representations

Work on distributed representations also gave rise to work on sentence and

document level representations. The two most prominent pieces of work in

this area are Skip-thoughts (Kiros et al., 2015) and Paragraph Vectors (Le

and Mikolov, 2014). Skip-thoughts can be viewed as an extension of the

Skip-gram model for obtaining distributed representations of sentences. It

is primarily an encoder-decoder model composed of Gated Recurrent Units
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(GRUs). A GRU (Cho et al., 2014) is an RNN model used for sequence

modeling. It is similar to an LSTM without an output gate. The encoder

receives a sequence of tokens from a sentence, and the decoder attempts to

predict the sentence before and after the input sentence. Once the model has

been trained, the vector representation of a sentence can be extracted from

the learned encoder by inputting the sequence of tokens that makes up the

sentence.

Paragraph Vectors are an extension to the Skip-gram and CBOW models to

text of arbitrary length. Therefore, there are two Paragraph Vector mod-

els, the Distributed Memory Model of Paragraph Vectors (PV-DM) and the

Distributed Bag Of Words version of Paragraph Vector (PV-DBOW).

In PV-DM, the aim is to predict the next type in the paragraph given a

sequence of types. Every paragraph has its own vector representation (that

is separate from the type representations). During training, text is randomly

sampled from a fixed length window from a random paragraph and input

into the model. The resulting word vectors are concatenated with the para-

graph vector to produce the target type. Stochastic gradient descent is then

used to update the parameters. With this in mind, the type vectors are kept

the same across all paragraphs. During inference, the type vectors are kept

fixed and gradient descent is used to update the parameters of the new para-

graph vector. The resulting paragraph vector can then be used for making

predictions.

On the other hand, in PV-DBOW, the paragraph vector is only used to
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predict the context. This model is conceptually simpler and saves memory

because there is no need to save type vectors. A random paragraph is sampled

from the corpus and input into the model with the goal of predicting a random

fixed length window sample of text. Stochastic gradient descent is then used

to update the parameters of the paragraph vector.

2.1.4 Recurrent Neural Networks

RNNs seem as a natural fit to NLP problems due to their ability to model

sequences. In particular, LSTMs have been used extensively by the NLP

community. RNNs have a wide range of applications in NLP such as morpho-

logical analysis (Morita et al., 2015), where an RNN was used for Japanese

morphological analysis. In addition, they are used for language modeling

(Mikolov et al., 2010), where a simple RNN was used to build a language

model. The input token vector (represented as a one hot vector encoding)

is first concatenated with the current context vector and then input to a

hidden layer. The hidden layer then produces two outputs, the first output

feeds back to the current context vector to update its weights and the second

output is fed to a softmax layer. The softmax layer outputs the probabil-

ity of the next word given the current word and context. This model was

shown to outperform the traditional language models at the time. Added to

that, LSTMs were modified to resemble a stack structure called stack LSTM,

which was able to achieve state-of-the-art accuracy on dependency parsing

in English and Chinese (Dyer et al., 2015). The structure of the stack LSTM
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is similar to that of the classical LSTM but includes a pointer at the out-

put layer that points to the element at which the push and pop operations

can be executed. When a push operation is applied, the next element in

the sequence is input into the stack LSTM and a normal LSTM operation

is executed from the current pointer on the new input. After computing the

value of the output layer of the new input, the pointer shifts to the newly

computed output layer. When a pop operation is applied, the pointer moves

back to the position at which the last push operation was applied in the

output layer.

2.1.5 Sequence To Sequence Models

Sequence to sequence models are a recent class of models that has emerged

due to the increase in the amount of data available coupled with the increase

in computational power and the decrease in computational cost. Sequence

to sequence models are suitable for tackling many NLP applications that re-

quire the mapping from one sequence to another such as machine translation

(Bahdanau et al., 2014; Sutskever et al., 2014), natural language generation

(Li et al., 2015), and parsing (Vinyals et al., 2015).

For Bahdanau et al. (2014), a bidirectional RNN with attention was used to

encode the input sentence to a sequence of internal representations. These

representations were formed by concatenating the forward and backward hid-

den states. This sequence was then used to find the context vector by taking

the weighted sum of its sequence elements. The weight for each sequence
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element depended on the value output by the alignment model. The results

showed that the neural network maintained a high score even when the in-

put sentences were longer than the sentences that it was originally trained

on. The model also outperformed other models when all the words in the

test corpus were known. However, the performance of the system dropped

when unknown or rare words were also taken into account. Sutskever et al.

(2014) shared their findings about training a sequence to sequence model to

translate English to French. They mentioned that deep LSTMs outperform

shallow LSTMs and that LSTMs with reversed inputs performed better than

LSTMs whose input has not been reversed.

In the case of natural language generation, Li et al. (2015) constructed three

models: The standard LSTM model, the hierarchical LSTM model and the

hierarchical LSTM with attention model. For the standard LSTM model,

two LSTM networks were constructed, an encoding network and a decoding

network. The input tokens were passed to the encoding network as a sequence

which was then decoded by the decoding network to form the original input

sequence. For the Hierarchical LSTM model, a sequence of tokens in a sen-

tence was fed into the first layer of the LSTM. The intuition was that the

first layer was going to build a representation of a sentence from a sequence of

tokens. The output of the first layer (which is the representation of the whole

sentence) was then passed to the second layer of the LSTM to build a rep-

resentation of the document from the sequence of sentence representations.

This made the two LSTM layers serve as an encoding network. The resulting
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document representation was then fed to a decoding LSTM network which

decoded the document representation into sentence representations. These

sentence representations were then input into another LSTM decoding net-

work which produced the words that were in the original sentences. The

Hierarchical LSTM with Attention was similar to the Hierarchical LSTM

but every sentence representation in the encoding network was connected to

every sentence representation in the decoding network with a strength in-

dicator. The LSTM network parameters were estimated by maximizing the

likelihood of the output tokens given the input tokens.

For parsing, the model developed by Vinyals et al. (2015) consisted of three

LSTM layers which were separated into two components. In the first com-

ponent, the entire input sentence was fed in reverse and the LSTM encoded

that sequence. In the second component, the LSTM took the encoded se-

quence along with the sequences that were up to the last predicted parsing

to predict the next parsing. The model output a linear parsing sequence that

corresponded to the depth-first traversal of the parse tree.

2.1.6 Convolutional Neural Networks

The ability of a CNN to learn filters for extracting effective feature maps

inspired their use to tackle problems in NLP such as question answering

(Dong et al., 2015), language modeling (Kim et al., 2016), and sentence

classification (Kim, 2014).

In Dong et al. (2015), a Multi-Column Convolutional Neural Network (MC-
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CNN) was used to understand questions from three perspectives (answer

path, answer context, and answer type) and learn their distributed represen-

tations. Every column in the CNN learned a representation that matched

the corresponding perspective. Therefore, there were three representations

(columns) learned by the CNN that corresponded to the answer path, an-

swer context, and answer type. The words in the question were represented

as word embeddings which were input into the MCCNN. These embeddings

were learned by the model from the one hot vector representations of words.

The values of the three columns were then computed using these embeddings.

A max-pooling layer was then applied on the vectors of every column to get

the final three representations of the question. In addition, the model learned

three embeddings for the candidate answers corresponding to the three rep-

resentations learned for the question. Every answer is input as a vector of

hand-crafted features. The score of the answer was then obtained by taking

the dot product between the question representation and its corresponding

answer representation and then summing the three dot products together.

Kim et al. (2016) proposed a character level model that made predictions

at the word level. One hot vector encodings of characters were input to a

CNN where the convolution was computed by taking the element-wise prod-

uct. The output of the CNN was then passed to a max-pooling layer which

extracted the character n-grams with the highest value. The output of the

max-pooling layer was then fed as input into a highway network (Srivastava

et al., 2015), which has the same properties as an LFN but weighs the con-
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tribution of the input and hidden layers to its output. The output was then

passed to a two-layer LSTM and to a softmax layer. The softmax layer was

implemented as hierarchical softmax with clusters equal to the square root of

the vocabulary and split in such a way to make them of equal size to speed

up the implementation. The probability of a word given the context was

then obtained by finding the probability of each cluster multiplied by the

probability of the word in the corresponding cluster. The authors were able

to obtain results that were close to state-of-the art while using 60% fewer

parameters.

In the case of Kim (2014), a sequence of tokens with different window sizes

was input into a CNN and then fed to a max-over-time pooling layer. The

network was regularized using dropout and the weights were rescaled when-

ever their absolute value became greater than a predetermined threshold.

Four model variants were proposed:

1. CNN-rand: The CNN was randomly initialized and then modified during

training.

2. CNN-static: The CNN had pre-trained vectors from word2vec that were

static during the learning process.

3. CNN-non-static: The CNN had pre-trained vectors from word2vec that

were modified during the learning process.

4. CNN-multichannel: The CNN had two sets of pre-trained word2vec vec-

tors, one was static and the other was modified during the learning process.

The results indicated that the CNN-multichannel model performed best out
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of all the 4 variants. The model was also able to outperform state-of-the-art

methods on the movie reviews dataset, the binary label version of the Stan-

ford Sentiment Treebank, the customer reviews data set and the MPQA data

set subtask.

2.2 MWE Identification

MWE identification is defined as the detection of literal and MWE usages

of word combinations. A large amount of work has been done in NLP on

MWE identification as well as various other MWE tasks such as: extrac-

tion, compositionality prediction, and incorporating MWEs into other NLP

applications. MWE extraction is a token level task where given a corpus,

we want to generate an MWE lexicon. It can be said that MWE identifi-

cation tackles MWE extraction but not the other way around. Composi-

tionality prediction detects whether the meaning of an MWE is determined

by the meanings of its constituent expressions. The task was approached

using statistical methods such as measuring the distributional similarity of

the extracted features (Korkontzelos and Manandhar, 2009), or vector space

models (Katz and Giesbrecht, 2006; Kiela and Clark, 2013; Krcmár et al.,

2013) and more recently, by using distributed word representations (Salehi

et al., 2015). Since MWEs compose a sizable amount of an individual’s vo-

cabulary, incorporating MWEs into other applications can help improve their

performance. Jackendoff (1997) estimated that the number of MWEs used
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by an individual vocabulary is of the same order of magnitude as the number

of words in their vocabulary and new MWEs are being invented all the time.

Carpuat and Diab (2010) demonstrated that a machine translation system

obtained a 0.78 point increase in its BLEU score after incorporating the

WordNet MWE lexicon compared to the baseline machine translation sys-

tem. Finlayson and Kulkarni (2011) reported that using a straight-forward

MWE detection strategy led to an absolute 5% improvement in Word Sense

Disambiguation (WSD) F-score while perfect MWE detection led to an ab-

solute 6.1% improvement in WSD F-score. Constant and Sigogne (2011)

was able to obtain a state-of-the-art French POS tagger by including fea-

tures from external MWE lexicons. In addition, their model achieved 91%

precision and 71% recall for detecting French MWEs.

Early work on MWE identification mainly consisted of approaches based

on statistical measures of extracted features that are then fed to a machine

learning algorithm (Pecina, 2008; Ramisch et al., 2010). However, with the

recent advances in NLP, there is a rise in the use of distributed representations

on the type and sentence levels. There are two types of work on MWE

identification: Detecting specific kinds of MWEs such as Verb-Noun (VN),

and adjective-noun combinations, and detecting a broad range of MWEs such

as named entities and idioms.

30



2.2.1 Identification of Specific Kinds of MWEs

This task involves identifying one or more specific kinds of MWEs in a corpus.

One of the most researched kinds of MWEs are VN combinations since VN

idioms occur more often than any other types of idioms (Bannard, 2007).

2.2.1.1 Verb-Noun Combinations

Different statistical measures were proposed for identifying VN combinations.

Bannard (2007) introduced a statistical measure called syntactic flexibility

which is based on the sum of the mutual information between the VN com-

bination and the verb given the noun, and the mutual information between

the VN combination and the noun given the verb. This measure was shown

to outperform traditional statistical measures such as t-score, mutual infor-

mation, log likelihood, and χ2.

Another statistical measure called fixedness was proposed by Fazly and Steven-

son (2007), which is the weighted sum of the lexical fixedness and syntactic

fixedness. The lexical fixedness of a VN is measured by finding the z-score of

its PMI. On the other hand, syntactic fixedness is calculated by measuring

the relative entropy between the probability of a pattern (for all VNs) and

the probability of that pattern given the VN.

Fazly et al. (2009) also proposed a statistical measure called Canonical Form

(CForm), as well as a machine learning approach for detecting VN combina-

tions. They defined lexico-syntactic patterns for VN token instances based

on the noun’s determiner (e.g., a, the, or possibly no determiner), the num-
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ber of the noun (singular or plural), and the verb’s voice (active or passive).

Given the frequency of the usage in these patterns in a corpus, a statistical

method was used for automatically determining a VN type’s CForm. A VN

was then classified as idiomatic if it occurred in its CForm, and as literal

otherwise. On the other hand, the supervised approach classified a given

VN instance based on the similarity of its context to that of idiomatic and

literal instances of the same expression seen during training. Another ma-

chine learning approach was put forward by Diab and Bhutada (2009), which

trained an SVM with degree 2 polynomial kernel on a feature set consisting

of a window size of 3 containing the last 3 characters of a token, its POS tag,

lemmatization, citation form, and named entity information.

The effectiveness of Word and Sentence level distributed representations were

also examined for identifying VN combinations. Gharbieh et al. (2016) pro-

vided supervised and unsupervised approaches for identifying VN combina-

tions. The supervised approach used an SVM with a linear kernel on a

feature set composed of the average representation of the context, the dif-

ference between the average of the MWE lemma distributed representations

and the average representation of the context, and the previously mentioned

CForm. The average representation of the context was formed by averaging

the distributed representations of the context of the VN combination. The

unsupervised approach applies k-means clustering to the same feature set

used for the supervised learning approach. The results obtained showed that

the supervised learning approach was more effective and robust compared
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to the unsupervised learning approach. Salton et al. (2016) experimented

with using a k-Nearest Neighbor classifier and SVM on the sentence level

distributed representations retrieved by the Skip-thoughts model.

2.2.1.2 Identifying Literal and Idiomatic Usages of MWEs

Since the scope of identifying specific kinds of MWEs is large, we discuss

some of the approaches proposed for identifying literal and idiomatic usages

of MWEs other than VN combinations. One of the first semi-supervised ap-

proaches for detecting nonliteral usages of language is a system called TroFi

(Birke and Sarkar, 2006). The data input into the system was divided into

two sets: A target set and a seed set. The target set was built using the Wall

Street Journal (WSJ) Corpus containing the 332 most frequent words from

the British National Corpus. The seed set was divided into a literal feedback

set and a non-literal feedback set built using the WSJ sentences contain-

ing words extracted from WordNet and the databases of known metaphors,

idioms, and expressions. TroFi works by obtaining the similarity between

the tokens and the similarity between the sentences in a literal and non-

literal sense. The similarity between sentences is obtained by finding the

expected value of the similarity between the most similar pairs of tokens in

both sentences. After updating the sentence similarity for both senses, the

word similarity between all pairs is updated by finding the expected value

of the similarity between the most similar pairs of sentences containing the

corresponding pair of words. Unfortunately, the results seemed a bit contro-
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versial about whether TroFi was really able to outperform a context-based

approach.

The effectiveness of different linguistic cues for distinguishing literal and non-

literal usages of an MWE were also studied. Li and Sporleder (2010a) used

5 sets of features: Global lexical context, local lexical context, discourse

cohesion, syntactic structure, named entities, and indicative terms. For the

global lexical context, the words occurring in the previous and following

sentences were extracted to form two sets of features. One for salient words

which is based on tf-idf, and the other for related words that were strongly

related to the component words of the idiom. Local lexical context were

obtained by taking into consideration the 5 words preceding and the 5 words

following the MWE. Discourse cohesion measures whether a token belongs

to its context by comparing it to other tokens in a similar context (Sporleder

and Li, 2009). Syntactic structure indicates that the expression might have

been used idiomatically. In addition, some words such as ‘may’ can indicate

idiomatic usage while ‘had to’ might indicate literal usage. It has also been

observed that non-literal expressions often tend to have a shorter argument

list. Added to that, the authors make use of the modifiers and verbs that are

coordinated with the MWE. Finally, indicative terms such as ‘literally’ and

‘proverbially’, and quotes can indicate non-literal usage. An SVM was used

to classify idiomatic and literal usages of MWEs and the results indicated

that using the above features, the authors were able to significantly beat

the majority class baseline. That being said, no single feature was able to
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outperform the majority class baseline alone but the named entities feature

appears to have been the most helpful.

Unsupervised approaches were also proposed. Li and Sporleder (2010b) de-

tected figurative usage of language using a Gaussian Mixture Model (GMM)

by assuming that literal and non-literal instances are generated by two Gaus-

sians. The GMM was applied on a feature set consisting of 5 features: The

average relatedness between the target expression and context words (relat-

edness was calculated using the Normalized Google Distance). The average

relatedness in the context of the target expression. The difference between

the first feature and the second feature. A binary feature was added that

was set to 1 if the third feature is negative, otherwise it was set to 0. And

finally, the top k expressions that were most related to the target expression.

The model was evaluated on two data sets, one containing idioms that have

been labeled as being used literally or figuratively, and the other one con-

taining VN combinations from the Gigaword corpus. On the idiom dataset,

the results indicated a small improvement above Co-graph, a method that

was previously proposed on the same data set. On the second dataset, the

model was shown to outperform the baseline and the Co-Graph approach.

The authors then applied a threshold to decide whether a prediction should

be made. The results indicated that the GMM was more effective with clas-

sifying instances that it had greater confidence in.

A supervised approach was introduced by Fothergill and Baldwin (2012)

which classified new MWE types based on the information learned from
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previous MWE types using type and token level features. For type-level

features, each modifiable constituent of the MWE was generated. In the case

of token-level features, the features included flags for internal and adnominal

modifications. Lexical features such as POS, lemma and semantic category

were extracted from an internal or adnominal modifier as well as the context.

A linear SVM classifier was shown to outperform the baseline by a few points.

The authors noted that token-level features were more effective than type-

level features.

2.2.2 Broad Coverage MWE identification

The previous subsection discussed some of the approaches in which specific

kinds of MWEs were identified. Even though the scope of the problems were

smaller than broad MWE identification, a lot of the concepts behind those

approaches were used for the broader task.

Pecina (2008) used populated features that consisted of 55 association mea-

sures. The authors used Logistic Regression (LR), Linear Discriminant Anal-

ysis (LDA), and LFNs with 1 and 5 units in the hidden layer. It was shown

that the Piatersky-Shapiro coefficient was the most effective association mea-

sure for Adjective-Noun identification but was outperformed by the machine

learning algorithms when common expressions were added to the evaluation.

For German Preposition-Verb evaluations, the LFN was shown to be the best

machine learning algorithm with the Piatersky-Shapiro coefficient and Pois-

son significance measure being the best association measures. In the case of
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the Czech MWE subtask, the unigram subtuple measure was the best as-

sociation measure and the LFN with 5 hidden layers was the best learning

algorithm. The authors also observed that providing the POS information

was shown to improve performance by around 10%. Ramisch et al. (2008)

investigated the hypothesis that MWEs can be detected by the distinct sta-

tistical properties of their component words. The investigation employed 3

statistical measures: Mutual Information, χ2, and Permutation Entropy. The

results reported showed that Mutual Information performed best followed by

χ2 and that adding MWEs from external lexicons substantially improved the

performance.

Another approach for MWE identification was by proposing a framework

called mwetoolkit (Ramisch et al., 2010). This toolkit first preprocessed the

text and then provided association measures for machine learning applica-

tions. These measures included the expected n-gram count, the maximum

likelihood estimator, Dice’s coefficient, the pointwise mutual information,

and the Student’s t-score. In Ramisch et al. (2010), an SVM was used to

classify the MWE instances based on these association measures and the

performance of the model was compared to two other systems: Xtract and

Yahoo! Terms. The results showed that the SVM was able to achieve the

highest f-score while Xtract had high precision but very low recall and Yahoo!

terms had low precision but higher recall.

A more recent semi-supervised approach was also proposed (Rondon et al.,

2015) using the never-ending learning approach by Mitchell et al. (2015).
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The system was divided into four modules: The crawler module, which col-

lected textual data from the web to build a corpus. The extractor module,

which used the TreeTagger model trained for Portuguese text to annotate

the tokens with their surface form, POS tag and lemma. The processor,

which used the previously mentioned mwetoolkit to calculate some associa-

tion measures. It also extracted the POS context surrounding the MWE as

well as a translatability feature (which measures the probability of an adjec-

tive or noun to be translated to a word in English and back to Portuguese)

were added. An SVM was used as a classifier for this approach. The initial

training corpus was extracted from the G1 news corpus and contained 1,100

candidate MWEs which were labelled manually. This initial set was the seed

set used to train the model and after 5 iterations, a new model was trained

using the beliefs and false MWEs classified in the previous iterations. The

results indicated that the precision of the model consistently increases (but

is still very low) with a mixed recall trend. This can be attributed to the

fact that MWEs are the minority class and therefore it can be difficult for

the classifier to classify instances correctly.

An unsupervised learning approach was presented by Brooke et al. (2014).

The main idea was to segment the corpus into multiword units. The ap-

proach involved three major steps: Extraction of common n-grams, initial

segmentation, and refinement of the resulting lexicon. The text was prepro-

cessed by setting a maximum value of n for the n-grams to be extracted.

Then it was segmented depending on the predictability of the sequence. The
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predictability of a type was defined as the maximum probability of a type

within its context. Mathematically, it is defined as:

pred(wi, w(1,n)) = max
(j,k)

log p(wi|w(j,k)) (2.16)

The authors also defined the predictability of a sequence as the sum of the

predictabilities of all the words in the sequence. This definition helps in find-

ing the optimal segmentation which is the maximum sum of the predictability

of the sequences of segmented boundaries, where a segmented boundary is a

segmentation that minimally resolves all n-gram overlaps in a given sentence.

Every sentence will have all of its n-grams segmented into n ≥ 2 segments.

Lastly, to refine the resulting lexicon, each segmentation containing more

than 3 tokens was segmented even further if the difference between the pre-

dictability of the tokens in the current segmentation and the predictability

of the new segmentation by itself is less than the log of the ratio between the

counts of the new segmentation and the counts of the current segmentation.

To evaluate the performance of their approach, the authors used two metrics

to measure how well their model performs with respect to a given lexicon:

subsumption, the percentage of multiword tokens that are fully contained

within a segment, and exact matches, the percentage of multiword tokens

that occur exactly in a segment. They also define the harmonic mean of

both metrics as the overall performance metric. A second evaluation was

also carried out by using CrowdFlower workers to choose which output was a
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better MWE given the context where the proposed model and another model

did not completely overlap. The authors compared their approach to other

methods that can predict n-grams with n > 2 which were based on ranking

all potential n-grams, c-value, mutual expectation, and PMI. The evaluation

was done on the Gigaword corpus and the Gutenberg Project. The main

comparison lexicon was WordNet 3.0 combined with the Specialist Lexicon.

The results indicated that the proposed approach provided the best overall

performance on all corpora, with the first stage segmentation producing the

best overall performance for n-grams with n ≥ 3. The CrowdFlower workers

also preferred the proposed approach over the other methods.

The first attempt to evaluate the effectiveness of broad MWE identifiers on

a sizable corpus was done by Schneider et al. (2014a). It proposed a super-

vised learning model based on the structured perceptron (Collins, 2002) for

identifying all classes of MWEs. The system was built for general-purpose

MWE identification using the BIO convention where B indicates the begin-

ning of an MWE, I indicates the continuation of an MWE, and O indicates

that the token is not part of an MWE. The features of the model contain

a group of basic features such as POS tags and lists of MWEs that have

been taken from multiple lexicons such as WordNet, SemCor, and WikiMwe.

The authors also make use of unsupervised Brown clusters, which clusters

tokens based on their contextual similarity (Brown et al., 1992) and compare

their supervised approach to a baseline that classifies a sequence of tokens

as MWEs if they are present in the lexicons. Their results on the MWE
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corpus (Schneider et al., 2014b) revealed that using the supervised model

with oracle POS and Brown clusters along with a penalty for higher recall,

achieves the best exact match F-scores. Qu et al. (2015) later improved upon

that system by using Skip-gram with a variant of Conditional Random Fields

(CRFs). The authors first explore the effect of using 4 word representation

techniques: Brown clusters, CBOW, Skip-gram, and GloVe on 4 sequence

labelling tasks: POS tagging, syntactic chunking, Named Entity Recogni-

tion, and MWE identification. They first trained different parameters of the

word representation techniques and then used them along with other fea-

tures for their learning model. A first-order linear-chain graph transformer

was made up of two layers: The first layer consisted of word representations

and hand-crafted features feeding into the second layer which was identical

to a linear-chain CRF. The hand-crafted features were similar to those used

in Schneider et al. (2014a). The authors also explored the performance of

a variant of their system that was allowed to update the parameters of its

embeddings. The results indicated that using word embedding methods im-

proved upon one-hot vector unigrams and are slightly better than Brown

clusters in all tasks except for chunking. They also concluded that updat-

ing the parameters of the embeddings can result in overfitting and produced

marginal differences.

Constant and Nivre (2016) presented another approach for identifying regu-

lar and irregular MWEs without compromising the syntactic representation.

The main idea is to produce two representations: One is a tree that repre-
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sents the syntactic dependencies and another is a forest of lexical trees that

includes the MWEs identified in the sentence. These representations were

formed using a transition-based model which was made of three components:

A transition system that mapped sentences to their representation. A model

for scoring transition sequences, and an algorithm for finding the highest

scoring transition. The transition system for syntactic representation was

the arc-standard transition system for dependency parsing. A linear model

was trained to score the transition sequences and a greedy search algorithm

was used to find the highest scoring transition. Unfortunately, the results

indicated that the system under performed the model proposed by Schneider

et al. (2014a).

Recently, a Semeval task was announced for Detecting Minimal Semantic

Units and their Meanings. The aim of the task was to come up with MWE

identification and Supersense tagging (SST) models (Schneider et al., 2016).

To evaluate the performance of the submitted models, a larger corpus was

composed from multiple corpora. 6 teams participated in this task with

5 teams publishing their approaches. Ordering the teams based on their

results on the MWE identification task, they were: ICL-HD (Kirilin et al.,

2016), UW-CSE (Hosseini et al., 2016), UFRGS&LIF (Cordeiro et al., 2016),

VectorWeavers (Scherbakov et al., 2016), and UTU (Björne and Salakoski,

2016). Only ICL-HD and UW-CSE managed to beat the previous state-of-

the-art system on the MWE identification task. The previous state-of-the-art

relied on the same features as Schneider et al. (2014a) for MWE identification
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but was augmented for SST (Schneider and Smith, 2015).

The winning team, ICL-HD, took into consideration all of the basic features

used by Schneider et al. (2014a) and two other feature sets. The first one

is based on the YAGO anthology where some heuristics were applied for

potential named entities to extract them from the anthology. The second

feature set was GloVe with the word vectors scaled by a constant and divided

by the standard deviation of each of its dimensions. The experiments revealed

that adding the YAGO features (and combining WordNet hypernyms as well

as supersense ranking) improved MWE detection by 0.59 and SST by 1.13.

It was also found that not scaling the GloVe vectors was best for the SST

and combined task but scaling them by 0.01 was more appropriate for the

MWE detection task. That being said, combining YAGO and GloVe did not

improve upon the performance of GloVe.

The team placing second, UW-CSE, also used the same features as those in

Schneider and Smith (2015). The authors proposed using a double-chained

CRF to separate the labelling of MWEs and supersenses and used the Viterbi

algorithm to produce the sequence with the highest probability. The authors

also experimented with multinomial logistic regression (MLR), structured

perceptron, and CRF. The results indicated that double chained CRF per-

formed best on the MWE identification task and MLR performed best on

the SST task. The authors noted that providing external lexicons as features

improved the MWE scores and did not harm the SST scores.
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The team placing third, UFRGS&LIF, used a rule-based approach and ex-

tracted type features using the mwetoolkit while discarding the MWE candi-

dates that occurred less than a threshold value. The authors mentioned that

the threshold for contiguous MWEs was 40% (i.e. if 40% of the instances were

labeled as MWEs then it was added to a lexicon), for noun sequences and

gappy MWEs it was 70%. The authors also added some rules for unknown

nouns, verb-particles, and pronouns. For SST, the system took a sentence in

the test corpus and annotated it according to the most common tag in the

training data.

The team placing fourth, VectorWeavers utilized 300 dimensional CBOW

word embeddings for known words and a hash function for unknown words

and various word features. Only one sense was learned for every complete

n-word expression (even with n = 1). The MWEs were detected by first iter-

ating through the input sentence and choosing the head word of the MWE,

after that, another loop was executed through the remaining words to deter-

mine whether they were a part of that MWE or not. The mean vector of the

word embeddings was also included as an extra feature. The ablation study

showed that the word embeddings were the most crucial component for SST

and that using the word hash and extra word features was not very effective.

The team placing fifth, UTU detected MWEs using dictionary matching

and an Out-Of-Vocabulary (OOV) tagger was used to detect the person

supersense in Twitter (which has the @ symbol) and possessive suffix tokens

starting with an apostrophe (for the stative verb supersense). The authors
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also used the Yelp and Wikipedia taggers for indentifying nouns and names.

For each token, the lemma, POS, and word values were included and for

the first and last tokens in the set, the positions of the tokens were also

supplied. Extra trees classifier was used and it was noticed that the larger

the number of trees used, the less likely the model was to classify MWE

tokens as MWEs. On the other side, SST performance improved as the

number of trees increased.

2.3 Summary

In this chapter, we provided some background on the neural network models

that will be used in this thesis. In addition, we discussed the work done in

applying neural network models for NLP and how some of them managed to

open new frontiers in the field of NLP. We also covered the current state of

the MWE identification task as well as the work done in the task that we

will be tackling in this thesis. In the next chapter, we analyze the feature

extraction process as well as the architecture of the neural network models

that were used for identifying MWEs.

45



Chapter 3

Neural Network Models

The goal of this thesis is to examine the performance of various neural net-

work architectures in identifying MWEs. Schneider et al. (2014b) extracted

around 320,000 sparse features. Therefore, the input features had a value of

0 most of the time. In addition, due to the large input feature space, the

only feasible way to train a model on those features was by using a linear

classifier. Added to that, there was a lot of feature engineering involved by

the authors. This is evident in some of the features that they provide to

the model such as, a binary feature that indicates whether the target token

occurs with a context POS, another binary feature that indicates whether

the context tokens occur with the target token’s POS, the lemma and con-

text lemma if one of them is a verb and the other is a noun, verb, adjective,

adverb, preposition, or particle, and most of the 8 types of features extracted

from the lexicons.
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Our aim is to create dense input features to allow the neural network archi-

tectures as well as other machine learning algorithms to be trained on them.

Four neural network models were used, the LFN, the RNN, the sequence

to sequence model, and the CNN. In this chapter, we discuss the features

extracted for the neural network models as well as their architectures.

3.1 Layered Feedforward Network

Before the era of deep learning, LFNs were used to solve a wide range of

classification and regression problems. However, it has shown to be less

effective in the tasks at which deep learning models excel such as NLP,

speech recognition, and image and video processing (Krizhevsky et al.,

2012; Mikolov et al., 2010; Bahdanau et al., 2014; Kim et al., 2016). There-

fore, the LFN model was used as a baseline for comparing the performance

of other LFN architectures as well as prototyping useful input features.

Therefore, most feature engineering was carried out while developing this

model and then transferred to other architectures.

The Semeval corpus (Schneider et al., 2016) served as a starting guide

for extracting the features. Every token was accompanied by its lemma

and POS tag. Since most of the corpus is composed of social media

text, the tokens and lemmas were preprocessed before taking their Skip-

gram representations. Preprocessing involved removing the ‘#’ symbol

from the tokens and lemmas that contained them. Any token or lemma
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containing the ‘@’ symbol was represented by the token ‘USER’, any URL

was represented by the token ‘URL’, and any number was mapped to the

token ‘NUMBER’. To obtain reliable word representations, the Skip-gram

model was trained on a September 2015 snapshot of Wikipedia to learn

100 dimensional word embeddings using a library called gensim. Any token

occurring less than 15 times was discarded, the context window was set

to 5, and the negative sampling rate was set to 5. For POS tags, one hot

vector encoding was used to indicate which POS tag the respective token

and lemma belonged to.

Looking at some of the features employed by Schneider et al. (2014a), we

saw that using word shape features can help MWE identification. There-

fore, we used separate binary features for the tokens and lemmas to in-

dicate the presence of single and double quotes, whether they were en-

tirely made up of capital letters, if they only started with a capital letter,

whether they contained a number, if they were a number, if the token or

lemma had a ‘#’ or ‘@’ in it, and whether they were a URL, if they con-

tained punctuation, and whether they were punctuation. Schneider et al.

(2014a) also had a script that analyzed the MWEs in a sentence based on

MWE lexicons. We used this script to analyze which tokens and lemmas

were potentially part of an MWE and which lexicon led to that conclu-

sion. Finally, reading through the literature (Salton et al., 2016), it can

be seen that having a representation for the entire sentence was helpful

for identifying MWEs and therefore we averaged the token and lemma
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Skip-gram representations separately. These features were then input into

an LFN model with a single hidden layer (LFN1).

3.2 Recurrent Neural Network

As previously mentioned on section 2.1.4 (page 23), RNNs seem as a nat-

ural fit to NLP problems due to their ability to model sequences. To put

this ability to the test, all the LFN features for the token at the current

timestep were taken. Therefore, the Skip-gram representation of the target

token as well as its lemma was extracted after preprocessing. In addition,

its POS tag as well as the analysis whether the token and its lemma were

potentially a part of an MWE was obtained. The average of the token

and lemma Skip-gram representations was not provided as the RNN is

expected to learn this representation by itself. A single layer RNN model

(RNN1) was examined from this family of models.

3.3 Sequence to Sequence Model

A Sequence to sequence model also seems intuitive for this problem as it

is a sequence labeling problem. We experiment with two types of sequence

to sequence models: A sequence to sequence model with one hot vector

inputs, and a sequence to sequence model with dense input features.

For the one hot vector input sequence to sequence model, two further vari-
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ants were examined: A sequence to sequence model with one hot vector

representation of the lemma (S2SLEMMA), and a sequence to sequence

model with one hot vector representation of the lemma-POS tag pair

(S2SPOS). For the sequence to sequence model with dense input features,

since a sequence to sequence model is made up of an encoder and a de-

coder RNN, both RNNs were given the same features as those provided

to the RNN. Providing an input to the decoder RNN was shown to im-

prove the performance of the model as it reduces the model’s dependency

on the representation provided to it by the encoder RNN. Reducing this

dependency is helpful because the encoder RNN tends to lose more infor-

mation as the number of tokens increase. As with the RNN, we examine

the performance of this sequence to sequence model with a single hidden

layer (S2S1).

3.4 Convolutional Neural Network

CNNs have been shown to be powerful classifiers (Kim, 2014; Kim et al.,

2016), and since this task can be formulated as a classification task, CNNs

can potentially perform well on it. The feature representation for the CNN

had to be split into feature columns to enable the implementation of the

convolution layer. Each feature column contained the same features as

those fed to the RNN at each timestep but since the CNN cannot learn

sequential information, a window of feature columns was given as an input.
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Multiple filters can then be applied on these feature columns to extract

different local features with different window sizes. For example, in figure

2.4 (page 13), three filters were applied over two feature columns, and

another three filters were applied over three feature columns. Since the

input is only made up of three feature columns, only a single vector is

extracted by every filter acting on three feature columns. On the other

hand, two vectors are extracted by the filter acting on two feature columns

as it is applied to the first two feature columns, then to the last two feature

columns.

After finding the optimal number of filters and their sizes, a max-pooling

operation is executed on the values extracted by the feature map to form

the hidden layer which will be used to produce the predicted output. For

our evaluation, we use two CNN architectures, one with two hidden layers

(CNN2) and another with three hidden layers (CNN3).

3.5 Summary

In this chapter we discussed the features that were extracted for the LFN,

RNN, sequence to sequence models, and CNN. We also showed how the

architecture of the neural network model influenced the representation of

its features. More over, we mentioned the architecture of the neural net-

work models that we will be evaluating. In the next chapter, we present

the dataset on which the models will be evaluated and investigate multi-
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ple variants of these models in an attempt to improve their performance

even further. We then detail the architecture and parameters for the final

configuration of each model that obtained the best performance which is

then compared to more traditional machine learning algorithms.
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Chapter 4

Experiments and Methods

In this chapter, we consider the practical aspects of the work done in this

thesis. In the first section, the dataset for this task is presented as well as

the methodology by which the performance of a model is evaluated. Then,

we talk about the practical details that made the implementation of this

project possible. In the third section, we go in-depth into the models

whose performance has been evaluated on this task. That is followed by

the results achieved by all the models and a summary of this chapter.

4.1 Dataset

The dataset used for this task is the dataset that was released for the Se-

meval task mentioned in section 2.2.2 (page 36). This dataset is composed

of text from multiple different sources and was split into a training portion
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Split Domain Source corpus Sentences Words w/s #lemmas

Train
REVIEWS STREUSLE 2.1 (Schneider and Smith, 2015) 3,812 55,579 14.6 5,052
TWEETS Lowlands (Johannsen et al., 2014) 200 3,062 15.3 1,201
TWEETS Ritter (Ritter et al., 2011; Johannsen et al., 2014) 787 15,185 19.3 3,819

Train Total 4,799 73,826 15.4 7,988

Test

REVIEWS Trustpilot (Hovy et al., 2015) 340 6,357 18.7 1,365
TWEETS Tweebank (Kong et al., 2014) 500 6,627 13.3 1,786

TED NAIST-NTT (Cettolo et al., 2012; Neubig et al., 2014) 100 2,187 21.9 630
TED IWSLT test (Cettolo et al., 2012) 60 1,329 22.2 457

Test Total 1,000 16,500 16.5 3,160
REVIEWS Total 4,152 61,936 14.9 5,477
TWEETS Total 1,487 24,874 16.7 5,464

TED Total 160 3,516 22.0 900
Grand Total 5,799 90,326 15.6 9,321

Table 4.1: The source corpora from which the dataset was constructed

and a testing portion. Table 4.1 displays the source corpora from which

the dataset was constructed, their domain, the number of sentences in the

source corpus, as well as the number of tokens, the number of tokens per

sentence, and the number of lemmas in every source corpus. In our case,

the training portion was further split to create 5 folds, where every fold

contained 80% training data and 20% validation data.

4.1.1 Structure

Every line in the dataset provides 8 pieces of information: the numeric

position of the token in its sentence, the token itself, its lemmatized form,

its POS tag, MWE tag, the position of the last token that is part of its

MWE, its supersense tag, and the sentence ID. Six tags are used for MWE

identification in this dataset, B which indicates the beginning of an MWE,

I which indicates the continuation of the MWE, O which indicates that the

54



Split Domain Source corpus Words MWEs Gappy MWEs % tokens in MWE

Train
REVIEWS STREUSLE 2.1 55,579 3,117 397 13%
TWEETS Lowlands 3,062 276 5 22%
TWEETS Ritter 15,185 839 65 13%

Train Total 73,826 4,232 467 13%

Test

REVIEWS Trustpilot 6,357 327 13 12%
TWEETS Tweebank 6,627 362 20 13%

TED NAIST-NTT 2,187 93 2 9%
TED IWSLT test 1,329 55 1 9%

Test Total 16,500 837 36 12%
REVIEWS Total 61,936 3,444 410 13%
TWEETS Total 24,874 1,477 90 14%

TED Total 3,516 148 3 9%
Grand Total 90,326 5,069 503 13%

Table 4.2: The distribution of MWEs in the dataset

26 to to PART O 0 ritter-273
27 step step VERB B 0 v.change ritter-273
28 my my PRON o 0 ritter-273
29 tweet tweet NOUN b 0 n.act ritter-273
30 game game NOUN i 29 ritter-273
31 up up PART I 27 ritter-273

Figure 4.1: An example of a few tokens in the training portion of the
dataset

token is not part of an MWE, b indicates the beginning of a new MWE

inside an MWE, i indicates the continuation of the new MWE inside an

MWE, and finally, o indicates that the token that is inside an MWE is

not part of the MWE. This convention assumes that nested MWEs (also

called gappy MWEs) can occur only once, and that the MWEs cannot

cross each other’s boundary. Table 4.2 shows the distribution of MWEs

and Gappy MWEs in different portions of the dataset. Figure 4.1 displays

an example of a few tokens present in the training portion of the dataset.

Looking at the examples, it can be seen that the token to in the first line
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occurs as the 26th token in its sentence. It is followed by its lemma to, its

POS tag PART indicating that it is a particle, its MWE tag O indicating

that it is not part of an MWE, the position of the last token that is part

of its MWE is 0 since it does not belong to any MWE. Note that in the

case of the word step, it has an MWE tag B as it is the beginning of

an MWE and therefore, the position of the last token that is part of its

MWE is 0. Similarly, the word tweet has an MWE tag b since it occurs

inside the MWE started by the word step. Since it is the beginning of an

MWE, the position of the last token that is part of its MWE is also 0.

Looking at the word my, it does not belong to any MWE, but since it

is in the MWE started by step, it gets the MWE tag o. The word game

is a continuation of the MWE began by tweet and hence, its MWE tag

is i. Also, the last token that belongs to its MWE is tweet which is the

29th token in the sentence. Similarly, up is the continuation of the MWE

began by step, and therefore gets the MWE tag I and has the position of

step as the last index of its MWE.

4.1.2 Performance Metric

As evidenced by table 4.2, MWEs occur less frequently than literal word

combinations. This means that emphasis should be put on the ability of

the model to detect MWEs rather than ordinary text. Therefore, the F1-

score (which will be referred to as F-score) of the links between the MWEs

is used as the performance metric. The F-score is related to precision and
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Figure 4.2: An example of how a model could tag a sequence as well as
its gold standard (adapted from Schneider et al. (2016))

recall by the following equation:

1

F
=

1

2
(

1

P
+

1

R
) (4.1)

where F is the F-score, P is the precision, and R is the recall. Precision is

calculated as the ratio of the correctly predicted links to the total number

of links predicted by the model. A link is defined as the path from one

token to another regardless of the number of tokens in that path. Recall

is calculated in the same way but swapping the gold and predicted links.

Figure 4.2 is a diagram adapted from Schneider et al. (2016) which shows

an example of how a model could tag a sequence as well as its gold

standard. Assuming that the MWE tags at the top are the gold standard,

and that the predicted MWE tags are at the bottom, the model was able

to correctly predict 2 links. The first link goes from b to i in the gold

standard which is matched by a predicted link from the fourth token to
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the fifth one by the model. The second link is from the sixth token to the

seventh token in the gold standard which matches the model’s prediction.

Since the model predicted 5 links in total, the precision is
2

5
.

To calculate recall, the roles of the gold standard and model predictions

are reversed. This way, 3 links have been correctly predicted. Two of

the three links are the previously mentioned links. The third one is the

link from B to I in the gold standard which corresponds to the path from

the third token to the sixth. Following the same logic as in the precision

calculation, since there are 4 links in the gold standard, the recall is
3

4
.

Combining the two values gives an F-score of
12

23
.

4.2 Models

In this section, the architecture and parameters of all neural network mod-

els is presented in-depth. Since some MWE tag combinations are invalid

such as a B before an O, or an O before an I, the Viterbi algorithm was

used on the ouput of the neural network models to obtain the valid MWE

tag sequence with the highest probability. Additionally, the models in this

thesis underwent a lot of variation to ensure good performance. Every

model variant was trained on the training split of the training data and

its performance was observed on the validation split of the training data.

In the end, the best variant was used, which means that most of the

variants were unsuccessful even if there was a solid intuition or reasoning
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behind them. There are two types of variants: Ones that are architecture

dependent, and ones that are independent of the architecture. Architec-

ture dependent variants are discussed separately for every model in its

own section. By contrast, architecture independent variants are explored

in the next section.

4.2.1 Architecture Independent Variants

Architecture independent variants can be further segmented into variants

performed on the input layer, variants on the learning procedure, and

variants on the post-processing algorithm. These will be discussed in detail

in the following sections.

4.2.1.1 Input Layer Variants

One issue with using the Skip-gram representation for the tokens and lem-

mas is finding the representation of a word that is not present in the Skip-

gram model’s dictionary. There are multiple ways to tackle this problem,

one straightforward solution is representing the unknown word with a zero

vector. This turned out to perform well in practice and it was adopted in

the end but three other approaches were also examined.

The first approach was to use dropout on the same neurons that received

the word representations, the intuition was that by using dropout and

probabilistically setting those neurons to zero, the neural network can

learn how to deal with unknown words. At high dropout rates, this made
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it more difficult for the neural network to learn the mapping from the

features to the MWE tags. At lower dropout rates, the neural network

performed slightly worse than a neural network without dropout.

The second approach was to replace the representation of the unknown

word with a vector that is the mean of the representations of the words

used, or the median of the representations of the words used, or replacing

the unknown word with the most frequent word. The intuition was that

by providing the neural network with some information about unknown

words, it might be able to learn more effectively compared to providing

it with a zero vector. However, empirically, all of the three approaches

negatively impacted the performance of the neural network models.

The last attempt was to use different word representations. Since a siz-

able portion of the corpus contained social media text, a Skip-gram model

trained on tweets was examined. The neural network model ended up hav-

ing high precision but low recall even after many attempts to improve the

recall. Obtaining the word representations from a CBOW that has been

trained on the same Wikipedia corpus as the original Skip-gram model was

also examined. This caused the model to perform worse as the Skip-gram

model is more effective at capturing the statistical distribution of words

than the CBOW model. Section 2.1.3.1 (page 17) mentioned a model

called FastText which is similar to Skip-gram but takes into account the

character n-grams as well. The advantage of this model is that it can

output a vector representation for an unknown word using the learned
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embeddings of the character n-grams that are present in the unknown

word. Added to that, it was observed that adding character level features

improved the F-score of the neural network models. Therefore, the intu-

ition was that FastText representations can kill two birds with one stone,

alleviate the unknown word problem and provide better representations

for the neural network to learn from. This, however, turned out not to be

the case and the neural network models performed worse.

The observation that character level features improved performance also

sparked another attempt, the use of an RNN to encode the characters

of a word. The intuition was that by training the RNN to predict the

next character given a sequence of characters, it can encode the character

sequence information in its hidden layer which is then input into the neural

network model. This will provide the model with richer character level

features which can be helpful. Consequently, three RNN LSTMs were

trained, the first had a hidden layer of size 25, the second had a hidden

layer of size 50, and the third one had a hidden layer size of 100. While

training the models, it was observed that the difference in the cross-entropy

error between the models was very small, and therefore, the hidden layer

of the model with 25 neurons was used as input into the neural network

model. This too was not able to improve the performance of the neural

models.

As mentioned in section 3.1 (page 47), reading through the literature has

shown that having a representation for the entire sentence was helpful for
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identifying MWEs. For that reason, Skip-thought vectors were examined

as inputs for completeness. The generated vector representations for the

entire sentence was more than 4000 dimensions in size which is 40 times

larger than the vector produced by averaging the Skip-gram representations

of the tokens in the sentence. This resulted in the model being very slow

to train with no compelling results.

Lastly, normalizing the input was attempted by scaling the values of the

input to fall between -1 and 1. Although this sped up training, it caused

the neural network to perform worse on the validation set as the scal-

ing procedure did not work well with word representations that were not

present in the training set.

4.2.1.2 Learning Procedure Variants

The cost function used to train the neural network models was based on

the cost function used by Schneider et al. (2014a) for this task. It is

formulated as:

cost =

|ȳi|∑
i=1

c(ȳi, yi) (4.2)

cost =

|ȳi|∑
i=1

ȳi log(yi) + ρ(ȳiε{B} ∧ yiε{O}) (4.3)

where ȳi is the ith gold standard MWE tag, yi is the ith MWE tag

predicted by the neural network model. To ensure that the MWE tag

predicted by the neural network is a probability distribution, the output
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layer of all neural models was the softmax layer. The function c is defined

as:

c(ȳi, yi) = ȳi log(yi) + ρ(ȳiε{B} ∧ yiε{O}) (4.4)

Three other approaches were also examined, applying L2 regularization,

formulating the problem differently, and using genetic algorithms.

Applying L2 regularization redefines the function c as:

c(ȳi, yi) = ȳi log(yi) + ρ(ȳiε{B, b} ∧ yiε{O, o}) + λ

|W |∑
j=1

W 2
j (4.5)

where λ is a constant called the regularization factor which is set according

to the performance of the model on the validation set, and W is the

set of neural network weights. Typically, the goal of L2 regularization

is to reduce overfitting by penalizing large weight values but experiments

showed that a neural network without L2 regularization performed best.

In the second approach, instead of making the neural models output prob-

abilities for each MWE tag, they would output the probability of a token

having a link with any of the previous tokens. As an example, for the

tokens in figure 4.1, the newly formulated approach is shown in figure 4.3.

Any tokens with the MWE tags B, O, b, and o are mapped to 0 as they

do not have a link with any of the previous tokens. On the other hand,

the MWE tags I and i were mapped to a value that indicated how far

the previous MWE token was from the current token. This can be seen

in the case of the token game which gets a value of 1 as its tag because
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26 to to PART 0 0 ritter-273
27 step step VERB 0 0 v.change ritter-273
28 my my PRON 0 0 ritter-273
29 tweet tweet NOUN 0 0 n.act ritter-273
30 game game NOUN 1 29 ritter-273
31 up up PART 4 27 ritter-273

Figure 4.3: A sample of how the tags are represented in the new approach.

the beginning of the MWE is the token tweet and it is 1 token away.

Likewise, the token up gets a value of 4 as the beginning of the MWE is

at the token step which is 4 tokens away.

The intuition behind this approach was to find a way to map the perfor-

mance of the neural models directly to the F-score metric used for this

task. However, this approach made it more time consuming to train the

models while not improving their performance.

In the third approach, a genetic algorithm was applied to the neural net-

work models after training them for a predetermined number of steps. The

genetic algorithm took a pair of weights from two neural network models

and applied two operations on them: crossover, where the weights of the

better performing neural network are swapped for the weights of the neu-

ral network with worse performance, and averaging, where the weights of

the two neural networks were averaged. Three mutation operations were

then applied according to a predefined probability, the weight would either

be 0, have 0.1 added to it, or have 0.1 subtracted from it. The intuition

behind these operations was to create variety in the weights to prevent the
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model from getting stuck in local optima. Every generation contained 10

sets of weights, which produced 100 offspring. The 10 sets of weights with

the highest fitness value out of the 110 then made to the next round. The

fitness of a set of weights was defined as the F-score of the model on the

validation set. This made the approach convenient but it was also time

consuming. After training the models for 20 generations (each generation

took around an hour to compute), their performance on the validation set

increased by more than 4 F-score points. However, this was poorly trans-

lated to the test set, and the models did not perform well because the

test data is not well represented by the training and validation data.

4.2.1.3 Post-processing Algorithm Variants

The Viterbi algorithm was used to find the legal sequence of MWE tags

with the highest probability. It used the transition probabilities of the

MWE tags, and it was observed that setting all valid transitions to an

equal probability performed best. All invalid transitions were set to 0.

However, three other approaches were also attempted.

The first attempt was to feed the predicted MWE tags back into the model

and do a beam search on these tags. This renders the Viterbi algorithm

unnecessary as the transition probability of any invalid sequence is zero.

The issue with this approach is that the accuracy and F-score of the

model were too low for it to trust its own output, and after applying this

attempt, the F-score went down even further.
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In the second attempt, the POS and MWE tags were incorporated into the

transition probabilities of the Viterbi algorithm. This was inspired from

some of the errors that the model was making where an MWE would

terminate at a determiner (the, a, an) which does not make sense. In

spite of that, this approach was shown to be time consuming without

producing better results and was subsequently dropped in favor of the

original approach.

The third approach was to use a CRF layer to learn the transition prob-

abilities. The issue with using the Viterbi algorithm is that only the

outputs of the neural network models are incorporated into the cost func-

tion. Therefore, there was no guarantee that optimizing the cost function

would lead to better overall performance because the final output from the

Viterbi algorithm was independent of the cost function. The CRF solves

this by incorporating the transition probabilities from one MWE tag to

another into the cost function as well. Unfortunately, in practice, adding

a CRF layer made the neural network models less stable which made it

difficult to obtain a reliable estimate of their performance.

4.2.2 Layered Feedforward Network

The LFN was used as the baseline neural model against which the perfor-

mance of the deep learning models was compared. The parameters that

had to be tuned for this model were the size of the context window, the

misclassification penalty ρ, the number of hidden layers, the number of
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neurons in each hidden layer, the hidden layer activation functions, the

number of iterations before training is stopped, and the dropout rate.

Optimizing these parameters is important as they greatly influence the

performance of the LFN.

A context window of sizes 1, 2, and 3 were considered. A large con-

text window allows the model to look at more tokens but also makes the

training process longer and more prone to overfitting. In the case of ρ,

we investigated setting it between 40 and 100. A small value of ρ would

cause the model to have high precision but low recall and vice-a-versa.

The number of neurons in the hidden layer that was examined ranged

from 100 to 1200. Adding more neurons in a hidden layer and introducing

more hidden layers allows the LFN to model more complex functions but

can also make it more prone to overfitting. Overfitting can be reduced

by stopping training after a defined number of iterations (by observing

the performance of the model on the cross validation set), and by using

dropout. Dropout was introduced by Srivastava et al. (2014) as a way to

prevent neural networks from overfitting. It does this by randomly switch-

ing off a percentage of the neurons in a hidden layer during training. This

allows the neural network to be more robust in its predictions as it de-

creases the association between the neurons. It also has the same effect

as ensembling multiple neural network models since different neurons are

switched on and off in every training iteration. The dropout rate that we

considered ranged from 0.4 to 0.6.
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After running multiple experiments, the best performing LFN model (LFN1)

had a context window of size 1, which means that the features for the to-

kens before and after the target token were input into the LFN along with

the features of the target token. The value of ρ was set to 50, and the

LFN had a single hidden layer containing 1000 neurons with the tanh ac-

tivation function. The LFN was trained for 1000 iterations with a dropout

rate of 50%.

4.2.3 Recurrent Neural Network

As previously mentioned in section 2.1.4 (page 23), RNNs seem as a natu-

ral fit to NLP problems due to their ability to model sequences. At each

timestep, the features for a token were input into the RNN which then out-

put the corresponding MWE tag for that token. As in the LFN model, many

parameters that had to be tuned for this model as well. ρ ranged from 10

to 50, the number of neurons in each hidden layer ranged from 50 to 300,

and the dropout rate ranged from 0.5 to 1. Other parameters that had to

be optimized include the number of iterations before training is stopped,

whether the RNN is unidirectional or bidirectional, and the cell type which

can be a fully connected RNN, an LSTM cell, or a GRU cell.

After observing the performance of the RNN on the validation set, the best

performing RNN model (RNN1) was a bidirectional RNN LSTM with ρ

equal to 25, and had a single hidden layer containing 100 neurons. It was

trained for 60 iterations with no dropout. This indicates that the LSTM
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cell was able to handle the complexity of the sequences of tokens without

requiring regularization. Unfortunately, this model did not perform as well

as expected and for that reason, we attempted to improve its performance

using two approaches.

In the first approach, the RNN LSTM was orthogonally initialized. Saxe

et al. (2013) showed that orthogonally initializing RNNs led to better

learning in deep neural networks. Nevertheless, orthogonal initialization

did not seem to have an effect on the performance of the RNN LSTM.

In the second approach, the dataset was artificially expanded by splitting

the input sentences on punctuation. This provided more data for the RNN

LSTM to learn from but it did not enhance the performance of the RNN

LSTM.

4.2.4 Sequence to Sequence Model

The sequence to sequence model takes what the RNN model does a step

further by using an RNN model to encode a sequence, and then another

RNN model to decode it. As with the RNN, the features for a token were

input into the RNN encoder and decoder at each timestep. After encoding

the entire sentence, the RNN decoder then output the corresponding MWE

tags of the entire sequence.

The sequence to sequence model with one hot vector representation of the

lemma, and the sequence to sequence model with one hot vector repre-

sentation of the lemma-POS tag pair were trained using the tensorflow
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API for sequence to sequence models. This put some restrictions on the

parameters that can be tuned and therefore, the number of neurons in the

hidden layer (the values that were considered spanned from 50 to 200),

and the number of iterations before training is stopped were optimized.

The best performing sequence to sequence model with one hot vector rep-

resentation of the lemma (S2SLEMMA) and the best performing sequence

to sequence model with one hot vector representation of the lemma-POS

tag pair (S2SPOS) had a single hidden layer with 100 neurons and were

trained for 100 iterations.

Alternatively, the sequence to sequence model with dense features was

more flexible and had more parameters to tune. ρ ranged from 5 to 100,

the number of neurons in the hidden layer ranged from 100 to 300, and

the dropout rate ranged from 0.5 to 1. Other parameters that had to

be optimized were, the number of iterations before training is stopped,

whether the RNN encoder is unidirectional or bidirectional, and the RNN

cell type.

The best performing model (S2S1) was a bidirectional RNN LSTM encoder

and a unidirectional RNN LSTM decoder. ρ was equal to 25, and the

encoder had a single hidden layer containing 200 neurons. This means that

the decoder had a single hidden layer with 400 neurons. It was trained

for 20 iterations with no dropout. This model also did not perform as

expected and for that reason, we attempted to improve its performance

by using the same two approaches that we employed for the RNN model
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but to no avail.

4.2.5 Convolutional Neural Network

Since this task has been formulated as a classification task, a CNN seems

like a reasonable approach for tackling it. Every token was represented

by a feature column and these feature columns were then concatenated to

form the input to the CNN. A convolutional layer was then applied to

the input and then max-pooled to form the hidden layer which was then

used to produce the predicted output. There were a lot of parameters to

optimize in a CNN. The size of the context window that was considered

was 1, 2, and 3, ρ ranged from 10 to 30, the number of fully connected

hidden layers that was examined was 1, 2 and 3, the number of neurons

in each hidden layer ranged from 25 to 200, the dropout rate at the fully

connected layers as well as the convolutional layer ranged from 0.3 to 1,

the number of filters ranged from 100 to 500, and they spanned 1, 2, or

3 feature columns. Other parameters that had to be optimized were the

types of convolution and pooling operations performed, and the number of

iterations before training is stopped. Having a large number of filters can

cause the network to pick up noise patterns which makes the CNN overfit.

The size of the filters and the types of convolution and pooling operations

is largely dependent on the data and should be optimized according to the

performance of the model on the validation set.

We experiment with two CNN models, the best performing CNN model
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with two hidden layers (CNN2) and the best performing CNN model with

three hidden layers (CNN3). CNN2 was trained for 600 iterations and

had a context window of size 1, and ρ equal to 20. It also had 250

filters that spanned 2 feature columns and 200 filters that spanned all 3

feature columns. Narrow convolution was used, hence, the first filter was

mapping the input features to a 250 x 2 feature map, and the second

filter was mapping the input features to a 200 x 1 feature map. Narrow

max-pooling was then performed on these feature maps. Therefore, the

maximum value of each column in the 250 x 2 feature map was taken for

the first filter. In the case of the second filter, there was only a single row,

so the max-pooling operation took all of the 200 elements. This created

a hidden layer with 450 neurons. This layer was then input into another

hidden layer containing 50 neurons with the sigmoid activation function

before being passed to the output softmax layer.

CNN3 is similar to CNN2 but was trained for 900 iterations and had the

450 neuron hidden layer feed to a hidden layer containing 100 neurons

with the sigmoid activation function. The output of that layer was then

passed to another layer containing 50 neurons with the tanh activation

function before being passed to the output softmax layer. The intuition

with having the tanh activation function for the last hidden layer is that

the layer before it had the sigmoid activation function. This meant that

the values that were passed to the last hidden layer were between 0 and

1 multiplied by the weights between the two layers. Since these weights
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can be negative, a sigmoid function that can deal with negative values is

required and the tanh function satisfied this requirement. Both models had

a dropout rate of 60% on the convolutional and hidden layers. They were

also given batches of 6000 random examples at each training iteration.

4.2.6 Traditional Machine Learning Models

To demonstrate the effectiveness of neural models, they had to be com-

pared with non-neural machine learning models. The non-neural machine

learning models that were used are k-Nearest Neighbour, Random Forest,

Logistic Regression, and Gradient Boosting. SVM was not used as it took

an impractical amount of time to train.

These models were given the same features that were input into the neu-

ral network model and were also tuned on the validation set. For the k-

Nearest Neighbour algorithm, k was set to 3, and the points were weighted

by the inverse of their distance. For Random Forest, 100 estimators were

used while multiplying the penalty of misclassifying any class other than

O as O by 1.2. In the case of Logistic Regression, L2 regularization was

utilized with a regularization factor of 0.5. Last but not the least, 100

estimators with a maximum depth of 13 nodes were used for Gradient

Boosting. Using a greater number of estimators for Random Forest and

Gradient Boosting has shown to improve their cross validation perfor-

mance. However, the point of diminishing returns was found to be at

around 50 estimators, and it was clear that increasing the number of esti-
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mators above 100 would not yield any significant increase in performance.

Added to that, with Gradient Boosting, the cross validation performance

also increased with the maximum node depth, but the point of diminish-

ing returns was found to be at around 9, and it was clear that increasing

the maximum depth beyond 13 would not yield any significant increase in

performance.

4.3 Implementation Platforms

To ensure the timely completion of this thesis, the Terra machine was used.

This machine had 2 TB of RAM as shared memory which helped in run-

ning multiple models simultaneously since running a single neural network

model required 32 GB of RAM. Tensorflow (Abadi et al., 2015) version

0.12 was used to implement the neural network models, and scikit-learn

(Pedregosa et al., 2011) was used to implement the traditional machine

learning models. To ensure the best possible performance for every model,

the performance of every set of executed parameters was recorded. This

helped track the used parameters and propose new ones that can poten-

tially perform better.

Overall, 983 features were input into the LFN and traditional machine

learning models, and more than 50 parameter combinations were exam-

ined for the LFN model. Every LFN model required up to 2 days of

training. For the RNN and sequence to sequence models, every token was
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Class Model Validation Set Test Set Generalization
Traditional

Machine
Learning
Models

k-Nearest Neighbour 48.35 31.30 64.74%
Random Forest 52.26 32.02 61.27%

Logistic Regression 57.68 53.37 92.53%
Gradient Boosting 64.98 48.79 75.08%

Neural
Network
Models

LFN1 66.48 57.99 87.23%
RNN1 56.96 53.07 93.17%

S2SLEMMA 10.68 11.78 110.30%
S2SPOS 9.41 11.77 125.08%

S2S1 51.46 46.12 89.62%
CNN2 66.95 59.18 88.39%
CNN3 67.40 59.96 88.96%

Baseline
Models

Schneider and Smith (2015) 67.84 57.74 85.11%
Kirilin et al. (2016) - 58.69 -

Table 4.3: The average F-score of the models on the 5 fold cross validation
set, and their performance on the test set along with their generalization

represented by a feature vector of length 257, and took around 10 hours

to train. More than 30 parameter combinations were examined for the

RNN model, and more than 40 parameter combinations were examined

for the sequence to sequence model. Every feature column in the CNN

model contained 257 features, this amounts to a total of 771 input features.

More than 130 parameter combinations were tested for the CNN, and it

required around 12 hours of training. Around 1,700 jobs were submitted

on the Terra machine to complete this thesis.

4.4 Evaluation

The average F-score of the models on the 5 fold cross validation set, and

their performance on the test set along with their generalization is shown

in table 4.3. All models except for Kirilin et al. (2016) were run on a 5
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Figure 4.4: The average F-scores of LFN1, CNN2, and CNN3 on the 5
fold cross validation set

Figure 4.5: The average F-scores of RNN1 and S2S1 on the 5 fold cross
validation set
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fold cross validation set to tune their parameters. The model proposed by

Kirilin et al. (2016) was already optimized for this task by its authors. To

evaluate the performance of the models on the test set, the models were

trained on the training and validation splits of the training set and then

tested on the test set. Figure 4.4 shows a plot of the average F-scores of

the LFN1, CNN2, and CNN3 models on the 5 fold cross validation set for

1500 iterations and figure 4.5 shows a plot of the average F-scores of the

RNN1 and S2S1 models on the 5 fold cross validation set for 150 itera-

tions. These plots provide some information regarding the behavior of the

models. For example, figure 4.4 shows that CNN2 converges faster than

CNN3 and LFN1, and that it converges at around 600 iterations which

was determined as its stopping criterion. Training the neural network for

more iterations can make it prone to overfitting. In a similar way, the

stopping criteria for LFN1 and CNN3 were determined. Looking back at

table 4.3, the results show that the neural network approaches dominated

this task. Gradient Boosting performed the best on the cross validation

set compared to the rest of the traditional machine learning models. This

can be attributed to the ability of Gradient Boosting to learn complex

functions and its robustness to outliers. Despite that, it did not perform

as well on the test set and was overtaken by Logistic Regression which

generalized the best out of the traditional machine learning models. This

insight shows that relatively many instances in the test set can be correctly

classified by using a hyperplane to separate the dense feature representa-
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tions.

The CNN models outperformed all other models except for Schneider and

Smith (2015) on the cross validation set. This shows that the CNN filters

were able to learn what makes a feature column a part of an MWE or

not. The results also show that adding an extra hidden layer for the

CNN model further improved its performance as it was able to handle

more complex mappings. Next came the LFN1 model which proved to

be a strong baseline for the deep learning models on this task. It was

followed by RNN1 that showed good generalization. Surprisingly, S2S1

performed even worse than RNN1 even though it had a greater number

of parameters. This can be interpreted as a sign of overfitting which

can also be seen in figure 4.5. The average performance of S2S1 on the

validation set dropped dramatically after the 20th iteration. The issue

here is that the S2S1 model’s hidden layer size had to be large enough

to memorize the input sequence but consequently, this led to a greater

number of parameters which makes the model prone to overfitting. On

the other hand, reducing the size of the hidden layer would not allow the

model to represent the input sequence effectively which would cause it to

underperform. A similar effect but on a smaller scale can also be seen for

RNN1 after the 60th iteration. The cases of the S2SLEMMA and S2SPOS

models show that using only one hot vector encodings of the tokens or

the token-POS tag pair is insufficient for this task. There can be multiple

reasons for this, one of them is that the amount of labeled data available
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is too small to obtain reliable embeddings from one hot vector encodings.

Another reason is that the cost function of these models did not contain

the penalty ρ and therefore were biased to predict the MWE tag O. As

a side note, since the information available in one hot vector encodings

is less than the dense features that were provided to S2S1, the optimal

hidden layer size of S2SLEMMA and S2SPOS was smaller than that for

S2S1.

Looking at the F-scores of the models on the test set, it can be seen

that the highest F-score is 59.96%. This shows how difficult this task is.

However, one factor that aggravates this problem is the fact that there

are a lot inconsistent annotations in the dataset. For example, the words

a few are labeled as an MWE 15 out of 32 times in the training set even

though there was no variation in its usage.

4.5 Summary

In this chapter, the practical aspects of the thesis were explored. We dis-

cussed the approaches that we adopted in the end and the failed attempts

that we had along the way. We revealed the best performing param-

eters for the neural models as well as the traditional machine learning

approaches. The results indicated that the neural approaches were more

superior than their non-neural counterparts.

It is also important to note that less feature engineering effort was put
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into the neural models compared to the model proposed by Schneider and

Smith (2015). However, more effort was put towards optimizing the neural

network architecture and parameters. This allowed the models to represent

the data internally in a more effective manner. In the next chapter, we

present the concluding remarks for this thesis along with the contributions

and future work.
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Chapter 5

Conclusion

5.1 Summary of Contributions

This thesis considered tackling MWE identification using deep learning

models. In the introductory chapter, we postulated 3 research questions

which we will answer one by one:

1) Are deep learning models able to beat the state-of-the-art system for

MWE identification?

The results in table 4.3 (page 75) showed that both CNN models outper-

formed the state-of-the-art system for MWE identification. The CNN model

with 2 hidden layers achieved around 0.5% F-score improvement while the

CNN model with 3 hidden layers achieved more than 1% absolute F-score

improvement over state-of-the-art. This was not the case for the RNN and

sequence to sequence models which performed worse than expected.
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2) Do deep learning models generalize effectively?

Looking at table 4.3, it can be seen that all of the deep learning models

generalized effectively as their generalization was better than the model

proposed by Schneider and Smith (2015).

3) Do deep learning models perform well on small datasets?

Taking the performance of LFN1 on the test set as the baseline for com-

parison reveals that CNNs were able to perform well on this task despite

the limited amount of training data available. However, it can also be seen

that the RNN and sequence to sequence models were not able to capture

sequential information effectively.

In conclusion, we proposed and evaluated the performance of an LFN,

an RNN, two CNNs, and three sequence to sequence models. We dis-

cussed the intuition behind these models and why they can be effective

for MWE identification. Multiple variants of these models have also been

investigated with attempts to improve their performance even further. The

architecture and parameters for the final configuration of each model were

presented along with the methodology that was used to optimize them.

Using dense feature representations, we were also able to compare the

performance of the neural models to traditional machine learning models.

The results revealed that the neural models were able to utilize the dense

feature representations more effectively and overall, generalized better than

the traditional machine learning models. We also saw that the LFN and

CNN models were able to perform well on this task despite the limited
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amount of data available. Additionally, our method does not require as

much feature engineering as the model proposed by Schneider and Smith

(2015) but more effort was put towards optimizing the neural network ar-

chitecture and parameters. Finally, this is the first work that applies deep

learning models for broad MWE identification.

5.2 Future Work

One immediate line of future work is extending deep learning models to

predict supersense tags as well as the MWE tags. The dataset released

with the DiMSUM task provides the MWE and supersense tags for every

token. Therefore, extending the deep learning models to predict the super-

sense tags should be straightforward. It would be interesting to compare

the performance of a single model that predicts the supersense and MWE

tags versus two separate models for each task.

The proposed approaches can also be used for other NLP applications that

have incorporated MWEs such as machine translation (Carpuat and Diab,

2010). The MWE extracted by the model can be treated as a single token

(Carpuat and Diab, 2010; Finlayson and Kulkarni, 2011) or a feature can

be added to every token that indicates the MWE tag that it was assigned

as was done in this thesis.

Even though grid search and manual search were used to obtain the opti-

mal parameters for the neural models, there are other ways of finding the
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optimal parameters such as random search (Bergstra and Bengio, 2012)

where the parameters are sampled randomly across a predefined range

from a predefined distribution.

Drawing inspiration from Collobert and Weston (2008), the models can be

trained on multiple NLP tasks while storing their hidden layer represen-

tations (or filters in the case of CNN) for each task. These hidden layer

representations can help the model perform better on more abstract tasks.

As an example, a CNN language model can be trained using one hot vec-

tor encodings at first. The filters learned by the CNN language model

can then be used along with a new set of filters to learn POS tagging.

Similarly, the CNN can be trained to do dependency parsing after that

and so on. The intuition is that by training the models on multiple tasks

with larger corpora, they can learn robust hidden layer representations (or

filters) for those tasks. In addition, the trained models can then be used

to identify MWEs using one hot vector encodings only.
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Sherry Moore, Derek Murray, Chris Olah, Mike Schuster, Jonathon

Shlens, Benoit Steiner, Ilya Sutskever, Kunal Talwar, Paul Tucker, Vin-

cent Vanhoucke, Vijay Vasudevan, Fernanda Viégas, Oriol Vinyals, Pete

Warden, Martin Wattenberg, Martin Wicke, Yuan Yu, and Xiaoqiang

Zheng. 2015. TensorFlow: Large-scale machine learning on heteroge-

neous systems. Software available from tensorflow.org.

Dzmitry Bahdanau, Kyunghyun Cho, and Yoshua Bengio. 2014. Neural

machine translation by jointly learning to align and translate. Computing

Research Repository (CoRR) .

Colin Bannard. 2007. Proceedings of the workshop on a broader perspec-

85



tive on multiword expressions. pages 1–8.
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