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ABSTRACT 

The elicitation of preferences from individual users has been an increasing area of 

research. The goal is to learn as much as possible about a user's values (utilities) for 

different outcomes in order to perform tasks on behalf of the user. The aim of this report 

is to build on existing work on assisting agents in choosing the most effective query to 

pose to a user. The report will explore different ways of using the estimated utility values 

of each outcome in a preference graph to calculate the expected value of each possible 

query. Our simulation results will be evaluated using three evaluation measures: the 

number of new preferences actually learned as a result of the query chosen, the number of 

pairs of outcomes for which the true preference is correctly predicted by the new 

estimated utilities, and the root mean squared error between the estimated utilities and the 

true utilities. The performance of some of the methods implemented (Default and 

Normal-0. 05) were quite competitive with the already existing Minimum method. 

However, the other methods implemented performed poorly when compared with the 

existing method. 
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Chapter 1. Introduction 

1.1 Overview of the Problem 

Over the years, the elicitation of preferences from individual users has been an increasing 

area of research for both academia and many businesses trying to learn their customers' 

trends in order to maximize profit. The increase in the use of electronic commerce has led 

to the development of autonomous agents, systems that can perform tasks on behalf of an 

individual or organization, sometimes even negotiating with another agent or an 

individual. In order to do this well, an agent must know as much as possible about an 

individual's values (utilities) for different possible outcomes. Although it is impractical 

for the agent to learn all the true utility values, an alternative will be to allow the agent to 

gather as much information as feasible by posing questions to the user. Based on the 

preference choices of the user, the agent can estimate outcomes for the unknown utility 

values. This process is what is known as preference elicitation. The preference elicitation 

process allows the agent to ask questions to the user that help to reveal the highest 

number of unknown preferences among outcomes. 

The aim of this report is to build on existing work on assisting agents in choosing the 

most effective queries to pose to a user. The report will explore different ways of using 

the estimated utility values of each outcome in a preference graph (a structure used to 

represent preference information) to calculate the value of each possible question that 

might be asked. These different methods will be evaluated by measuring the number of 

new preferences that are learned by asking questions, and by measuring the improvement 

in the agent's ability to estimate the user's true utilities and to predict the user's true 
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preferences between pairs of outcomes. The goal is to determine whether any of the new 

methods outperform the existing technique. 

1.2 Structure of the Report 

The report is structured as follows. Chapter 2 introduces the general knowledge of a 

structure called the Conditional Outcome Preference Network (COP-Net)[l O]. Also 

introduced are the concepts of utility theory, preference elicitation and preference 

networks. Existing methodology for measuring the value of candidate elicitation 

questions is also examined in this chapter. Chapter 3 introduces the proposed solutions, 

which emphasize using estimated utilities to calculate probabilities that are used to 

compute the expected value of each question. Chapter 4 describes the implementation 

and the experimental results. Chapter 5 concludes the report with details of contributions 

made. 
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Chapter 2. Background Study 

For an agent to be able to make decisions on behalf of a user, the agent ought to learn the 

preferences of the user over certain outcomes. For example, in a transaction involving the 

purchase of a car, an outcome would be the make/model of the car that was purchased, 

the sale price, and various features that the car might have. In many situations, an agent 

will need to know far more than just what the user's most preferred outcome is. For 

example, if our agent is involved in negotiations with other agents, it is very unlikely that 

the user will be successful in getting the best outcome. Ultimately, an agreement will 

likely be reached on an outcome that is not ideal to either party, but acceptable to both. 

Therefore, the agent needs to know the user's preferences over many possible outcomes, 

not just the best ones. 

In most cases, it is not feasible to know all preferences, and so the agent can try to 

estimate the utility values of the outcomes based on some information that it does have. 

These utility estimates can then be used to predict preferences that are unknown. The user 

can also be asked questions so that the agent can learn more about his or her preferences. 

2.1 Preferences and Utilities 

2.1.1 Preference Relations 

A preference relation is a mathematical representation of the set of preferences that a user 

has over a set of possible outcomes 0. Boutilier et al. state that "a preference relation is a 
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total pre-order ~ over the set of outcomes"[!]. Relations between two outcomes 

represented by x and y can be denoted as follows: 

1. x > y denoting that outcome x is strictly preferred over outcome y. 

2. x < y denoting the fact that outcome y is preferred over outcome x. 

3. x - y denoting that outcome x is preferentially indifferent to outcome y. 

4. x ~ y denoting that outcome x is preferred over outcome y or that the decision 

maker is indifferent between x and y. 

2.1.2 Utility Functions 

A utility function assigns a numerical value to all outcomes in such a way that outcomes 

with higher utility values are always preferred to outcomes with lower utility values. A 

utility function is a "function u: 0 -> R that assigns a real number to every possible 

outcome to represent how desirable that outcome is. Such a function represents a 

preference relation if and only if the function value retains the ranking order (according 

to the preference relation) of the outcomes"[2]. This function is expressed as a preference 

relation so that if x > y, then the utility function can be assigned as u(x) > u(y) preserving 

the user's preference ordering over outcomes. 

The concept of a utility function can be applied to both single attribute and multi-attribute 

cases. If an outcome is identified by its value for a single attribute A, with values a1 ,a2 , 

ll3 ... , lln, then a single-attribute utility function U can be defined so that u( aa > u( aj) if 

and only if ai > aj. A multi-attribute utility function is a function defined over outcomes 

defined by more than one attribute. Let u be a multi-attribute utility function with 
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attributes A and B. Assuming that each of these attributes has values such as ai and ai for 

attribute A, and bn and bm for attribute B, then u(ai, bn) > u(aj, bm) if and only if (ai,bn) 

> (aj, bm). 

Keeney and Raiffa [5] introduced two forms of multi-attribute utility function, which are 

the additive utility function and the multi-linear utility function. To illustrate, consider a 

two attribute utility function u over two attributes A and B where a is a value for attribute 

A and bis a value for attribute B. Assume that single attribute utility functions uA and Us 

are known, where uA : A 7 R is a utility function over attribute A and Us : B 7 R is a 

utility function over attribute B. The additive utility function u: A x B ? R can be defined 

as follows: 

u(a, b) = k1 .uA(a) + k2. Us(b) 

where k 1 and k2 are constants. 

Similarly, the multi-linear utility function u: Ax B ? R is defined as: 

u(a, b) = k1 . uA(a) + k2 • us(b) + k3 • uA(a). Us(b) 

where k1 , k2 and k3 are constants. 

Multi-attribute utility functions are a combination of single attribute utility functions. 

Based on utility theory, the most important property for deriving multi-attribute utility 

functions is the independence of utilities across attributes. Attribute A is utility 

independent of attribute B if the utility value for attribute B stays the same when the value 

of attribute A is changed. Also if attribute A is said to be utility independent of attribute B 

and attribute B utility independent of attribute A, then they are said to be mutually utility 
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independent. If there is utility independence between the two attributes, then u: A x B ~ 

R can be written as 

where kA and k8 are constants. 

2.2 Preference Elicitation 

Often, in a decision-support system, the agent is faced with making decisions or 

recommendations to users based on their preferences. But in order to accomplish such a 

huge task, the agent must learn the user's preferences over a set of outcomes. Preference 

elicitation is a process whereby an autonomous agent learns preferences by asking the 

user a set of questions. The challenge facing preference elicitation is how to handle 

individualised preferences, as different users have different preference orderings; what is 

suitable for one might not be suitable for other users. Also, a problem arises on how to 

deal with bias and incomplete information, as a user might not be able to completely 

describe his/her order of preferences at the initial stage, leading to inaccuracy in the 

decision making process. As stated by Dennis, "First, the number of potential pairs of 

outcomes for comparison by the user is a function of the size of the outcome space"[4]. 

He also suggested that "Outcome spaces composed of even a small number of variables 

can generate far too many possible pairs for users to compare, requiring excessive 

amounts of time and effort on a user's behalf'[4]. 

One technique to elicit preference information from the user is through query. With this 

technique, users are asked questions regarding their order of preference and we have to 
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consider the complexity of selecting the right query to ask that will yield the optimal 

result since the number of queries required to obtain full preference specification might 

be unreasonably high. As the number of questions results in difficulty for the user, some 

of the preferences might not be known. Therefore, an efficient preference elicitation 

technique will have to learn as much preference information from the user by asking as 

few questions as possible. 

To elicit preference information, different query types are applicable. Comparison queries 

ask the user to compare a set of alternative outcomes and indicate his/her preference 

ordering. Given outcomes a and b, the user is asked if a is preferred to b, if bis preferred 

to a or if the user is indifferent between both outcomes. Rank queries ask the user to rank 

all outcomes according to his/her preference. In this query type, the user is asked to give 

a total order over two or more outcomes. Bound queries ask the user if a particular 

outcome is worth a given utility value and the user's response either increases or lowers 

the utility value used in the next question. An example of such a query is "Is your utility 

for outcome b less than or greater than 0.55?". In a gamble query, the user is asked to 

choose between a guaranteed outcome or a gamble with given probabilities of other 

outcomes occurring [5] [6]. 

Since it is typically not feasible to elicit all preference information, the agent has to ask 

questions by determining which ones yield the highest increase in expected utility based 

on the information learned thus far [9]. To achieve this, a numeric weight value is 

assigned to each potential preference elicitation question. The contribution of this report 

is to use a conditional outcome preference network ( discussed in Section 2.3) to help with 

the computation of such a value for each possible query. 
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2.3 Conditional Outcome Preference Networks (COP-nets) 

Chen et al. [10] describe a structure called a conditional outcome preference network 

(COP-net), which is a directed acyclic graph with vertices representing outcomes and 

with edges depicting preferences over the set of outcomes. In a COP-net, if vertex v1 is 

an ancestor of v2 then the outcome o1 represented by v1 is preferred over the outcome o2 

represented by v2 • Chen et al. [10] state that the two main reasons for using a COP-net 

are to "(1) determine whether an outcome is preferred over another and (2) estimate 

utilities for the entire set of outcomes." 

2.3.1 Creating an Initial COP-net 

To create an initial COP-net, preference rules are applied. For example, consider a user 

trying to decide what type of car to purchase. Attributes influencing the user's preference 

for a car include the model, colour and number of doors. Having identified the attributes 

involved, a user can specify his/her preference ordering based on comparisons between 

two or more attribute combinations. For example, Table 2.1 shows eight (8) different 

outcomes defined by combinations of values of those three attributes. 
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Car Model Colour Number of Doors 

01 Civic Sedan Black Four 

02 Civic Sedan White Four 

03 Civic Sedan Black Two 

04 Civic Sedan White Two 

05 Accord Hybrid Black Four 

06 Accord Hybrid White Four 

07 Accord Hybrid Black Two 

09 Accord Hybrid White Two 

Table 2.1 Outcomes Table of the Car Purchase 

Suppose that the user has specified the following set of preferences over the attribute 

values, all else being equal. 

1. Civic Sedan > Accord Hybrid. 

2. Black > White when Civic Sedan is chosen. 

3. White> Black when Accord Hybrid is chosen. 

4. Four Doors> Two Doors when color is Black. 

5. Civic Sedan with Four doors> Accord Hybrid with Two Doors. 

6. White Accord Hybrid with Two Doors > Black Accord Hybrid with Four 

Doors 

Each of the above preferences represents one or more preferences over outcomes 

identified below: 
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i. 1 -> indicates that o1 >o5, Oz > 0 6, o3 > o7, o4 > Os 

ii. 2 -> indicates that o1 > Oz, o3 > o4 

iii. 3 -> indicates that 0 6 > o5, Os > o7 

1v. 4 -> indicates that 0 1 > o3, o5 > o7 

v. 5 -> indicates that o1 > o7, Oz > Os 

vi. 6 -> indicates that 0 8 > o5 

The initial COP-net is created using the above preference relations and Figure 2.1 depicts 

a graphical representation of it. Note that each outcome oi is represented by a 

corresponding vertex vi in this graph. 
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Figure 2.1 Initial COP-net Sample 
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2.3.2 Reducing an Initial COP-net 

To simplify the graph, redundant edges are removed from the initial COP-net. To remove 

redundant arcs from the graph, for example, "for vertices vi, viand vk, if there are two 

paths Ve·-+- vr....+ • • • ---+ vkand vi---+ vk, the second path (i.e. the arc from vi to vk) is 

not necessary since preferences that are reflected by the first path include the preference 

that the second path reflects. Thus, the arc ( vi, vk) is said to be redundant and can be 

removed"[12]. From the initial sample COP-net, arc ( v1 ,v7 ) is a redundant arc since there 

is already a path from vertex v1 to vertex v7 through vertices v2, v6 and v5. Also the arcs 

(v8, v7), (v3, v7) and (v1, v5) are removed since they are redundant. The reduced initial 

COP-net is depicted in Figure 2.2. 
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Figure 2.2 Reduced Sample COP-net 

2.3.3 Longest Path Method for Utility Estimation 

After modelling the user preferences, utility values can be estimated for all outcomes, 

taking advantage of the known structure of the preference graph and any utility values 

that happen to be known. The longest path method is a technique presented by Chen et al. 

[1 O] for estimating the utility values of the vertices with unknown utilities. Given the 

initial COP-net, a utility value of one (1) is assigned to the topmost node on the graph 
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because it is the most preferred outcome, and the value zero (0) is assigned to the bottom 

node which is the least preferred. Also, in the example shown in Figure 2.2, suppose that 

the user assigns vertex Va a known utility of 0.52. The Longest Path method is applied as 

follows: at each step, a path is chosen from the graph with both the start and end node 

having known or previously estimated utility values. This process continues until every 

node in the graph has its utility value estimated. Certain criteria are followed to ensure 

consistency during the path selection for the utility estimation process. Such criteria 

suggest that a path is chosen such that the start node has the minimum utility among all 

nodes with at least one child node having an unknown utility value. The end node is then 

selected to have the maximum utility value among all the descendants of the start node 

that have known or estimated utilities. If there is more than one path between these two 

nodes, then the longest one is chosen. To estimate the unknown utilities on a path P = 

(v1, v2, •••••• , Vn), the formula below is used to estimate the utility of u(vJ for each i = 2, . 

. , n-1. 

u(v J = u( v.,J + _(n_-_o_c u_( v_1_)-_u_(v_n_) )_ 
n-1 

For the example initial COP-net depicted in Figure 2.2, given that the known utilities are 

for vertices v1 = 1, Va = 0.52 and v7 = 0, the first path selected would be ( Va, v5, v7 ). 

Applying the above formula to the COP-net, the estimated utility for v5 would be: u(vs) 

= 0.26. The next path chosen would be ( v1, v3, v4 , va), and we would assign u(vJ,) = 0.84 

and u(vJ = 0.68. Next, the path (v1, v2, va) would lead to u(vi) = 0.76. Finally, the path 

(v2, v6, v5) would give us u(vJ = 0.51. 
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u(v5) = 0.26 

Figure 2.3 Initial COP-net with Estimated Utility Values 
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2.4 COP-net Query Selection 

Query selection in a COP-net [11] allows the agent to ask questions about pairs of 

outcomes between which the user's preference is not known. For the agent to achieve 

this, it needs to get the transitive closure, Crc, of the COP-net graph. In the transitive 

closure, vertices ( u, v) will be connected by an edge if there is any directed path from u to 

v in the original graph. In other words, given a directed acyclic graph, the agent can then 

find out if vertex vis reachable from vertex u. 

To find preferences that are unknown, edges of the directed graph are converted to 

undirected edges and then the complement, i.e. C'rc, of the graph is taken to form the 

query graph. In the query graph, all unknown preferences are represented by an edge. For 

example, applying this process to the COP-net in Figure 2.2 leads to edges (v2,v3), (v3, 

v6 ), (v2, v4), (v4, v6 ) and (v6, v8 ), as shown in Figure 2.4. Once the query graph is 

constructed, a weight can be assigned to each edge as a way to measure how valuable it 

would be to ask the user for his/her preference between those two outcomes. There 

remains the challenge to determine the weight of each edge in the graph. 
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8 

8 
Figure 2.4 Example Query Graph 

2.5 Existing Edge Weight Calculation Method 

In her thesis work, Li [ 4] considered a technique for assigning values (weights) to each 

possible query in a query graph. It is based on the fact that learning the preference 

between two outcomes can lead indirectly to learning other preferences. In Li's work, the 
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weight of an edge is set to be the minimum number of preferences that would be learned 

as a result of asking that query. 

For example, in Figure 2.4, potential queries are ( v2,v3 ), ( v3,v6), ( v2,v4), ( v4, v6) and 

( v 6, va). The query ( v2, v3 ) asks the user if outcome v2 is preferred to outcome v3 . The 

user then responds either that v2 is preferred to v3 or vice versa. If outcome v2 is 

preferred to outcome v3, the agent then learns not only that v2 is preferred to v3 but also 

that outcome v2 is preferred to outcome v4 (since v3 is known to be preferred over v4 in 

Figure 2.2). Likewise, if outcome v3 is preferred to outcome v2 , the agent also learns that 

v3 is preferred to v6 • Therefore, asking query ( v 2 , v3) reveals a minimum of two (2) 

unknown preferences, and so this edge is given a weight of two (2). The weights for the 

rest of the queries are computed using the same approach. Query ( v3, v6 ) would have a 

weight of one (1), (v2 , v4 ) a weight of one (1), (v4 , v6 ) a weight of two (2), and (v6 , va) a 

weight of one (1). The query with the highest minimum number of learned unknown 

preferences is selected as the query to ask. From the example query graph, queries 

(v2, v3) or (v4 , v6 ) are the query to ask since they reveal the highest minimum number of 

unknown preferences, two (2) each. 

This report will explore different methods for computing the value of a query, in addition 

to using the minimum number of learned preferences. These methods will take advantage 

of the fact that we have access to estimated utility values for each outcome. 
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Chapter 3. Methodology 

3.1 Effective Query Selection in COP-nets 

As discussed in Chapter 2, we want our agents to select queries that will provide as much 

information as possible. The general approach is to assign a numeric value to each query; 

the query with the highest value is selected as the query to ask. 

3.1.2 Drawback of Existing Method 

The existing method assumes the value of a query about outcomes a and b to be the 

minimum number of unknown preferences that would be learned by finding out that a > 

b or b > a. However, this ignores that we might have probabilistic information 

suggesting, for example, that a > b is much more likely than b > a. As a modification to 

the already existing method, a weight could be assigned to each edge in the preference 

graph based on such probabilities, which can be computed from our estimated utility 

values. 

3.2 COP-net Edge Weight Computation 

3.2.1 Estimated Utility Values 

In query selection, the estimated utility values play a crucial role in determining which 

query to ask. These values help in selecting the query to ask that reveals the highest 

number of unknown preferences. For example, suppose that the preference graph in 
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Figure 3 .1 shows the user preferences that are already known along with some known 

utility values. After applying Chen et al. [lO]'s longest path method, we would have the 

estimated utility values shown in Table 3.1. 

Figure 3.1 COP-net with some known Utility Values 



Nodes Estimated Utility 

Vo 1.0 

V1 0.8930 

Vz 0.7861 

V3 0.7056 

V4 0.6791 

V5 0.5183 

v6 0.5714 

V7 0.3568 

Va 0.3575 

V9 0.2275 

V10 0.2275 

V11 0.1952 

V12 0.3080 

V13 0.0976 

V14 0.0 

Table 3.1 Estimated Utility Values 

3.2.2 COP-net Preference Query 

For the COP-net graph of Figure 3.1, the corresponding query graph is shown in Figure 

3.2. This shows that there are nineteen (19) different pairs of outcomes for which the 
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preference is not known. Learning the answer to each of these potential queries would 

reveal a certain number of unknown preferences. For example, suppose we ask the user if 

he/she prefers outcome v2 to outcome v3 (v2 > v3) or prefers outcome v3 to outcome 

v2 ( v3 > v2). If the user prefers v2 > v3, we will only learn one (1) preference. 

However if the user prefers v3 > v2, we will learn three (3) new preferences which are 

V3 > Vz, V3 > V 4 and V3 > V 6. 
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s 
Figure 3.2 COP-net Query Graph 



From the query graph of Figure 3.2, Table 3.2 lists the preferences that could be learned 

by asking each query. 

Query Query Preferences Learned Number of 
Response Preferences 

Learned 

(Vz, V3) Vz > V3 Vz > V3 1 

V3 > Vz V3 > Vz, V3 > v6,v3 > V4 3 

(V3,V4) V3 > V4 V3 > V4 1 

V4 > V3 Vz > V3, V4 > V3 2 

(v3, v6) V3 > v6 V3 > v6 1 

v6 > V3 Vz > V3, V6 > V3, V6 > Vs, v6 > Vs, 6 

v6 > V9,V6 > V12 

(V4, V6) V4 > v6 V4 > V6 1 

v6 > V4 v6 > V4,V6 > Vs, v6 > Vs, v6 > Vg, 5 

V,:, > V17 

(vs, v6) Vs > v6 V3 > V6, V4 > V6, Vs > v6 3 

V,:, > Ve; V,:, > Ve., V,:, > V~h V,:, > Vq, V,:, > V17 4 

(v6, Vs) v6 > Vs v6 > Vs,V6 > Vg 2 

Vs > v6 V3 > V6, V4 > V6, Vs > v6, Vs > v6, 5 

VR > V7 

(v6, v 9) v6 > Vg v 6 > Vg 1 

Vg > v6 V3 > V6, V4 > V6, Vs > v6, Vs > v6, 9 

Vs > V 7, Vg > V 6, Vg > V7, Vg > V10, 

Vq > V11 

(v6, V12) V6 > V12 V6 > V12 1 

V12 > V6 V3 > V6, V4 > v6, Vs > v6, V12 > v6, 7 

V17 > V7, V17 > Vrn, V17 > V11 

(V7, Vs) V7 > Vs v6 > Vs,V6 > Vg, V7 > Vs, V7 > Vg, 5 

V7 > V10 

VR > V7 VR > V7 1 

(V7, Vg) V7 > Vg v6 > Vg, V7 > Vg 2 

Vg > V7 Vs > V 7, Vg > V 7, Vg > V11 3 

(V7, V10) V7 > V10 V7 > V10 1 

V10 > V7 Vs > V7, V10 > V7, V10 > V11 3 

(V7, V12) V7 > V12 v6 > V12, V7 > V12 2 

V12 > V7 V12 > V7, V12 > V11 2 

(vs, V12) Vs > V12 Vs > V12 1 

V17 > VR V17 > VR, V17 > Vq, V17 > V11,V17 > Vrn 4 
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(V9, V10) V9 > V10 V9 > V10 1 

V1n > Vq V1. > Vq, Vrn > Vq 2 

(V9, V11) V9 > V11 V9 > V11 1 

V11 > Vg v6 > Vq, V7 > Vq, V11 > Vq 3 

(V9, V12) V9 > V12 V9 > V12, Va >- V12 2 

V1? > Vq V1? > Vq 1 

(V10, V11) V10 > V11 V10 > V11 1 

V11 > V10 V7 > V10, V11 > V10 2 

(V10, V12) V10 > V12 Va > V12, V6 > V12, V10 > V12 3 

V12 > V1n V1? > Vrn 1 

(V11, V12) V11 > V12 v6 > V12, V7 > V12, Va > V12, 4 

V11 > V12 

V1? > V11 V12 > V11 1 

Table 3.2 Preferences Learned 

3.3 Variations on the Query Selection Method 

This report will propose several methods for computing the value of each query. As 

discussed previously, these methods will use estimates of how likely each answer is to 

each query. These probabilities will be based on the estimated utility values for each 

outcome. 

For any query, the user's response can either be that outcome a is preferred over outcome 

b (a> b) or that outcome b is preferred to outcome a (b > a). As discussed above, in 

either case, we will learn some total number of preferences, say na>b and nb>a· Rather 

than take the minimum of na>b and nb>a, if our estimated utilities suggest that it is far 

more likely that a > b than that b > a, then we should give more weight to na>b than 
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Our different methods will explore different approaches to estimating the probability that 

a> band the probability that b > a, and each method will be used to determine the best 

query to ask. 

The first method is the minimum method used in the previous work, which assumes the 

query value to be the minimum number of preferences learned when a > b or b > a, 

calculated as follows: 

value (a, b) = min{na>b, nb>a} 

The second method (Naive 1) estimates the probability that a > b or b > a in a naive way 

and then uses these probability values to compute the value of the query. Note that eu 

represents estimated utility. 

1 ( b) _ eu(a) * + eu(b) * 
va ue a, - ( ) C ) na>b ( ) ) nb>a· eu a + eu b eu a + eu(b 

The third method (Naive 2) is a slight variation of the second method (Naive 1 ). The 

intuition is that the Naive 1 method likely overestimates the probability of the less likely 

answer to the query. In the Naive 2 method, the query value is calculated as follows, 

where we are squaring the utilities in order to increase the estimated probability of the 

more likely answer and decrease the estimated probability of the less likely answer. 

l ( b) _ eu(a)
2 * + eu(b)

2 * 
va ue a, - eu(a)2 + eu(b)2 na>b ( )2 (b)2 nb>a· eu a + eu 

The fourth method (Default) simply assumes that the outcome with the higher estimated 

utility will be learned to be preferred. 

If eu(a) > eu(b), then value (a, b) is na>b 

If eu(b) > eu(a), then value (a, b) is nb>a 

if eu(a) = eu(b), then value (a, b) = 
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The fifth method (Normal-a) is based on assuming that each outcome a has a utility that 

comes from a normal distribution with mean eu(a) and some standard deviation cr. In the 

experiments in Chapter 4, we will test the method using the fixed values1 cr = 0.1, 0.2, 

and 0.05. The probability P(a > b) is then computed to be the probability that a value 

from a 's normal distribution is greater than a value from b 's normal distribution. Then, 

value (a, b) = P(a > b) * na>b + P(b > a) * nb>a 

To demonstrate, consider the example query ( v6, v9). As shown in Table 3.2, if we were 

to learn that v6 > v9, then this would be the only preference learned. Therefore, nv6>v9 = 

1. On the other hand, if we were to learn that v9 > v6 , we would also learn eight other 

preferences, and so nv9>v6 = 9. 

From the estimated utilities in Table 3.1, eu(v6 ) = 0.5714 and eu(v9) = 0.2275. Using 

these values, each of the methods computes the value of the candidate query (v6 , v9) as 

follows: 

Minimum: 

value( v6 , v9) = min(l ,9) 

=1 

Naive 1: 

1 ( ) __ o_.51_1_4_ * 1 + 0.2215 * 9 va ue v6, Vg = o.s114+0.2215 o.5714+0.2215 

= 3.2781 

1 In the Future Work section (Section 5.2), a method will be proposed in which the structure of the graph is 

used to get more accurate estimates of the true variance of estimated utility values. 
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Naive 2: 

1 ( ) 0.5714
2 * 1 + 0.2275

2 * 9 
va ue v6, V9 = -o.-s1_1_4_2+-o-.2-2-1s-2 o.S7142+0.221s2 

= 2.0946 

Default: 

Since eu(v6 ) > eu(v9), value(v6, v 9) = nv6>v9 = 1 

Normal-0 .1 : 

If we suppose that the true utility of v 6 comes from a normal distribution with mean 

eu(v6 ) = 0.5714 and standard deviation of a1 = 0.1, and that the true utility of v9 comes 

from a normal distribution with mean eu(v9) = 0.2275 and standard deviation a2 = 0.1, 

the probabilities P( v6 > v9) and P( v 9 > v6 ) work out to 0.9925 and 0.0075, 

respectively2
, and so value(v6, v9 ) = (0.9925)*1 + (0.0075)*9 = 1.0601. 

For each of these methods, every possible query will be evaluated, and the best option 

will be chosen as the question to ask. For the example in this chapter, Table 3.7 shows the 

value of each preference query. Note that query ( v 5 , v6 ) would be chosen in this example 

by all of the methods. 

2 If X comes from a normal distribution with mean µ1 and standard deviation a1 , and Y comes from a 

normal distribution with mean µ2 and standard deviation a2 , then P(X> Y) is the probability that X-Y>O, 

where X-Y comes from a normal distribution with mean µ1 - µ2 and standard deviation .J a1
2 + a2

2 [14]. 
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Query Minimum Naive 1 Naive 2 Default Normal-0.1 

(vs, v6) 3 3.5244 3.5486 3 3.6463 

(Vz, V3) 1 1.9460 1.8924 1 1.5692 

(V7, V9) 2 2.3894 2.2890 2 2.1803 

(v1, va) 1 2.9980 2.9961 1 2.9961 

(v6, V9) 1 3.2781 2.0946 1 1.0601 

(va, v6) 2 3.1546 2.8440 2 2.1956 

(V3, V4) 1 1.4904 1.4809 1 1.4257 

(v3, v6) 1 3.2373 2.9803 1 1.8566 

(v4, v6) 1 2.8277 2.6580 1 1.8927 

(V9, V11) 1 1.9236 1.8481 1 1.8193 

(va, V12) 1 2.3884 2.2781 1 2.0895 

(v6, V12) 1 3.1014 2.3508 1 1.1876 

(V7, V12) 2 2.0000 2.0000 2 2.0000 

(V7, V10) 1 1.7787 1.5781 1 1.3606 

(V9, V12) 1 1.4248 1.3530 1 1.2846 

(V11, V12) 1 2.1638 1.8597 1 1.6376 

(V10, V11) 1 1.4618 1.4240 1 1.4097 

(V12, V10) 1 1.8497 1.7060 1 1.5692 

(V9, V10) 1 1.5000 1.5000 1 1.5000 

Table 3.3 Complete Set of Preference Query Values 
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Chapter 4: Implementation and Results 

4.1 Implementation 

The code for this project was built on top of existing code from Li's thesis work [ 11]. 

Some modifications to her code were needed, but the most significant work involved 

implementing the new query selection methods described in Section 3.4 and the criteria 

for evaluating system performance, as will be described in Section 4.2. Li's code for 

generating sample preference networks also had to be modified to suit our purposes. 

4.2 Evaluation 

The methods proposed in this report were tested on several randomly-generated 

preference networks, assuming some of the user's preferences and utilities are known. 

For each method, a query was selected and the results of asking that query were 

simulated. Based on the answer to the query, the network was updated, with new 

estimated utilities calculated. 

The methods were evaluated using three evaluation measures: 

The number of new preferences actually learned as a result of the query chosen. 

The number of pairs of outcomes for which the true preference is correctly 

predicted by the new estimated utilities. 

The root mean squared error between the estimated utilities and the true utilities. 

Each of the evaluation methods is further explained in detail below: 
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Number of new learned preferences: Once the agent simulates asking the question 

suggested by each method, a number of new preferences are learned. For this 

evaluation method, a record of the number of new preferences learned by asking 

that particular question is kept. To illustrate with an example, suppose that one of 

the possible preference queries is ( v5, v6 ). Asking this query allows the agent to 

learn three (3) preferences (if v5 > v 6) or four ( 4) preferences (if v 6 > v5 ). 

Suppose that the agent were to choose to ask that particular question, because one 

of the methods suggested that it is the best. If the true utilities tell us that v5 > v6 , 

because v5 has a higher true utility value than v6 , then the agent would learn three 

(3) new preferences after asking this question. 

Number of correctly guessed preferences: For this measure, the simulation agent 

is set up to loop through every pair of nodes in the network and compare the 

estimated utilities (EU) and the true utilities (TU). For a network with n nodes, 

there are a total of n(:-i) possible pairs of nodes. For any i andj, ifEU[i] ~ EU[j] 

and TU[i] ~ TU[j], then our EU has correctly predicted the true preference 

between these two nodes. Similarly, if EU[j] ~ EU[i] and TU[j] ~ TU[i], we 

would also have a correctly guessed preference. 

Root Mean Squared Error (RMSE): For this measure, the agent would just look at 

each node i in the graph and calculate EU[i] - TU[i] and square it. This gives a 

measure of how far the estimated utility is from the true utility. Then the sum of 

these squared error values is taken for the n nodes. The total is divided by n, and 

then the square root is taken to provide the Root Mean Squared Error. 
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Based on the results of these evaluations, conclusions are drawn about the performance of 

each of the methods described in Section 3.4. 

4.2.1 Simulation Framework 

For each method described in Section 3.4, simulations were run on 200 different sample 

networks that were generated randomly as follows: 

Each network has 5 0 nodes representing outcomes. 

Nodes were assigned utility values between O and 1, representing a user's true 

utility for each outcome, but most of these true utilities were unknown to the 

system during simulations. 

Preference graphs were generated so that: 

• The best outcome was known to be preferred over all the others. 

• All outcomes were known to be preferred over the worst outcome. 

• For all other pairs of outcomes i and j, there was a 50% chance that the 

preference between i and j would be known (i.e., that there would be a 

path between i and j in the graph). 

A certain number of true utility values were revealed to the system, so that it had 

partial information about the user's utility function. 

• Trials were run with the system knowing 2, 5, 10 and 15 of the 50 true 

utilities (including the most preferred and least preferred outcomes). 

32 



The properties of the resulting graphs were as follows. The 200 reduced networks (with 

50 nodes each) had between 70 and 96 edges, with an average of 82.4. For each of the 

reduced networks, the length of the longest chain of edges was also recorded. This value 

was between 22 and 35 edges, with an average longest chain of28.9 edges. 

For each sample network, 

The longest path method described by Chen et al. [10] was used to estimate the 

utilities for all nodes in the graph. 

All possible questions were identified by finding pairs of nodes between which 

the preference was unknown. 

For each of the methods described in Section 3.4, 

• The best question was selected, according to that method. 

• The true preference between those two outcomes was then revealed to the 

system ( simulating the user answering the question), and the network was 

updated accordingly. 

• Each method was evaluated on the three different performance metrics 

described previously. 

4.2.2 Simulation Results 

The average performance of each of the methods implemented in this report according to 

our three evaluation criteria (number of new preferences learned, change in the number of 

preferences correctly predicted and change in the root mean squared error) is shown in 
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the tables below. The columns labelled Rank 1, Rank 2, and Rank 3 show how well the 

methods performed on Criterion 1, Criterion 2, and Criterion 3, respectively. 

Method No. of Pref. Change in No. Change in Rank 1 Rank2 Rank 3 

Learned of Pref. RMSE 
(Criterion 1) Predicted (Criterion 3) 

(Criterion 2) 

Minimum 4.925 1.080 -0.00202 1 3 1 

Naive 1 1.635 0.410 -0.00033 7 7 6 

Naive 2 1.860 0.570 -0.00047 6 5 5 

Default 4.245 1.290 -0.00125 3 1 2 

Normal-0.1 3.595 0.910 -0.00073 4 4 4 

Normal-0.2 2.040 0.425 0.00002 5 6 7 

Normal-0.05 4.680 1.260 -0.00116 2 2 3 

Table 4.1 Results with Number of Known Utilities set to 2 

Method No. of Pref. Change in No. Change in Rank 1 Rank 2 Rank 3 

Learned Of Pref. RMSE 
(Criterion 1) Predicted ( Criterion 3) 

( Criterion 2) 

Minimum 5.020 1.170 -0.00104 1 2 1 

Naive 1 1.375 0.125 0.00026 7 7 7 

Naive 2 1.925 0.355 0.00013 6 5 6 

Default 4.400 1.165 -0.00089 3 3 3 

Normal-0.1 3.705 0.820 -0.00064 4 4 4 

Normal-0.2 2.075 0.330 0.00002 5 6 5 

Normal-0.05 4.895 1.210 -0.00100 2 1 2 

Table 4.2 Results with Number of Known Utilities set to 5 
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Method No. of Pref. Change in No. Change in Rank 1 Rank 2 Rank 3 

Learned of Pref. RMSE 
(Criterion 1) Predicted (Criterion 3) 

(Criterion 2) 

Minimum 5.005 1.075 -0.00094 1 3 1 

Naive 1 1.430 0.245 -0.00009 7 7 7 

Naive 2 2.165 0.475 -0.00019 5 5 6 

Default 4.545 1.090 -0.00068 3 1 3 

Normal-0.1 3.850 0.750 -0.00040 4 4 4 

Normal-0.2 2.145 0.390 -0.00027 6 6 5 

Normal-0.05 4.995 1.085 -0.00085 2 2 2 

Table 4.3 Results with Number of Known Utilities set to 10 

Method No. of Pref. Change in No. Change in Rank 1 Rank2 Rank 3 

Learned of Pref. RMSE 
(Criterion 1) Predicted (Criterion 3) 

( Criterion 2) 

Minimum 5.020 0.845 -0.00080 3 2 1 

Naive 1 1.505 0.170 -0.00017 7 7 7 

Naive 2 2.260 0.370 -0.00031 6 6 6 

Default 5.125 0.805 -0.00077 2 3 2 

Normal-0.1 4.365 0.750 -0.00067 4 4 3 

Normal-0.2 2.355 0.375 -0.00042 5 5 5 

Normal-0.05 5.315 0.905 -0.00063 1 1 4 

Table 4.4 Results with Number of Known Utilities set to 15 
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From the tables, the following conclusions can be drawn. With one exception, the 

Minimum, Default and Normal-0.05 methods were consistently the top three methods (in 

some order) for all evaluation metrics, while the Naive 1, Naive 2 and Normal-0.2 

methods were consistently the bottom three methods. The Normal-OJ method fell in the 

middle. (The one exception was in the RMSE criterion for the case of 15 known utilities, 

where Normal-OJ just barely outperformed Normal-0.05.) 

Because the rankings are quite similar in all four tables, we will focus on only one case 

(the case of 10 known utilities) in our remaining discussion. For the case of 10 known 

utilities, paired t-tests were run in order to determine whether the differences in 

performance between methods were statistically significant (at the p < 0.05 level). 

For the number of preferences learned (Criterion 1), the methods {Minimum, 

Normal-0.05} were significantly better than Default, which was significantly 

better than Normal-0.1, which was significantly better than the methods {Naive 

2, Normal-0.2}, which were both significantly better than Naive 1. 

For the change in number of correct preference predictions (Criterion 2), the 

methods {Default, Normal-0.05, Minimum} were significantly better than 

Normal-OJ, which was significantly better than {Naive 2, Normal-0.2}, which 

were both significantly better than Naive 1. 

For the change in Root Mean Squared Error (Criterion 3), there was no 

significant difference among the top three methods {Minimum, Normal-0.05, 

Default}. The first two of these were significantly better than Normal-0.1, but 

Default was not. Normal-OJ was grouped with Normal-0.2 and Naive 2; there 
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was no significant difference among those methods. Normal-OJ and Normal-0.2 

were significantly better than Naive 1, but Naive 2 was not. 

The overall conclusion is that the Default and Normal-0.05 methods appear to be 

competitive with the original Minimum method presented by Li [11], while the other new 

approaches tested are outperformed by the Minimum method. 

As a point of interest, we also kept track of the number of times each pair of methods 

selected the same best question to ask in each of the 200 samples (in the case of 10 nodes 

with known utilities). For example, the Naive 1 and Naive 2 methods chose the same 

question in 140 out of the 200 sample trials. However, the Naive 1 and Default methods 

only chose the same question in 2 trials. A summary is given in Table 4.5. 

Minimum Naive 1 Naive 2 Default Nonnal-0.1 Nonnal-0.2 Normal-0.05 

Minimum 2 6 41 29 7 51 

Naive 1 140 2 40 107 11 

Naive 2 12 71 125 31 

Default 36 8 81 

Normal-0.1 85 94 

Nonnal-0.2 30 

Table 4.5 Number of Times Each Pair of Methods Agreed 

Also, it is interesting to know that out of the 200 different sample experiments evaluated, 

there were no scenarios in which all the methods chose the same best question. 
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To further test the methods, additional experiments were carried out, but with denser and 

sparser preference networks. When generating the 200 sample networks, 

The best outcome was known to be preferred over all the others. 

All outcomes were known to be preferred over the worst outcome. 

For all other pairs of outcomes i andj, there was a 75% or 25% chance (instead of 

50% as with the previous experiment) that the preference between i andj would 

be known (i.e., that there would be a path between i and j in the graph). 

The tables below show the average performance results for both the sparse and dense 

networks, with 10 known utilities (including top and bottom node). 

Method No. of Pre£ Change in Change in Rank 1 Rank2 Rank 
Learned No. of Pre£ RMSE 3 
(Criterion 1) Predicted (Criterion 3) 

(Criterion 2) 
Minimum 12.425 1.300 -0.00163 1 4 4 

Naive 1 1.420 0.215 -0.00009 7 7 7 

Naive 2 3.180 0.745 -0.00073 6 6 6 

Default 11.445 1.715 -0.00197 3 2 2 

Normal-0.1 9.770 1.770 -0.00179 4 1 3 

Normal-0.2 4.430 1.150 -0.00089 5 5 5 

Normal-0.05 11.900 1.560 -0.00200 2 3 1 

Table 4.6 Sparse Network Results with Known Utilities set to 10 
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Method No. of Pref. Change in Change in Rank 1 Rank2 Rank 
Learned No. of Pref. RMSE 3 
(Criterion 1) Predicted (Criterion 3) 

(Criterion 2) 
Minimum 2.160 0.670 -0.00037 1 1 6 

Naive 1 1.740 0.560 -0.00048 5 4 3 

Naive 2 1.735 0.525 -0.00044 6 6 4 

Default 2.155 0.650 -0.00042 2 2 5 

Normal-0.1 1.890 0.550 -0.00055 4 5 1 

Normal-0.2 1.705 0.490 -0.00033 7 7 7 

Normal-0.05 2.135 0.640 -0.00050 3 3 2 

Table 4. 7 Dense Network Results with Known Utilities set to 10 

For the sparse networks, the results are generally quite similar to those in the original data 

sets. The methods that work well are learning many more preferences than they did in 

the original sample networks, but this makes sense because relatively few preferences are 

known initially in the sparse networks, and so there is more to be gained by asking a 

question. The relative rankings of the methods are quite similar to the original results, 

except that the Normal-0.1 method does better in the sparse networks and is competitive 

with the Minimum, Default and Normal-0.05 methods. 

For the dense networks, the results for the first two evaluation criteria are consistent with 

what we have seen for other networks, but the rankings for the Root Mean Squared Error 

criterion are noticeably different. However, statistical analysis with paired t-tests showed 

that, for this criterion, almost none of the differences in performance among the methods 

were statistically significant. Therefore, very little can be concluded from these results. 
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Also, it is interesting to know that out of the 200 different sample experiments evaluated 

in the case of the dense network, all the methods chose the same best question in 25 

separate scenarios, while in the case of sparse networks, there were no scenarios in which 

all the methods chose the same question. 
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Chapter 5. Conclusion and Future Work 

5.1 Conclusion 

The methods proposed in this report were tested on 200 different simulated sample 

methods, each with 50 nodes. The performance of some of the methods implemented 

(Default and Normal-0.05) were quite competitive with the already existing Minimum 

method implemented in Li's thesis work [10]. However, the other methods implemented 

performed poorly when compared with the existing method. 

As noted by Chen et al.[10], the main purpose of COP-nets are (1) to predict which one 

of a pair of outcomes is preferred and (2) to estimate the utilities of all outcomes. 

Selecting queries that maximize an agent's ability to accomplish these goals will allow 

the agent to better help users with decision-making tasks. 

5.2 Future Work 

The results shown in this report were tested on networks with 50 nodes. For further 

evaluation, we suggest testing our simulation results with larger networks with more than 

50 nodes to investigate how the methods will perform in such a scenario. It is quite 

possible that the methods found to be the best in our study for SO-node networks will not 

prove to be the best methods for larger networks. Another direction for future work is to 

model real problems with preferences from real users and to test the techniques in those 

situations rather than in a simulated situation. Also, our investigations were based on 

asking only a single question; another approach will be to test how the methods work 
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when choosing more than one question to ask. Furthermore, we suggest investigating 

additional methods for deciding on which question to ask. One such method, which was 

not implemented for this report due to time constraints, involves taking advantage of 

known bounds on the utilities of nodes. To illustrate, for each node in the graph, the 

structure of the preference graph would be used to determine an upper bound and a lower 

bound on the utility of the node. The upper bound would be the lowest utility of its 

ancestors that have known utility values. The lower bound would be the highest utility of 

its descendants that have known utility values. The structure of the graph would then be 

used to determine facts such as "node x has the second-lowest value of a set of six nodes 

that have utilities between 0.4 and 0.8" and "node y has the lowest value of a set of four 

nodes that have utilities between 0.5 and 0.7". By doing this for both nodes in a 

candidate query, statistical techniques could then be used to predict the probability that 

u(x) is higher than u(y), and then this could be used in estimates for the number of 

preferences that would be learned by asking a question. 
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